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The bias-variance tradeoff

» Well recognized phenomenon. Shows up in various situations... e.g.,
histograms, kernel density estimation, kernel regression, machine learning.
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10 x (Gaussian KDE on 1000 points sampled from standard normal)
» In KDEs larger bandwidth = smaller variance, larger bias
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The bias-variance tradeoff

» Well recognized phenomenon. Shows up in various situations... e.g.,
histograms, kernel density estimation, kernel regression, machine learning.
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Averaged over 1000 repetitions
» In KDEs larger bandwidth = smaller variance, larger bias
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The bias-variance tradeoff

» Well recognized phenomenon. Shows up in various situations... e.g.,
histograms, kernel density estimation, kernel regression, machine learning.
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» In KDEs larger bandwidth = smaller variance, larger bias
(the tradeoff is not non-zero sum)
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Correlated errors...
» The predictions in KDE, ML, etc. are not just biased.
> They are correlated across different inputs. This is different from bias.
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Predictions for neighboring points are correlated
» The real tradeoff is between bias, variance, and correlation.
(applies to any estimation task, not just density estimation)
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Correlated errors...
» The predictions in KDE, ML, etc. are not just biased.
> They are correlated across different inputs. This is different from bias.
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Pearson-corr p(z),ﬁ(y) (estimated with 1000 repetitions)
» The real tradeoff is between bias, variance, and correlation.
(applies to any estimation task, not just density estimation)
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Why call it a “tradeoff”?

» The term “tradeoff” suggests that there are equations establishing
some kind of minimum on a combination of BVC.
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Why call it a “tradeoff”?

» The term “tradeoff” suggests that there are equations establishing
some kind of minimum on a combination of BVC.

There indeed are such equations...

Cov pli(e), i(y)] vy B2P1@)] = Biasol(@)]) (Biasp[i(y)] ~ Biasql(y)])

Q5 P
. (Blasp[i(x)] — Biasq[i()]) (np(y) — no(y))
X*Q; P
4 (np(@) = no(x)) (Biasp[i(y)] — Biasq[7(y)])
QP
L (np(x) = no(x ))( r(y) —no(y))
QP
...but that's for a longer talk or a paper
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Why call it a “tradeoff"?
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» The term “tradeoff” suggests that there are equations establishing

| 2

some kind of minimum on a combination of BVC.

Forget equations... Why should there be any bias, variance, or
correlation in the first place?

One can, in principle, just bake the correct answer in the ML model, so it
returns the correct answer regardless of the training data. So, zero BVC.

But, such a model won't work for a different problem, with a different
correct answer.
Estimating something from data ~ Identifying the data distribution

(out of many options)
There are limitations on how well the latter can be done with Finite data.
This is the source of the BVC tradeoff. (How?)
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Data processing inequality and the BVC tradeofFf

» Data processing inequality, paraphrased: Say, there's an upper bound
on how well a task can be done using some given data. You can’t beat
this upper bound simply by processing the data further. (tautological)

» Example:

® Let D be a dataset.
® Let S be a (possibly non-deterministic) summary of D.
® Let D[ -] represent an f-divergence.

Dy[Ps || Qs] < Dy[Pp | Qp] -

l.e., One can't distinguish between P and @ any better using S than using D.

Q: How does this relate to the BVC tradeoff?
A: Any ML-estimate is made by processing the training data.
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Data processing inequality and the BVC tradeofFf
» Consider estimating two real-parameters 7; and 7, as 7; and 7.

» Blue solid = distribution under P Red dashed = distribution under
('x’-s mark the true values of 7; and 1)

DP ineq says, "Not
enough overlap. Try Overlap can be increased by increasing the...
again." (i.e., make them

less distinguishable) ..bias ..variance ..or correlation

Ergo, presto... the BVC tradeoff

» Can be extended to function estimates: n; = n(z;).
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Ok, there are correlations. So what?
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Say one

® trains a generative ML-model (like KDE) with »n datapoints from some
generator.

® samples N >> n points from the trained model, and

e uses these IV datapoints to estimate histogram-bin expectations.

The variances in histogram-bin expectation estimates:

e Will not be as good as having IV datapoints from the original generator...

® But could be better than just histogramming the n datapoints.

Amplification?!  (c.f. arXiv:2008.06545 [hep-ph], arXiv:2408.00838 [cs.LG])

Unfortunately, the histogram-estimates will be correlated.

Will pass pull tests, but not a simple y2-test (because ignoring correlations

amounts to underestimating uncertainties).

Correlations matter wherever uncertainties in estimates matter...
(e.g., ML for data generation, simulation based inference)
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https://arxiv.org/abs/2008.06545
https://arxiv.org/abs/2408.00838

Conclusions/Takeaways
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Any multi-parameter or function estimation task involves a BVC tradeoff.

Correlations matter...

¢ When evaluating the quality of an ML-based estimation procedure, say using
pseudo experiments, ignoring correlations can paint a distorted picture.

* When propagating uncertainties, ignoring correlations can lead to overconfident
downstream inferences.

¢ Quantifying uncertainties in ML-predictions should involve quantifying both
variances and correlations.

One should be skeptical of generic claims of amplification of datasets by ML (without
restrictions on how the amplified data can be used subsequently).
(Kind of like getting perpetual motion machines to work...)

Inductive bias cannot overcome the data processing inequality.

It is indeed possible to use ML to perform improve sensitivity. But, if the improvement
feels too good to be true, it might just not be true.
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Any multi-parameter or function estimation task involves a BVC tradeoff.

Correlations matter...

¢ When evaluating the quality of an ML-based estimation procedure, say using
pseudo experiments, ignoring correlations can paint a distorted picture.

* When propagating uncertainties, ignoring correlations can lead to overconfident
downstream inferences.

¢ Quantifying uncertainties in ML-predictions should involve quantifying both
variances and correlations.

One should be skeptical of generic claims of amplification of datasets by ML (without
restrictions on how the amplified data can be used subsequently).

(Kind of like getting perpetual motion machines to work...)
Inductive bias cannot overcome the data processing inequality.

It is indeed possible to use ML to perform improve sensitivity. But, if the improvement
feels too good to be true, it might just not be true.
Thank you! Questions?
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