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Upsilons Inside Jets

Production of heavy quarkonia (quark-antiquark) states in jets is an important probe 
of QCD. 

Studies of J/Ѱ (charm-anticharm) production in jets has improved our understanding 
of (NR)QCD fragmentation functions.

Upsilons (bottom-antibottom) inside of jets (anti-isolated) have yet to be probed. 
They are rarer, and anti-isolated is an unusual channel!
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Our Goal: Find anti-isolated upsilons in real data.

Moreover, we want to find them in a simulation-free or 
prior-independent way, since (a) heavy quarkonia 
fragmentation is difficult to simulate and (b) we can later (in 
principle) use this to test (NR)QCD.

Rare signals with no precise model: Anomaly Detection!

https://www.particlebites.com/?p=4007
https://arxiv.org/abs/1406.2295
https://arxiv.org/abs/1702.05525
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We found them.

We find >5σ evidence of anti-isolated 
upsilons decaying to dimuons in CMS 
Open Data.

The trick: We use ML-based Anomaly 
Detection (CATHODE1) to look for subtle 
signals in multi-dimensional data.

We can use the relationship between ML 
classifiers and likelihood ratios to 
increase the significance further!

No simulation is used whatsoever. We 
can find nontrivial signals in real data!  
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[RG, Mastandrea, Nachman, Thaler; 2502.14036] 
1[Hallin et. al.; 2109.00546]
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The Dataset: CMS Open Data

We look at 2016 CMS OpenData, 
corresponding to 13 TeV collisions with 
an integrated luminosity of 8.7fb-1*.

Trigger: HLT_TrkMu15_DoubleTrkMu5NoFiltersNoVtx, 
meaning 2 tracker muons with tracker 
p

T
> 15 GeV and 5 GeV respectively.

Cuts: We require that the hardest two 
muons are oppositely charged**, meet 
tightID cuts, and have p

T
> 17 GeV and 8 

GeV respectively.

Result: A dataset of clean dimuon events 
to look for resonances in!

*The full 2016 run is ~32fb-1, but only ~half is published as Open Data and another half is eaten by triggers.
**We also keep same-sign muons for extensive validation studies. Ask me about this later!

PLACEHOLDER
Image of Dimuon Spectrum with CMS Open 

Data Logo
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The Dataset: Anti-Isolation

We require that each muon is 
anti-isolated, meaning that each muon is 
surrounded by hadronic junk.

Precisely: The amount of hadronic pT in a 
radius ΔR = 0.4 should be at least 0.55 
times the muon pT

We emphasize that this is the opposite of 
what is usually done in dimuon BSM 
searches!

Result: The anti-isolated upsilon 
resonances are barely visible at 1.6σ. A 
mere statistical fluke!

*The full 2016 run is ~32fb-1, but only ~half is published as Open Data and another half is eaten by triggers.
**We also keep same-sign muons for extensive validation studies. Ask me about this later!

28σ
Ante-Anti-Isolated

1.6σ
Anti-Isolated
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Result: The anti-isolated upsilon 
resonances are barely visible at 1.6σ. A 
mere statistical fluke!

We need to use features beyond just the 
dimuon mass to elevate this signal: Enter 
Anomaly Detection.
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Anomaly Detection Review

Typically, one wants to compare data to 
a  signal hypothesis* versus a 
background (null) hypothesis.

Normally, one has a parametric form or 
simulations for both hypotheses.

In Anomaly Detection, we don’t have a 
direct specification of these 
hypotheses. Instead, we implicitly and 
broadly define them via assumptions 
and fits. 

*I will take “signal hypothesis” to really mean “signal plus background hypothesis”.

From 
Models
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Anomaly Detection Review: Bump Hunts

Assume the signal is resonant: It lives in 
a narrow signal region.

Assume it lives atop a smooth 
background, as defined via fit outside 
the signal region and interpolated into 
the signal region. This is our null 
hypothesis

We can then compare the 

To the 

To see if they match or not! 

Observed Data

Expected Background
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Anomaly Detection Review: CATHODE
Let’s do it again, but with more 
dimensions! We still assume we are 
resonant in 1 dimension, but other 
features might have useful info.

Step 1: Background fit in the sidebands 
and interpolation with a Normalizing Flow 
(a multidimensional distribution fitter)

Step 2: Compare data to interpolated 
background* using a BDT classifier (a 
multidimensional comparison method). 
Cutting on the classifier score reduces the 
problem back to an ordinary bump hunt.

Aux
ilia

ry 
Feat

ure
s x

NF 

Interpolation

*Technical Detail: Interpolated background = Generated pseudodata from the NF

[Hallin et. al.; 2109.00546]
[Metodiev, Nachman, Thaler; 1708.02949]

[Collins, Howe, Nachman; 1902.02634]

10

https://arxiv.org/abs/2109.00546
https://arxiv.org/abs/1708.02949
https://arxiv.org/abs/1902.02634


Rikab Gambhir – Pheno – 20 May 2025

Anomaly Detection Review: CATHODE
Let’s do it again, but with more 
dimensions! We still assume we are 
resonant in 1 dimension, but other 
features might have useful info.

Step 1: Background fit in the sidebands 
and interpolation with a Normalizing Flow 
(a multidimensional distribution fitter)

Step 2: Compare data to interpolated 
background* using a BDT classifier (a 
multidimensional comparison method). 
Cutting on the classifier score reduces the 
problem back to an ordinary bump hunt.

Aux
ilia

ry 
Feat

ure
s x

NF 

Interpolation

*Technical Detail: Interpolated background = Generated pseudodata from the NF

[Hallin et. al.; 2109.00546]
[Metodiev, Nachman, Thaler; 1708.02949]

[Collins, Howe, Nachman; 1902.02634]

11

Step 2: Compare data to interpolated 
background* using a BDT classifier (a 
multidimensional comparison method). 
Cutting on the classifier score reduces the 
problem back to an ordinary bump hunt.

The Classifier

We train a BDT to distinguish 
between real data and interpolated 
background.

Fact: Distinguishing (data vs. 
background) is equivalent to 
distinguishing (signal vs. background).

Higher score means more signal-like.

If we can’t distinguish, then the two 
classes are the same → no signal!

https://arxiv.org/abs/2109.00546
https://arxiv.org/abs/1708.02949
https://arxiv.org/abs/1902.02634
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Features

There are lots of choices for auxiliary features sets! We choose the dimuon p
T

 and 
the 3D Impact Parameter of each muon (IP3D). 

This set is motivated by:

● No Sculpting: We cannot choose a feature set that sculpts a peak
● Numerics: Too many features or non-informative features can ruin ML 

convergence.
● Physics Priors: An IP3D cut removes uncorrelated hadron decays, and a p

T
 cut 

removes Drell-Yan and QCD backgrounds 

12
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Higher pT
 rejects 

backgrounds

M
ore

 C
ut

Quarkonia Formation is Prompt
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Finding Real Signals with CATHODE

Because signal (upsilons) is 
different from background, 
cutting on the classifier will 
elevate the signal!

A ~10% cut can significantly 
elevate the signal to over 
5σ!

We can declare victory! We 
found the upsilons
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… But we can do better than victory! 

The classifier score isn’t just an uninterpretable number to score events! 

We are just doing fancy functional optimization with a known loss functional and 
function space with BDTs: Neyman-Pearson tells us we learn the likelihood ratio!

15

[Neyman, Pearson; On the problem of the most efficient tests of statistical hypotheses]
[RG, Mastandrea, Nachman, Thaler; 2502.14036]

Classifier score Naive signal estimate

We can show that by weighing events using the likelihood ratio directly rather than 
cutting on the classifier, we can achieve much more sensitivity! 

Think of cutting as a special case of weighting: a weight of 0 is cut, and a weight of 1 is kept. By using weights, we allow more gradation.

https://royalsocietypublishing.org/doi/10.1098/rsta.1933.0009
https://arxiv.org/abs/2502.14036
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Classifier score Naive signal estimate

We can show that by weighing events using the likelihood ratio directly rather than 
cutting on the classifier, we can achieve much more sensitivity! 

This is essentially a free increase in sensitivity just by using the fact 
that classifiers learn the likelihood ratio, plus we don’t have to pick 

a cut working point!.
The worst thing to do with a classifier is classify!

[Neyman, Pearson; On the problem of the most efficient tests of statistical hypotheses]
[RG, Mastandrea, Nachman, Thaler; 2502.14036]

https://royalsocietypublishing.org/doi/10.1098/rsta.1933.0009
https://arxiv.org/abs/2502.14036
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Classifier score Naive signal estimate

We can show that by weighing events using the likelihood ratio directly rather than 
cutting on the classifier, we can achieve much more sensitivity! 

This is essentially a free increase in sensitivity just by using the fact 
that classifiers learn the likelihood ratio.

The worst thing to do with a classifier is classify!

Why should this work?
For simplicity, assume we are doing a single-bin counting experiment in the 
asymptotic limit.* Let’s allow every event to have a weight w**.

*In the full analysis, we do a complete Poisson likelihood treatment with nuisance parameters due to fits. 
When these are included, these weights may not be strictly optimal, but they are still better than nothing!
**Ordinary cutting can be seen as assigning a weight of 0.

The total number of events is now:

The “significance” is:

(Generalizes                  )

We can then calculate what choice of 
weights optimizes the significance:

The Likelihood Ratio!

Unimportant Constants

[Freytsis, Ovanesyan, Thaler; 0909.2862]

[Neyman, Pearson; On the problem of the most efficient tests of statistical hypotheses]
[RG, Mastandrea, Nachman, Thaler; 2502.14036]

https://arxiv.org/abs/0909.2862
https://royalsocietypublishing.org/doi/10.1098/rsta.1933.0009
https://arxiv.org/abs/2502.14036
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Best “naive” single-feature 
analysis: 4.1σ

Best cut CATHODE: 5.7σ
Neyman-Pearson 
Weighting: 6.4σ
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Final Results

We can find Upsilons 
with CATHODE, and we 
can find them even better 
with weighting!

*Also, weighting doesn’t require a cut choice, so there is no Look-Elsewhere-Effect scanning over cut choices
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Closing Thoughts
● BSM Scan: We showed AD can find real SM signals in real dimuon 

data. We are now trying to find real BSM signals in a follow up.

● Energy Fraction Measurement: An object of interest in QCD is the 
quarkonia energy fraction z = (pT) / (pT, Jet), which governs 
fragmentation and has been measured for J/Ѱ. In principle, now that 
we have found the Upsilons, this can be measured with a full 
unfolding.

● Anomaly Detection Benchmarking: AD Methods have primarily 
been tested on developed on toy datasets. We made the curated and 
formatted dimuon sample public so that AD can be developed on 
real data with the upsilons as a “Standard Candle”.
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https://zenodo.org/records/14618719

Download and try it!

https://zenodo.org/records/14618719
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Conclusion

● AD can be used to find real, 
nontrivial signals in real data, 
like hard-to-find upsilons.

● Likelihood reweighting can 
improve sensitivity even 
further 
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Appendices
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Same-Sign Validation
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