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Project Overview

• Develop AI-based real-time anomaly detection and prediction for HEP 
DAQ systems 

• Build an LLM-based General AI Shifter to diagnose issues and recommend 
mitigation actions 

• Use NOvA’s 10+ years of operational data for model development and 
validation   We are here

• Leverage NERSC/Perlmutter GPU resources for large-scale AI training and 
deployment Integrate AI models with online DAQ systems for real-time 
monitoring, alerts, and shifter support 

• Extend and generalize the framework from NOvA to ProtoDUNE/DUNE



Jianming Bian, Wenjie Wu (UCI)

Why DAQ Ops Need Agentic Assistance

Current Challenges

• DAQ systems generate enormous volumes of telemetry and logs

• Human shifters must monitor multiple dashboards simultaneously

• Root-cause analysis often requires searching:

- ECL logs

- detector images

- telemetry streams

- historical incidents

• Expertise is not always available 24/7

• Mean Time To Resolution (MTTR) can be high.



The Vision

Goal

Create an Agentic AI-powered DAQ Shifter capable of:

End Goal

Transition from:

for NOvA and future DUNE deployments.
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High-Level Architecture



Data Sources & Inputs - NOvA



Operational Data Ecosystem

Telemetry Sources

● NOvA DAQ monitoring metrics

● Run status

● Performance counters

NOvA Subsystem Logs

● DCM

● DataLogger

● GlobalTrigger

● BuffnodeEVB

● MessageFacility

● etc.

Visual Sources

● NOvA VNC screenshots

● NOvA Synoptic displays

● NOvA Detector monitoring images



NOvA Subsystem Logs

Log files are generated by almost all DAQ subsystems. They are stored on a volume hosted by the message logger 
machines for each cluster and are archived to tape approximately 15 days after creation. 

We separated and stored the data by run/subrun according to the timestamps stored in the log files.



NOvA ECL Entries
Match the shifter checklists (updated every two hours) from ECL to the log files using run/subrun information, and apply 
a simple normal/anomalous ECL entry classification. 



Real-Time Anomaly Detection

{

"run_id": "...",

"subrun_id": "...",

"score": 0.97,

"type": "DCM Failure",

"timestamp": "..."

}

Streaming Telemetry

NOvA VNC Dashboard Images

# work in progress !



Anomaly Types

DCM failures Trigger issues Data logger stalls

Network degradation Missing data streams Unknown anomalies
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Anomaly Detection Pipeline

Index Table
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……
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Realtime Incident Ingestion & Context Gathering



Multi-Agent Reasoning Framework

Single LLM Agent limitations:

● Too much context
● Mixed responsibilities
● Difficult debugging

Multi-agent advantages:

● Specialized expertise
● Parallel reasoning
● Better traceability
● Easier maintenance

Specialized 

Agent 1

Supervisor

Agent

Specialized 

Agent 2

Specialized 

Agent N

Task 1 Task 2 Task N

. . . . .

. . . . .



Multi-Agent Orchestration



Log Analysis Agent

Responsibilities:

● Parse ECL/Telemetry logs
● Detect errors/warnings
● Temporal correlation
● Extract subsystem failures

Output:

{

"suspected_component": "DCM",

"confidence": 0.89

}



Vision Analysis Agent

Inputs:

● VNC screenshots
● Synoptic displays
● Monitoring images

Tasks:

● Status interpretation
● Visual anomaly summarization
● Cross-validation with logs

Example findings:

● Offline nodes
● Red alarm indicators
● Frozen displays

SUMMARY



Incident Retrieval Agent

Uses:

● A Vector Embedding Database

Retrieves:

● Similar past failures and expert fixes from the ECL
● Relevant knowledge from DocDB and Internal Codebases
● Past Agent-resolved Incidents

Benefits:

● Faster diagnosis
● Consistent responses
● Knowledge preservation
● Creates a continuously improving system

ECL Logs

DocDB

Codebase
Similarity Search

Past 

Incidents



Root Cause Analysis Agent

Combines Context from:

● Logs
● Images
● Metadata
● Incident Retrieval

Produces:

{

"root_cause": "...",

"confidence": 0.93,

"evidence": [...]

}



Recovery Planning Agent

Generates:

● Recovery recommendations
● Risk assessment
● Expected outcomes

Example:



Tool Execution Framework

Restart Run

Restart DCM

Pause Run

Service Restart
Tool Registry

Tool Selection

Available

Tools



Tool Execution Safety Architecture

Safety mechanisms:

Agent Safety & Policy

Engine
Permission

Check

Risk 

Assessment

Human 

Approval

Execution Verification

Confidence Thresholds Approval Gates Role-based Permissions Escalation Rules



Human-in-the-Loop Design

Cases requiring approval:

● High-risk actions
● Low-confidence diagnosis
● Novel anomalies

Benefits:

● Trust
● Safety
● Operational acceptance



Observability & Explainability:
Operational Transparency

Stored artifacts:

● Agent traces
● Prompts
● Retrieval results
● Tool executions
● Decisions

Provides:

● Auditability
● Reproducibility
● Debugging support



Detection Model Evaluation

Accuracy Precision Recall F1 Score

ROC-AUC Detection Latency



Agentic System Evaluation

Diagnostic Quality

● Root cause accuracy
● Recommendation accuracy

Retrieval Quality

● Recall@K
● Mean Reciprocal Rank (MRR)

Operational Metrics

● MTTR reduction
● Time-to-diagnosis
● Human intervention rate

Safety Metrics

● Unsafe action rate
● Escalation accuracy



Workflow



Example Incident Walkthrough



System Overview

Anomaly Detection Model:

• Subrun-level detection

• Lightweight: no LLM/GPU needed

• Fast: ~seconds per subrun

• Ensemble of multiple models

• Also outputs top features for AI agent to 

explain root causes and solutions



Data Inputs for Model Training

• Training data: archived log files divided into run/subrun level;

• Truth labels (normal/anomaly): determined based on ECL checklists filled by the shifters;

• Using all ND data from 2023-2025, ~20k subruns in total, of which ~14k have a corresponding ECL entry.

Log files from each subsystem (training data)

Processed ECL checklists (truth label)

Data input for each subrun



Anomaly Detection Models

Rule-Based Detection model:

Subsystem log files
Keyword matching 

& counts

Rule score / 

NORMAL vs 

ANOMALY

• Rule-based, fast deterministic detector, no training dataset required;

• Thresholds need to be recalibrated using real data.

Scans subsystem logs for known error keywords, counts matches, then applies fixed thresholds to 

produce a rule score and subrun verdict. 



Anomaly Detection Models

Logistic Regression model A

Converts raw log files into numeric features and applies a scikit-learn pipeline of 

median imputation, standard scaling, and balanced-class logistic regression to output an 

anomaly probability for each subrun.

• Data-driven, more dependent on training data, but also easier to 

recalibrate;

• Less interpretable due to the feature extraction step.



Anomaly Detection Models

Logistic Regression model B

Normalizes raw log files into templates by replacing variables into placeholders, and 

use a template-hash to automatically map them to feature space.

• Flexible auto-classification template, adaptability to changes in data 

formats;

• Also 5× faster than Kaiwen’s model, ~3s per subrun.



Realtime Anomaly Detection Pipeline
• Full pipeline runs successfully on UCI servers accessible to NOvA shifters, ready to be deployed on the Fermilab cluster

• Currently call a H200 GPU server at UCI for LLM inference

• Working on implementing it at NERSC to leverage GPU computing resources



Suggested Solution



Summary

• Key Accomplishments
• Established NOvA data preparation workflow 

• Matched DAQ logs with ECL-based labels 

• Developed three anomaly detection approaches 

• Demonstrated real-time dashboard prototype 

• Available to NOvA shifter for testing

• Next Steps
• Broaden testing with NOvA shifters and incorporate human operational feedback

• Move LLM inference to NERSC GPU resources

• Quantify model performance using operational metrics

• Extend the framework toward ProtoDUNE and DUNE
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