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What we could  
afford to keep in 2018 
(~1 Facebook/year)

Size of the internet 
~ 175,000 exabytes

Size of big science

https://www.frontiersin.org/journals/big-data/articles/10.3389/fdata.2023.1271639/full


How much 
data goes 

through system
Time to process

O(100) TB/s

O(1) μs

https://a3d3.ai/And how fast 
do we need to 
decide what to 
keep?

Everything on  
ASIC/FPGA



 
We want to measure it so accurately that 

there is only a  
1 in a 780 billion chance (7σ)  

that it is a statistical fluke

The physics we want to do, require that 
we sift through  

one hundred thousand billion collisions  
to measure processes occurring 

1 in ~1013 (or less!)

And why bother?

Example: Di-Higgs production

Thanks to quantum mechanics, these 
diagrams even interfere destructively,  

making the process even rarer!
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Aside: That’s only 
this little box, I’ll get 

to the big one.

 
We want to measure it so accurately that 

there is only a  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The physics we want to do, require that 
we sift through  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to measure processes occurring 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And why bother, really?

Is the Higgs potential shaped the way we think? 
 tells us!λ3

Is our vacuum ultimately stable or will it decay  
through quantum tunneling?

How does potential look far away from “our” vacuum? 
Masses/couplings to other particles tells us!



And why bother, really?

Will our universe ultimately boil* because bubbles of a different vacuum nucleate and spread through 
our universe at the speed of light? 

[*] at a timescale longer than the current age of the universe 

Is the Higgs potential shaped the way we think? 
 tells us!λ3

Is our vacuum ultimately stable or will it decay  
through quantum tunneling?

How does potential look far away from “our” vacuum? 
Masses/couplings to other particles tells us!



I said I’d tell you 
about the big one.
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Blabla
• Dodge
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Blabla
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On-detec tor  ML

7.5 m

2,800 bunches of protons per beam 
 1 trillion protons per bunch 

Rotating 11,000 times per second

The Big One
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25 ns

These bunches “collide” every 25 ns (=40 MHz) 
 (densely packed, want much data!)

7.5 m

~Out of 1012 protons, only 60 collisions per crossing 

Interaction is extremely rare
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The Big One
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1 collision ≅O(1) MB 
~O(1) billion collisions per second 

→ O(1) PB / second  
 

— several times the average data traffic of the entire global Internet. 
Before we even can think about doing science, need to think about this one
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On-detec tor  ML

~PBs of data per second 
 →cannot read out all.  
Would result in too much 
“dead material”

100m
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On-detec tor  ML

Use ASICs to temporarily buffer data  
on detector electronics for ~10 µs. 

 
 O(100,000)s custom ASICS 

measure, digitize, compress and 
move the collision



E.g.Forward calorimeter: 
65 million channels spanning 600 m2

10,000 sensor 
modules per endcap. 

ASICs (HGCROC) 
glued onto sensor 

sends cell charges out 
@40 MHz

https://cds.cern.ch/record/2920443/



32-bit “word”  from each HGCROC to 
concentrator ASIC (ECON-T) 

must compress this data in <400 ns in 
order to move it out of the detector 

45 Tb/s to event 
filter system



ASIC

ASIC

ASIC

ASIC

To L1

Must compress ON DETECTOR 
•Extreme radiation (660 Mrad) 
•Cooled to -30 degrees 
•400 ns latency budget



Nanosecond ML for compression on ASIC 



Transmit encoded data! 
O(10) Tb/s at 40 MHz

Encoded data

ASIC

On ASIC

 ECON-T 
ECON-T and ECON-D 

(Will talk about the tools 
we made to do this later)

https://indico.cern.ch/event/1542844/contributions/6830434/attachments/3211970/5721406/HGCAL_TIPP_RMC_3Feb2026.pdf
https://iopscience.iop.org/article/10.1088/1748-0221/20/03/C03054/pdf


Transmit encoded data! 
O(10) Tb/s at 40 MHz

Encoded data

ASIC

On ASIC

•ASIC inference (65 nm, rad-hard) 
•< 2.5 mW/channel 
•Triplicated w/b for radiation safety 

Reprogrammable w/b over I2C! 
•20,000 going into CMS in 2031!

 ECON-T 
ECON-T and ECON-D 

(Will talk about the tools 
we made to do this later)

https://indico.cern.ch/event/1542844/contributions/6830434/attachments/3211970/5721406/HGCAL_TIPP_RMC_3Feb2026.pdf
https://iopscience.iop.org/article/10.1088/1748-0221/20/03/C03054/pdf
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On-detec tor  ML

Reduced event information 
sent out at 40 MHz 

63 Tb/s
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On-detec tor  ML

Level-1 trigger: 
~500 high-end 

FPGAs 
synchronously 
process events 

and discard 98% 
within µs buffering



CALORIMETER BACKENDS 
360 FPGAs

MUON BACKENDS 
AND TRIGGER 

112 FPGAs

TRACK FINDER 
162 FPGAs

12.5 μs
GLOBAL 

TRIGGER ALGOS 
12 FPGAs

63 Tb/s

CALORIMETER TRIGGER 
35 FPGAs

TRACK TRIGGER 
12 FPGAs

GLOBAL TRIGGER 
FINAL OR 

1 FPGA

VU13P-2

18 Versals here

VU13P-2 VU13P-2

VU13P-2

VU13P-2

CORRELATOR 
TRIGGER: 
66 FPGAs

>100 selection algorithms with 
fixed rate budgets  

(total cannot exceed 750 kHz)



CALORIMETER BACKENDS 
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MUON BACKENDS 
AND TRIGGER 
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12.5 μs
GLOBAL 

TRIGGER ALGOS 
12 FPGAs

63 Tb/s

CALORIMETER TRIGGER 
35 FPGAs

TRACK TRIGGER 
12 FPGAs

GLOBAL TRIGGER 
FINAL OR 

1 FPGA

VU13P-2

18 Versals here

VU13P-2 VU13P-2

VU13P-2

VU13P-2

CORRELATOR 
TRIGGER: 
66 FPGAs

>100 selection algorithms with 
fixed rate budgets  

(total cannot exceed 750 kHz)

Lower-level reconstruction tasks

Higher-level decision making tasks



High Luminosity 
LHC (2030-2041)

78 vertices 
(average 60)

200 vertices  
(average 140)

LHC (currently)

6 cm

This is  rea lly  rea lly  diff icult!



12.5 μs

Trigger  
accept/reject

5 μs

HEP developed 
libraries for fast 
ML on FPGAs 

Nanosecond ML inference on FPGAs! 
~40 billion inferences/s during HL-LHC



Encoded data Encoded data

On ASIC

 ECON-T 
ECON CAE 

Transmit encoded data! 
O(10) Tb/s at 40 MHz

https://indico.cern.ch/event/1381495/contributions/5988489/attachments/2869320/5160654/TWEPP%202024%20ECON%20Design%20Presentation.pdf
https://indico.cern.ch/event/1496673/contributions/6622011/attachments/3128787/5550041/Erdem_FastML_for_Science_2025.pdf


Lower-level reconstruction tasks

FPGAs process 3 
different geometric 

sectors. 
 

~5,000 “sensor 
inputs” per FPGA  

 
(and 18 boards to 

process 18 events in 
parallel) 

Stage2: 54 boards

Stage 1 
Unpack, data movement

Stage 2 
Clustering



Lower-level reconstruction tasks

 Total 5 µs to get data out, 
cluster into distinct 

particle energy clusters 
and send downstream

Stage 1 
Unpack, data movement

Stage 2 
Clustering



 
~2-3 µs latency in Stage-2!

DOI:10.3389/fdata.2020.598927 

ML models as clustering surrogates:  
Hits belonging to same object clustered

GPU

FPGA

E.g GravNet clustering surrogate 
 L. Asfour 

https://www.frontiersin.org/journals/big-data/articles/10.3389/fdata.2020.598927/full
https://indico.cern.ch/event/1720822/contributions/7239586/attachments/3333203/5971585/LorenzoThesisPresentation_Towards_GNNs_on_FPGAs_for_Clustering_in_the_HGCAL_Level-1_Trigger.pdf


DRIFTS  
Paul Devougue, Ozgur 

Sahin

 Or one distributed neural network which spans all  
~O(100) FPGA boards.  

ECON-T NN co-trained with decoder and energy/position regressor! 
regularization term for the regression task, co-optimised with front-end NN!

https://indico.cern.ch/event/1654479/contributions/7189005/attachments/3337133/5979677/FastML_conference_DRIFTS_Devouge.pdf


Multi-FPGA NNs for real time data reduction at 
ePIC at the EIC

Rossi et. al. 
HGQ2+hls4ml

https://iopscience.iop.org/article/10.1088/1748-0221/21/09/C09005/pdf


Anomaly Detection triggers

Energy (GeV)Trigger threshold

NP?

- - LOST DATA 
- - SELECTED DATA 
- - POSSIBLE NP SIGNAL

Level-1  re jec ts  >99%  o f  events !  
Is  there  a  smarter  way  to  se lec t?

Higher-level decision making tasks



Anomaly Detection triggers

Energy (GeV)Trigger threshold

NP?

- - LOST DATA 
- - SELECTED DATA 
- - POSSIBLE NP SIGNAL

Reconstruction error
AD threshold

NP?

- - LOST DATA 
- - SELECTED DATA 
- - POSSIBLE NP SIGNAL

Everything here  
is normal

Everything here  
is abnormal



E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

Outlier detection

E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

Compressed representation of x. 
Latent space , k < m⨉n 

prevents memorisation of input, must learn
ℜ𝑘

ℜ𝑘

𝐱 ̂𝐱

𝑛 × 𝑚 𝑛 × 𝑚



E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

Outlier detection

ℜ𝑘

𝐱 ̂𝐱

𝑛 × 𝑚 𝑛 × 𝑚

 is Mean Squared Error , “high error events” proxy for “degree of abnormality”ℒ(𝐱, ̂𝐱 ) (𝐱, ̂𝐱 )



ℜ𝑘

….

̂𝐱

𝑛 × 𝑚 Large error for 
abnormal data

MSE(𝐱, ̂𝐱 )

arXiv:1808.08992 

E, px, py, pz

E, px, py, pz

E, px, py, pz

E, px, py, pz

𝑛 × 𝑚

https://arxiv.org/abs/1808.08992


8 layers in 50 ns on FPGA,  
~1% of total rate selected by AD

2411.19506

Neural embedding with 
VicReg contrastive learning

Variational Autoencoder

https://arxiv.org/html/2411.19506v1
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On-detec tor  ML

L1 bit: 
Accept = 1 
Reject = 0 
 
Only 1.9% 
accept 
allowed
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On-detec tor  ML

1.9% of events left 
750 kHz, O(1)TB/s

x560 100 Gbps links 
200m long fibers
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On-detec tor  ML

1.9% of events left 
750 kHz, O(1)TB/s

x560 100 Gbps links 
200m long fibers
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On-detec tor  ML

Could be happy, but: 
20 s/event to reconstruct 

 Event size 2 MB 
 

Every 6 months, would need: 
1 million CPU years 

3 Exabytes tape storage
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Blabla
• Dodge
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Blabla
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On-detec tor  ML
Heterogeneous Software trigger: 

25,600 CPUs and 400 GPUs 
Reduce rate to 0.02%
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Blabla
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On-detec tor  ML

7000 events per second 
~0.02% of events left 

35 GB/s

(Still corresponds to sending out  
~a PB of data per day for storage)

TIER 0: ∞
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On-detec tor  ML

7000 events per second 
~0.02% of events left 

35 GB/s

(Still corresponds to sending out  
~a PB of data per day for storage)

TIER 0: ∞
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The Worldwide LHC Computing Grid 

170 sites in 42 countries 
1.4 million computer cores  
3 exabytes of storage
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The Worldwide LHC Computing Grid 

170 sites in 42 countries 
1.4 million computer cores  
3 exabytes of storage
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The Worldwide LHC Computing Grid 

170 sites in 42 countries 
1.4 million computer cores  
3 exabytes of storage



The  
Standard 

Model
…and measuring its 
19 free parameters 
to 5𝛔 ( = 0.00003% 

chance of statistical 
fluctuation)…

Real-time Machine Learning essential for 
extracting the best 0.02% for extreme science



Level-1 trigger:  
Latency O(10) ns 

Detector: 
Latency O(1) ns

How did we get here?
FPGA inferenceASIC inference



Industry edge ML benchmarks

This ML task

Had to design our own tools 
(to do inference in <100 ns)



Model
 

Write HLS project 
Emulate 

Run synthesis

Co-processing kernel  
(Accelerators/SoCs)

ASICs

Quantized:

Q

Floating point:

HLS Model Hardware 
Model

FPGA custom designs



  

Conv2D

Conv2D

ReLU

MaxPool2D

ReLU

MaxPool2D

Flatten

Dense

Softmax

Prediction

Data flow architecture

• Tailored hardware for a model  

(“Decisions are design time”)

• Each layer is separate compute unit 

• Stay on-chip 

Dataflow

https://arxiv.org/abs/1804.06913


Idea l ly Real i t y

•Quantization 

•Pruning 

•Parallelisation 

•Knowledge distillation



Weights Layer 1 Weights Layer 2

FP 32 FP 32



FP 32 FP 32< 4,0 > < 4,0 >

Fixed  po in t

Weights Layer 1 Weights Layer 2
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ReLU ReLU ReLU Softmax

Forward  pass  →+
Qua ntization-aware tra ining

Nature Machine Intelligence 3 (2021)

https://www.nature.com/articles/s42256-021-00356-5
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ReLU ReLU ReLU Softmax

Forward  pass  →

←  Back  propagat ion

+

QKeras

Nature Machine Intelligence 3 (2021)

https://www.nature.com/articles/s42256-021-00356-5


HAWQ-V2, Z. Dong et al. 2020

Some layer more a ccommodating to 
a ggressive qua ntization tha n others!



Dense (32) 
Ternary

Input (16) 
〈16,6〉

Dense (32) 
〈2,1〉

ReLU ReLU ReLU Softmax

Dense (5) 
w: Binary b:〈8,3〉

Dense (64) 
〈4,0〉

 〈16,6〉〈16,6〉〈4,2〉  〈3,1〉  〈4,2〉

*Homogeneously quantized 6 bit model  
vs heterogeneous model 
Energy cost, chip area

*

Nature Machine Intelligence 3 (2021)

https://www.nature.com/articles/s42256-021-00356-5


But why stop there?
https://arxiv.org/abs/2405.00645
https://arxiv.org/abs/2510.24784 

https://arxiv.org/abs/2510.24784




84% weights pruned 

Normalizing Flows on 
chip with 35 ns latency

Heterogeneously 
quantized 

transformers with 100 
ns latency!

https://arxiv.org/html/2202.03772v3



Lookup Table

Store precomputed results for retrieval rather than expensive runtime compute 
Enter: LUTnets

Multiply-Accumulate



HGQ-LUT
C. Sun et al (2026)

Figure 2. Accuracy versus LUT usage of the HLF JSC models on the
OpenML and CERNBox datasets. Pareto frontiers are plotted by connecting
the points from the same work when available. Designs with circle markers
use only LUTs, and designs with pentagon markers use both LUTs and
DSPs. Our designs are marked as ”X” and use only LUTs. For NLA [2]
and KANELE [22], we show the reproduced/corrected results in solid points
and the originally reported results in transparent points.

overhead becomes significant. We also notice that (3) the
works used unregistered outputs of the top module for out-
of-context synthesis with global retiming enabled, leading to
missing timing paths in the reports and hence over-optimistic
Fmaxestimations. (4) NLA used un-seeded shuffling on the
OpenML dataset, leading to → 80% of the samples used
for test accuracy reporting were used previously in training.
These findings can be validated independently with the official
implementations provided by the authors [33], [34]. For NLA,
we used the official implementations provided with the above
issues address (10% validation split, proper seeding, input
clamping, and registered outputs) and reproduced the results.
For KANELE [22], due to time constraints, we only estimate
the LUT usage overhead from (3) to be the same as that of
NLA [2], and include the estimated LUT consumption with the
overheads in LUTs added to the reported results, while keeping
the potentially overestimated accuracies and Fmaxvalues as-is.

D. JSC PLF

We further evaluate the performance of HGQ-LUT on the
particle-level feature (PLF) based JSC dataset from Zen-
odo [29], which contains low-level, per-particle features of
reconstructed jets in proton-proton collisions. Each sample
contains up to 200 particles, each with 16 features, and the
same five-class labels as in the HLF JSC datasets. When less
than 200 particles are present, zero-padding is used. The inputs
are hence arrays of shape (N , F ), where N is the number
of particles and F is the number of features per particle. In
this work, we evaluate the performance of HGQ-LUT with
N = 32, F = 16, N = 64, F = 16, and N = 32, F = 3

variants of the dataset. For the F = 3 variants, only the three
kinematic features, pT , ω, and ε are used for each particle,
and we remove all particles with pT < 2 GeV to simulate
the effect of detector thresholds, following [25]. The metric to
evaluate the model performance is the same as the HLF JSC
task, namely the overall classification accuracy defined by the
argmax of the model outputs.

Due to the high input dimension and complexity of the
dataset, prior LUT-based efforts are unable to handle this

Figure 3. The hybrid architecture used for TGC Muon Tracking task with
matmul-based dense layers (Plain HGQ) and LUT-Dense layers (HGQ-LUT).

dataset directly. We use the same model architecture as in the
JEDI-Linear [35] work, but replacing all EinsumDense layers
with our LUT-Dense layers. Since the original hidden dimen-
sion of 64 in the EinsumDense layers in the graph architecture
is found to lead to excessive training time, we further reduce
all hidden layer dimensions to 8 in our experiments. The
results are compared against various prior efforts in Tab. III,
showing that HGQ-LUT is able to achieve superior latency
and resource efficiency compared to the vanilla matmul-based
HGQ or other neural network based approaches, while lag-
ging slightly behind in terms of absolute maximum accuracy
achieved, albeit only by less than 1.5%, potentially due to the
reduced model dimensionality.

E. TGC Muon Tracking

We compare the performance of HGQ-LUT on the TGC
muon tracking dataset from Ref. [28], which contains simu-
lated hits from muons passing through the TGC detector at the
ATLAS experiment. Each sample contains 7↑50 bits extracted
from the detector hits, with a regression target of the incident
muon angle. The metric to evaluate the model performance is
the mean squared error between the predicted and true angles
with a cut-off at 30 mrad [28].

We found that using only LUT-Dense layers for this task
would lead to significant accuracy degradation, potentially due
to the high input dimension with low information content per
feature: since each input is binary and we require L-LUTs to
have only one input, the use of LUT-Dense-like layers may
be inefficient for layers where low information content per
feature is present. By using a hybrid architecture, we are able
to achieve good accuracy while still benefiting from the low-
latency inference of the LUT-Dense layers. Hence, for this
task, we use a hybrid architecture with both LUT-Dense and
matmul-based dense layers, where the feature-extraction part
is realized with conventional dense layers, and the final dense
output head is realized with LUT-Dense layers to achieve the
best latency and resource efficiency, as shown in Fig. 3.

With the hybrid architecture, we are able to achieve the same
accuracies as the vanilla HGQ baseline with approximately
1/3 lower latency and 1/4 lower LUT utilization, as shown in
Tab. III, demonstrating the advantage of HGQ-LUT for low-
latency, resource-efficient inference on FPGAs.
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Blue is LUT dense layers 
Black is without!

https://arxiv.org/abs/2604.22293



  

https://arxiv.org/abs/2210.05189

https://arxiv.org/abs/1804.06913


Yggdrasil+Conifer 

  

qDNN

BDT

https://indico.cern.ch/event/1283970/contributions/5554339/
https://arxiv.org/abs/1804.06913
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On-GPU/ AI engine real-time 
analysis in O(1) μs,  

to reduce rate to 5 GB/s!

On-FPGA processing on 
7.65 Tb/second of reconstructed 

trigger objects

40 MHz datascouting: Aquisition and real time 
analysis of all trigger data on AIEs and GPU



Fully heterogeneously 
quantized transformers 

in <100 ns 

arxiv:2510.24784 

https://www.arxiv.org/pdf/2510.24784


Multi-FPGA NNs for real time data reduction  
ePIC at the EIC

Real-time GNNs on FPGAs for clustering  
Belle II at SuperKEKB

Haide et. al. Rossi et. al. 
HGQ2+hls4ml QKeras+custom

From New York…  
                            to Japan!

https://arxiv.org/pdf/2602.15118
https://iopscience.iop.org/article/10.1088/1748-0221/21/09/C09005/pdf


828 µW



Speech enhancement on 
edge devices 

 
ETHZ, GN (Jabra)

Denoising event cameras

 

2023 CVPRW Workshop on Event-
Based Vision

Electron microscopy sub-
pixel resolution

L. Asfour, B. Ramhorst, Ahash 
Thamilmaran (ETHZ), PSI, SDSC

https://openaccess.thecvf.com/content/CVPR2023W/EventVision/papers/Rios-Navarro_Within-Camera_Multilayer_Perceptron_DVS_Denoising_CVPRW_2023_paper.pdf
https://openaccess.thecvf.com/content/CVPR2023W/EventVision/papers/Rios-Navarro_Within-Camera_Multilayer_Perceptron_DVS_Denoising_CVPRW_2023_paper.pdf


https://news.siemens.com/en-us/siemens-catapult-ai-nn/

“…brings together hls4ml and Siemens' Catapult™ HLS software…  
… addresses the unique requirements of  

ML accelerator design for power, performance, and area on custom silicon"



fast machine learning 
foundation

fastmachinelearning.org 

http://fastmachinelearning.org


The Fast ML community
https://fastmachinelearning.org/

Join our Slack to get updates!



Backup



What looms on the horizon?What looms on the horizon?



How much data 
goes through 

system
Time to process

O(100) TB/s

O(1) μs

FCC-hh vertex detector readout ~1 PB/s

FCC-ee vertex detector readout ~1 TB/s

How much data 
goes through 

system
Time to process

O(100) TB/s

O(1) μs

FCC-hh vertex detector readout ~1 PB/s

FCC-ee vertex detector readout ~1 TB/s



This readout technology doesn’t (yet) 
exist! 

 
Ultimate precision at future colliders 
could be bottlenecked by our data 

acquisition systems 
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This readout technology doesn’t (yet) 
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experiment. In that study, a Convolutional Neural Network (CNN) -based autoencoder was real-
ized using automatic layout design (i.e., place and route) tools with more than half a million digital
logic gates dissipating few 100’s of mW of power and consuming significant real-estate. Area
and power metrics are critical design parameters, which define the boundaries for the design and
usable implementation of ASICs.

Figure 1. Introducing a neural processor for real-time data processing on the readout integrated circuit.

2 Signal modeling and data preparation

Ground truth training data, of which the generation process is shown in figure 2, was prepared as
sampled waveform snippets resulting from simulating the readout analog circuitry and modelling
the sensor as a 50 μm thick low-gain avalanche diode sensor. Charge pulses are simulated using a
model based on straggling functions [4] for energy loss of minimum ionizing particles traversing
a silicon sensor and generation of charge due to drift and multiplication. The charge pulses are
represented as 25-point piece-wise linear functions and converted into the s-domain. The sensor
currents and distribution of charge pulses are shown in figures 2(a) and (b). The analog processing
chain, described as a CR-RC3 filter, is characterized by the peaking time of the impulse response
chosen to be approximately two times longer than the duration of the charge pulses and is shown
in figure 2(c). The time domain response of the analog chain stimulated by the charge signals is
calculated as an inverse Laplace transform of the product of s-domain representation of the sensor
charge pulses and the transfer function of the filter. Examples of these operations are shown in
figure 2(d). The time domain response of the analog chain are recorded as waveform snippets
allowing some padding before each pulse. Then, noise is added in time domain, by generation
noise sequences, chopping their length to match the lengths of the waveform snippets and adding
both as shown in figure 2(e). Noise is generating as bandwidth limited time sequences obtained
by a superposition of individual impulse responses to a sequence of delta pulses of randomized
polarity and amplitude. A typical noise power frequency spectrum, for which the dominating
noise source is the first stage of the processing chain is modeled. The variance of the noise time
sequence is calculated and the noise process is scaled to result in the planned signal-to-noise ratio,
for example, 30 or 15. A total of about 10k waveform snippets, such as the one shown in figure 2(f),
with noise have been generated. The original values of charge magnitude and time of arrival have
been written together with each waveform snippet to allow testing of the investigated processing
methods. The subsampling, used in the later experiments, is depicted figure 2(f) by red circles.

The original simulation waveform timing window of 8 ns is sampled at the rate of ∼3 ps,
containing 3401 samples. To reflect waveform digitization in real applications, all waveforms are
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currents and distribution of charge pulses are shown in figures 2(a) and (b). The analog processing
chain, described as a CR-RC3 filter, is characterized by the peaking time of the impulse response
chosen to be approximately two times longer than the duration of the charge pulses and is shown
in figure 2(c). The time domain response of the analog chain stimulated by the charge signals is
calculated as an inverse Laplace transform of the product of s-domain representation of the sensor
charge pulses and the transfer function of the filter. Examples of these operations are shown in
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allowing some padding before each pulse. Then, noise is added in time domain, by generation
noise sequences, chopping their length to match the lengths of the waveform snippets and adding
both as shown in figure 2(e). Noise is generating as bandwidth limited time sequences obtained
by a superposition of individual impulse responses to a sequence of delta pulses of randomized
polarity and amplitude. A typical noise power frequency spectrum, for which the dominating
noise source is the first stage of the processing chain is modeled. The variance of the noise time
sequence is calculated and the noise process is scaled to result in the planned signal-to-noise ratio,
for example, 30 or 15. A total of about 10k waveform snippets, such as the one shown in figure 2(f),
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been written together with each waveform snippet to allow testing of the investigated processing
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a silicon sensor and generation of charge due to drift and multiplication. The charge pulses are
represented as 25-point piece-wise linear functions and converted into the s-domain. The sensor
currents and distribution of charge pulses are shown in figures 2(a) and (b). The analog processing
chain, described as a CR-RC3 filter, is characterized by the peaking time of the impulse response
chosen to be approximately two times longer than the duration of the charge pulses and is shown
in figure 2(c). The time domain response of the analog chain stimulated by the charge signals is
calculated as an inverse Laplace transform of the product of s-domain representation of the sensor
charge pulses and the transfer function of the filter. Examples of these operations are shown in
figure 2(d). The time domain response of the analog chain are recorded as waveform snippets
allowing some padding before each pulse. Then, noise is added in time domain, by generation
noise sequences, chopping their length to match the lengths of the waveform snippets and adding
both as shown in figure 2(e). Noise is generating as bandwidth limited time sequences obtained
by a superposition of individual impulse responses to a sequence of delta pulses of randomized
polarity and amplitude. A typical noise power frequency spectrum, for which the dominating
noise source is the first stage of the processing chain is modeled. The variance of the noise time
sequence is calculated and the noise process is scaled to result in the planned signal-to-noise ratio,
for example, 30 or 15. A total of about 10k waveform snippets, such as the one shown in figure 2(f),
with noise have been generated. The original values of charge magnitude and time of arrival have
been written together with each waveform snippet to allow testing of the investigated processing
methods. The subsampling, used in the later experiments, is depicted figure 2(f) by red circles.
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model based on straggling functions [4] for energy loss of minimum ionizing particles traversing
a silicon sensor and generation of charge due to drift and multiplication. The charge pulses are
represented as 25-point piece-wise linear functions and converted into the s-domain. The sensor
currents and distribution of charge pulses are shown in figures 2(a) and (b). The analog processing
chain, described as a CR-RC3 filter, is characterized by the peaking time of the impulse response
chosen to be approximately two times longer than the duration of the charge pulses and is shown
in figure 2(c). The time domain response of the analog chain stimulated by the charge signals is
calculated as an inverse Laplace transform of the product of s-domain representation of the sensor
charge pulses and the transfer function of the filter. Examples of these operations are shown in
figure 2(d). The time domain response of the analog chain are recorded as waveform snippets
allowing some padding before each pulse. Then, noise is added in time domain, by generation
noise sequences, chopping their length to match the lengths of the waveform snippets and adding
both as shown in figure 2(e). Noise is generating as bandwidth limited time sequences obtained
by a superposition of individual impulse responses to a sequence of delta pulses of randomized
polarity and amplitude. A typical noise power frequency spectrum, for which the dominating
noise source is the first stage of the processing chain is modeled. The variance of the noise time
sequence is calculated and the noise process is scaled to result in the planned signal-to-noise ratio,
for example, 30 or 15. A total of about 10k waveform snippets, such as the one shown in figure 2(f),
with noise have been generated. The original values of charge magnitude and time of arrival have
been written together with each waveform snippet to allow testing of the investigated processing
methods. The subsampling, used in the later experiments, is depicted figure 2(f) by red circles.

The original simulation waveform timing window of 8 ns is sampled at the rate of ∼3 ps,
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– 2 –

We have two options:

241

 
Trigger  

Processor 

Reduce on 
FPGA 

backend via 
triggering

Reduce on 
ASIC frontend 

before 
transmission

→ML on ASIC/FPGA



• highly granular detectors, background  high data transfer rate


• limited by available bandwidth of electrical and optical links


• 2 solutions: frontend reduction or higher capacity transfer

⋅

Frontend reduction

242

C. HerwigMay 19, 2025

A typical readout chain

6

2
0
2
2

J
I
N
S
T

1
7

C
0
1
0
3
9

experiment. In that study, a Convolutional Neural Network (CNN) -based autoencoder was real-
ized using automatic layout design (i.e., place and route) tools with more than half a million digital
logic gates dissipating few 100’s of mW of power and consuming significant real-estate. Area
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2 Signal modeling and data preparation

Ground truth training data, of which the generation process is shown in figure 2, was prepared as
sampled waveform snippets resulting from simulating the readout analog circuitry and modelling
the sensor as a 50 μm thick low-gain avalanche diode sensor. Charge pulses are simulated using a
model based on straggling functions [4] for energy loss of minimum ionizing particles traversing
a silicon sensor and generation of charge due to drift and multiplication. The charge pulses are
represented as 25-point piece-wise linear functions and converted into the s-domain. The sensor
currents and distribution of charge pulses are shown in figures 2(a) and (b). The analog processing
chain, described as a CR-RC3 filter, is characterized by the peaking time of the impulse response
chosen to be approximately two times longer than the duration of the charge pulses and is shown
in figure 2(c). The time domain response of the analog chain stimulated by the charge signals is
calculated as an inverse Laplace transform of the product of s-domain representation of the sensor
charge pulses and the transfer function of the filter. Examples of these operations are shown in
figure 2(d). The time domain response of the analog chain are recorded as waveform snippets
allowing some padding before each pulse. Then, noise is added in time domain, by generation
noise sequences, chopping their length to match the lengths of the waveform snippets and adding
both as shown in figure 2(e). Noise is generating as bandwidth limited time sequences obtained
by a superposition of individual impulse responses to a sequence of delta pulses of randomized
polarity and amplitude. A typical noise power frequency spectrum, for which the dominating
noise source is the first stage of the processing chain is modeled. The variance of the noise time
sequence is calculated and the noise process is scaled to result in the planned signal-to-noise ratio,
for example, 30 or 15. A total of about 10k waveform snippets, such as the one shown in figure 2(f),
with noise have been generated. The original values of charge magnitude and time of arrival have
been written together with each waveform snippet to allow testing of the investigated processing
methods. The subsampling, used in the later experiments, is depicted figure 2(f) by red circles.

The original simulation waveform timing window of 8 ns is sampled at the rate of ∼3 ps,
containing 3401 samples. To reflect waveform digitization in real applications, all waveforms are
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ized using automatic layout design (i.e., place and route) tools with more than half a million digital
logic gates dissipating few 100’s of mW of power and consuming significant real-estate. Area
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Ground truth training data, of which the generation process is shown in figure 2, was prepared as
sampled waveform snippets resulting from simulating the readout analog circuitry and modelling
the sensor as a 50 μm thick low-gain avalanche diode sensor. Charge pulses are simulated using a
model based on straggling functions [4] for energy loss of minimum ionizing particles traversing
a silicon sensor and generation of charge due to drift and multiplication. The charge pulses are
represented as 25-point piece-wise linear functions and converted into the s-domain. The sensor
currents and distribution of charge pulses are shown in figures 2(a) and (b). The analog processing
chain, described as a CR-RC3 filter, is characterized by the peaking time of the impulse response
chosen to be approximately two times longer than the duration of the charge pulses and is shown
in figure 2(c). The time domain response of the analog chain stimulated by the charge signals is
calculated as an inverse Laplace transform of the product of s-domain representation of the sensor
charge pulses and the transfer function of the filter. Examples of these operations are shown in
figure 2(d). The time domain response of the analog chain are recorded as waveform snippets
allowing some padding before each pulse. Then, noise is added in time domain, by generation
noise sequences, chopping their length to match the lengths of the waveform snippets and adding
both as shown in figure 2(e). Noise is generating as bandwidth limited time sequences obtained
by a superposition of individual impulse responses to a sequence of delta pulses of randomized
polarity and amplitude. A typical noise power frequency spectrum, for which the dominating
noise source is the first stage of the processing chain is modeled. The variance of the noise time
sequence is calculated and the noise process is scaled to result in the planned signal-to-noise ratio,
for example, 30 or 15. A total of about 10k waveform snippets, such as the one shown in figure 2(f),
with noise have been generated. The original values of charge magnitude and time of arrival have
been written together with each waveform snippet to allow testing of the investigated processing
methods. The subsampling, used in the later experiments, is depicted figure 2(f) by red circles.

The original simulation waveform timing window of 8 ns is sampled at the rate of ∼3 ps,
containing 3401 samples. To reflect waveform digitization in real applications, all waveforms are
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Figure 5: Block diagram of the transceiver. The transmitter is shown at the top and the 
receiver at the bottom. 

 
The first prototype is designed to handle a data rate of 4.5 Gbps over a link distance of 
1 m. Estimated power consumption for a first full prototype readout is less than 240 
mW. The chosen technology must be able to fulfil requirements such as noise and 
linearity, radiation hardness, and at the same time have a high production yield at a 
reasonable cost. The 130 nm SiGe Bi-CMOS HBT 8HP technology has been chosen 
for the first prototype. Radiation hardness at increased radiation level as expected for 
the ATLAS upgrade, for instance, needs to be tested, and some radiation hard layout 
for such conditions may be necessary. 
The for the first prototype chosen On-Off Keying (OOK) modulation has the benefit 
of simplicity but the drawback of low spectral efficiency (0.5 bps/Hz) and high noise 
sensitivity. More advanced modulation and transmission techniques like OFDM and 
MIMO could be investigated. For example, the spectral efficiency of 802.11ad 
wireless standard is about 3 bps/Hz for the highest modulation (OFDM 64QAM 
13/16). The throughput at the hardware layer would be increased by a factor six. In 
addition, the use of antenna diversity or MIMO techniques could also enhance the link 
reliability. These techniques are commonly used in wireless communication to 
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