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Readout Challenge For Modern Detector

High event rates, high granularity, and strict material budget

Drift chamber @ IDEA FCC
High transparency – low materials
5.0% X0 forward, 75% from electronics

Forward 
direction

2502.21223Dual-readout calorimeter @ IDEA FCC
High granularity up to 1.6M readout channels
Waveform readout, sampling rate up to GSa/s

2502.21223FCC-ee luminosity up to 10^36 cm^-2 s^-1
Physics events at 200 kHZ
Trigger-less readout design under discussion

Mogens Dam (NBI)

http://arxiv.org/abs/arXiv:2502.21223
http://arxiv.org/abs/arXiv:2502.21223
https://indico.cern.ch/event/1408515/contributions/6506652/attachments/3070200/5441431/FCCWeek_250519.pdf
https://indico.cern.ch/event/1408515/contributions/6506652/attachments/3070200/5441431/FCCWeek_250519.pdf
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Data Reduction At Source: On-detector Real-Time ML 
Max reduction when data processed BEFORE transmission
- Reduce event rate: trigger and streaming filter
- Reduce event size: data compression
- Real-time algo needed, limited resources → highly customized

Machine Learning (ML) provides general algorithm
- Generic and reusable architecture for different application
- Learn from data as a universal function approximator   
- Resources usage and timing predicable and constant
- Scale up with resources: continue to improve with more training data. 

Gonski, J., Gupta, A., Jia, H., Kim, H., Rota, L., Ruckman, L., ... & Herbst, R. (2024). Embedded FPGA developments in 130 nm and 28 nm CMOS for machine learning in particle detector readout. Journal of Instrumentation, 19(08), P08023.
Yilmaz, D., Wu, L., Gonski, J., Rankin, D., & Herwig, C. (2025). Edge Machine Learning for Cluster Counting in Next-Generation Drift Chambers. arXiv preprint arXiv:2511.10540. 
Wu, L., Liu, Q., Lucchini, M. T., Gonski, J., Campajola, M., & Moneta, S. (2026). Machine Learning Enables Real-Time Waveform Decomposition for Dual-Readout Calorimetry. arXiv preprint arXiv:2604.26090.

Drift Chamber dN/dX PID with NN Dual-readout Calo. C/S separation with NN

Examples of real-time ML algorithm for future HEP detector
Waveform Applications

Smart-Pixel Signal Disc. with BDT



Co-design of On-detector Real-Time ML Algorithm 4
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Application: Waveform Processing for Detector Readout

Much of the raw detector data in HEP comes as waveforms
- Sparse information: Mainly interested in charge (integral), amplitude, timing, etc.
- Complex signals: Noise, overlapping pulses, cross-talk, and nonlinear effects.
- Online processing: Greatly reduces data by transmitting physics information instead of raw waveforms.
- Real-time constraints: Conventional fitting is often too slow; ML offers an efficient alternative.

Peak counting
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Algorithm: Design of Architecture

General hardware-aware ML design:
- CNN+DNN architecture: CNN captures time translation feature and DNN for non-linear correction
- Hardware-friendly buffer: shift register
- Streaming I/O: match the requirement for readout 

Peak counting

Component deconvolution



Sun, C., Que, Z., Aarrestad, T., Loncar, V., Ngadiuba, J., Luk, W., & Spiropulu, M. HGQ: High granularity quantization for real-time neural networks on FPGAs. In Proceedings of the 2026 ACM/SIGDA International Symposium on FPGA (pp. 79-91).
Sun, C., Que, Z., Zadeh, B., Liu, Q., Alvarez, K., Luk, W., & Spiropulu, M. (2026). HGQ-LUT: Fast LUT-aware training and efficient architectures for DNN inference. In Proceedings of the 2026 IEEE 34th International Symposium on FCCM.
Sun, C., Que, Z., Loncar, V., Luk, W., & Spiropulu, M. (2026). da4ml: Distributed arithmetic for real-time neural networks on fpgas. ACM Transactions on Reconfigurable Technology and Systems, 19(1), 1-27.
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Algorithm: Training and Quantization

ML algorithm trained and optimized using High Granularity Quantization (HGQ) tool [Chang2025, 2026]

- Quantization Aware Training (QAT) and trainable quantization: optimized for compact on-detector ML

- EBOPs/LUTs estimation during training time: performance, resources and multiple objectives

- Quantized model is essentially compact integer calculation (bit operation) and zero suppressed 
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Algorithm: RTL Generation

RTL generation of ML kernel using the DA4ML [Chang2026]

- HLS-free, bit-exact mapping of ML model to RTL via symbolic tracing

- Optimized using distributed arithmetic: reuse the intermediate calculation

- LUT-only and combinational implementation (pipelining optional)

- Fully open-source toolchain including simulation

System integration using agentic AI-assisted method

- Interface integration, AXI-S handling and kernel scheduling

- Open-source agentic framework [Liu2026] utilized 

- Commercial solution widely available as well (e.g. Claude Code)

- Specification (RTL skeleton) to Codes with closed validation loop 

- Different RTLs achieve same functionality and timing are equivalent

Sun, C., Que, Z., Loncar, V., Luk, W., & Spiropulu, M. (2026). da4ml: Distributed arithmetic for real-time neural networks on fpgas. ACM Transactions on Reconfigurable Technology and Systems, 19(1), 1-27.
Liu, Q., & Gonski, J. (2026). SciFi: A Safe, Lightweight, User-Friendly, and Fully Autonomous Agentic AI Workflow for Scientific Applications. arXiv preprint arXiv:2604.13180.
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Hardware: embedded FPGA Target

eFPGA prototype v1
130 nm CMOS 5 mm x 5 mm

On-detector applications impose special requirements:

- Harsh environments → radiation tolerance, extreme temperatures, ...

- Tight resource and footprint constraints → low material budget and low power consumption

- Configurability and programmability → enable in-situ upgrades and flexible deployment

Embedded FPGA (eFPGA) provides a unique and powerful solution:

- Gate-level flexibility integrated into on-detector chips

- Enable customized algorithms optimized for available resources

- A promising platform for real-time on-detector ML

eFPGA next generation
Real Embedded FPGA

…

Gonski, J., Gupta, A., Jia, H., Kim, H., Rota, L., Ruckman, L., ... & Herbst, R. (2024). Embedded FPGA developments in 130 nm and 28 nm CMOS for machine learning in particle detector readout. Journal of Instrumentation, 19(08), P08023.

eFPGA R&D @ SLAC

eFPGA prototype v2
28 nm CMOS 1 mm x 1 mm

eFPGA prototype v3
Work in Progress

Larry Ruckman



Application
Cluster Counting for Drift Chamber on-detector Readout
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Tracking detector with precise spatial resolution and very low material budget

Mature, cost-effective technology: 

- Particle ionization in gas, followed by drift, amplification, and signal collection under an EM field

Readout design: precise timing measurement combined with pulse-shape analysis

- Leading-edge timing: measures drift time and reconstructs the incident particle position

- Pulse shape and peak structure: encode ionization information, enabling particle-identification (P-ID)

Full waveform readout from all channels generates enormous data rates

- Real-time waveform processing is motivated and necessary

- Highly reduced transmission: N sampling → 1 output

PDG

11

Readout for Drift Chamber Detector @ IDEA FCC-ee

Incident particle

Potential Dist.

Ion.
cluster

Drift time
Marco Chiappini

https://pdg.lbl.gov/2022/reviews/rpp2022-rev-particle-detectors-accel.pdf
https://indico.cern.ch/event/1436112/contributions/6053198/attachments/2897905/5082853/DRD1_WP2_MEGII_CDCH_chiappini.pdf


12ML-based Real-Time Cluster Counting

Principles of P-ID: ionization power ~ charge or number of clusters (peaks)

- Derivative-based methods: large uncertainty from secondary peaks.

- Offline ML [Tian2025]: improved performance, GPU-based.

- Online ML [Yilmaz2025]: FPGA-based, but resource-heavy (~30k LUT6 + DSPs).

Vout

dV/dt

Primary peak

Secondary peak

Caputo, Claudio, et al. "Particle identification with the cluster counting technique for the IDEA drift chamber." Nuclear Instruments and Methods in Physics Research Section A: Accelerators, Spectrometers, Detectors and Associated Equipment 1048 (2023): 167969.
Tian, Zhe-Fei, et al. "Cluster counting algorithm for the CEPC drift chamber using LSTM and DGCNN: Z.-F. Tian et al." Nuclear Science and Techniques 36.7 (2025): 113.
Yilmaz, D., Wu, L., Gonski, J., Rankin, D., & Herwig, C. (2025). Edge Machine Learning for Cluster Counting in Next-Generation Drift Chambers. arXiv preprint arXiv:2511.10540. .

Ultra-small ML algorithm co-designed for on-detector chip

- Input: 500 ADC samples (10-bit, 1.5 GHz), demultiplexed N samples/cycle.

- Conv1D: 5 shared-weight filters (kernel = stride = 25). 

- Buffer: Accumulate 5 features/cycle over 500/N cycles (5*N features). 

- MLP: 5*N → 16 → 8 → 1; predict one primary-cluster count per waveform.



Performance Evaluation and Optimization 13

Algorithm is optimized with multiple objectives: error of the predicted count, hardware utilization and latency

- Approach the pareto front: at given resources and latency, this algorithm provides optimal physics performance

Cluster-counting performance evaluated for pions and kaons across particle momenta (0.2–20 GeV).

- Rel. error as low as 10% (on top of intrinsic stat. unc.) with no significant bias across particle types or momenta.
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RTL Implementation for On-detector Target

Kaon/pion separation evaluated as physics benchmark

- More accurate cluster counting → Better PID. 

- Ground-truth cluster counts → Ideal PID separation.

Ultra-small ML achieved with ~1K LUTs

- Outperforms derivative-based (D2) peak finding.

- Comparable performance to reference FPGA ML (HLS).

- More than 20× lower resource usage than reference ML.

RTL fully validated in the system with AXI-S interface

Input Streaming Output Burst
Emulation of Input Stall25 Sa/cycle 20 cycle/event



Application
Waveform decomposition for Dual Readout Calorimeter
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Dual-readout Calorimeter at FCC-ee

Different particles exhibit different electromagnetic-to-hadronic (EM/Had) shower fractions in the calorimeter

- Trouble for the energy calibration and highly downgrade the scale performance

Dual-readout calorimeter measures both scintillation and Cherenkov signals

- Cherenkov process is primarily sensitive to relativistic particles and provides an additional measurement

Combining and calibrating the two measurements, energy resolution can be improved

Challenge to readout: overlapping Cherenkov and scintillation in single SiPM -- waveform processing is necessary to decompose C/S

16

2008.00338

Simulation of
10 GeV Kaon,  PWO
Fully contained (ideal)

Energy dependent

Energy independent
(Calibratable) 

https://arxiv.org/pdf/2008.00338


- Forward pass-through non-linear layers
- Parameters fits on labeled data (simulation)
- Predict directly the number C-photon and S-photon
- Hardware friendly and streaming computation

C/S Decomposition: Template Fitting v.s. ML Algorithm 17

Template Fitting ML-based Algorithm

- Assuming linear scaling of the pulse 
- Initial value and fitting range need tuning 
- Fit the C and S component according to template
- Only possible offline due to the iterative minimization 



Study of Physics Performance 18

Evaluation across Particle Types and Energies

- 50:50 electrons and kaons, at 1, 5, 10, and 30 GeV. 

- Single model generalizes across energies and broad C/S range

Performance across Crystals and Sampling Rates

- BGO, BSO, PWO; sampling rates from 10 to 312 MHz. 

- C/S ratio rel. error: 3.1–7.4% (312 MHz); 5.8–11.5% (10 MHz).

- Comparable to or better than template fitting at 3.125 GHz

Wu, L., Liu, Q., Lucchini, M. T., Gonski, J., Campajola, M., & Moneta, S. (2026). Machine Learning Enables Real-Time Waveform Decomposition for Dual-Readout Calorimetry. arXiv preprint arXiv:2604.26090.



RTL Implementation for On-detector Target 19

Compression and Re-architecture for On-Detector Deployment

- Sliding CNN–DNN for filtering and nonlinear correction.

- Kernel fusion for compact RTL and routing.

Hardware-aware scheduling for resource efficiency.

- Performance Maintained at only 1.7k LUTs

- 30x resource reduction vs. plain MLP and HLS (C++) implementation.

- FPGA emulation at 93.3 MHz, supporting ADC rates up to 460 MHz.

Fused kernel



Outlook
Unlocking the Scaling Potential of On-Detector ML
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Unlocking the Scaling Potential of On-Detector ML

Key Strength of ML: Generality and Scalability

- Performance scales with data and training, potentially approaching statistical limits across tasks.

On-Detector ML Cannot Fully Exploit This Advantage

- Limited task-specific labeled/calibration data.

- Restricted model capacity due to hardware constraints.

Can Foundation Models and Knowledge Distillation Break These Limits?

- Leverage large-scale pretraining and distill into compact on-detector models.

PRIMED — PRetrained Industrial Models for the Edge of Detectors

- Fine-tune Google's time-series foundation model (TimesFM) and distill for waveform readout.

- Preliminary result: task-specific performance benefits from general large-scale pretraining.

Bridge the Online–Offline Divide

- Bring large-scale offline learning to real-time on-detector ML.

Ancone, G., Liu, Q., Wu, L., & Gonski, J. (2026). Leveraging Industrial Foundation Models at the Edge of Particle Physics Detectors via Distillation Learning and Hardware Co-design. arXiv preprint arXiv:2609.23385.



PRetrained Industrial Models for the Edge of Detectors
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~4500 labeled waveforms

At full dataset scale: training on top of FM 
gain improvement over current start of the art 
algorithm (offline teacher)

With only 1% dataset labeled: distillation 
trained model outperforms same model 
trained with vanilla way

With FM and distillation training, the 
on-detector compatible model 
achieves comparable performance as 
offline algorithm!

Ancone, G., Liu, Q., Wu, L., & Gonski, J. (2026). Leveraging Industrial Foundation Models at the Edge of Particle Physics Detectors via Distillation Learning and Hardware Co-design. arXiv preprint arXiv:2609.23385.
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Summary

High Granularity and Event Rates Make Data Movement a Key Bottleneck in HEP

- Real-time on-detector waveform processing reduces data at the source.

End-to-End Co-Design for Ultra-Small On-Detector ML

- Hardware-friendly architectures, quantization, and hardware-aware optimization.

- Direct RTL and agentic-assisted implementation, validated for embedded FPGA (eFPGA) applications.

ML Applications for Real-Time On-Detector Processing

- Ultra-small ML for primary-cluster counting in drift chambers.

- ML-based C/S waveform decomposition in dual-readout calorimeters.

Outlook: Unlocking the Scaling Potential of On-Detector ML

- Leverage foundation models and knowledge distillation to bridge offline learning and real-time on-detector processing.



Thanks!
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GPU/LPU-emulate

based
Bit-level 
Synthesis

A B C

How the ML actually runs on FPGA
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x_i

x_i

y_i Y=θ(WX+B)

θ Activation: Element-wise function

W weight: Multiply-Add (dot product)

B bias: Addition

B

Scalar Op. + Loop

C Bit OperationA

Matrix/Tensor Op.



Hardware Implementation
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openFPGA

Placed and TMR’ed System Demonstration

Future: one chip for all?

Particle beam

eFPGA



eFPGA: System Integration
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Debug GPIO (16b) 

GPIO (128b) 

Width TBD



Digitization/Waveform Simulation
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Genat4-based 
simulation

S and C 
photon count

Truth S and C 
photon count

Single Photon
Response (SPR)

Time profile   
acc. to xtal type

Sample 
S and C

Sample Photon Add dark count

E, v, Light yield Poisson & efficiency

Normalized S 
and C template



Digitization/Waveform Simulation
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Sampling Rate and Performance 
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Sampling Rate and Performance 
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Down-sampled Sampling Rate and Performance 
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Performance Summary of ML-based DRO Algorithm
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Electron/Kaon separated evaluation

34

Electron

Kaon



Resources Utilization (HLS)
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ML-based method outperform offline fitting

- Achieved with much slower sampling rate

- Low latency, low power and less requirement for ADC

Small model enables the promising online deployment

- 6% error at 30K LUTs and no DSP

- Purely combinational and simple for integration

Wu, L., Liu, Q., Lucchini, M. T., Gonski, J., Campajola, M., & Moneta, S. (2026). Machine Learning Enables Real-Time Waveform Decomposition for Dual-Readout Calorimetry. arXiv preprint arXiv:2604.26090.
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