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Astrophysics: 

Particle physics:

Positron discovery (1930s) 

Gravitational Wave discovery (2016) 

Single event 

leading lepton pair are removed, is presented in Fig. 1.
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Figure 1: Invariant mass distribution of the sub-leading lepton pair
(m34) for a sample defined by the presence of a Z boson candidate and
an additional same-flavour electron or muon pair, for the combination
of
→
s = 7 TeV and

→
s = 8 TeV data in the entire phase-space of the

analysis after the kinematic selections described in the text. Isolation
and transverse impact parameter significance requirements are applied
to the leading lepton pair only. The MC is normalised to the data-
driven background estimations. The relatively small contribution of a
SM Higgs with mH = 125 GeV in this sample is also shown.

4.3. Systematic uncertainties
The uncertainties on the integrated luminosities are

determined to be 1.8% for the 7 TeV data and 3.6%
for the 8 TeV data using the techniques described in
Ref. [92].
The uncertainties on the lepton reconstruction and

identification efficiencies and on the momentum scale
and resolution are determined using samples of W,
Z and J/ψ decays [84, 85]. The relative uncertainty
on the signal acceptance due to the uncertainty on
the muon reconstruction and identification efficiency is
±0.7% (±0.5%/±0.5%) for the 4µ (2e2µ/2µ2e) chan-
nel for m4" = 600 GeV and increases to ±0.9%
(±0.8%/±0.5%) for m4" = 115 GeV. Similarly, the
relative uncertainty on the signal acceptance due to the
uncertainty on the electron reconstruction and identifi-
cation efficiency is ±2.6% (±1.7%/±1.8%) for the 4e
(2e2µ/2µ2e) channel for m4" = 600 GeV and reaches
±8.0% (±2.3%/±7.6%) for m4" = 115 GeV. The un-
certainty on the electron energy scale results in an un-
certainty of ±0.7% (±0.5%/±0.2%) on the mass scale
of the m4" distribution for the 4e (2e2µ/2µ2e) channel.
The impact of the uncertainties on the electron energy

resolution and on the muon momentum resolution and
scale are found to be negligible.
The theoretical uncertainties associated with the sig-

nal are described in detail in Section 8. For the SM
ZZ(∗) background, which is estimated from MC simula-
tion, the uncertainty on the total yield due to the QCD
scale uncertainty is ±5%, while the effect of the PDF
and αs uncertainties is ±4% (±8%) for processes initi-
ated by quarks (gluons) [53]. In addition, the depen-
dence of these uncertainties on the four-lepton invariant
mass spectrum has been taken into account as discussed
in Ref. [53]. Though a small excess of events is ob-
served for m4l > 160 GeV, the measured ZZ(∗) → 4"
cross section [93] is consistent with the SM theoreti-
cal prediction. The impact of not using the theoretical
constraints on the ZZ(∗) yield on the search for a Higgs
boson with mH < 2mZ has been studied in Ref. [87] and
has been found to be negligible . The impact of the in-
terference between a Higgs signal and the non-resonant
gg → ZZ(∗) background is small and becomes negligi-
ble for mH < 2mZ [94].
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Figure 2: The distribution of the four-lepton invariant mass, m4" , for
the selected candidates, compared to the background expectation in
the 80–250 GeV mass range, for the combination of the

→
s = 7 TeV

and
→
s = 8 TeV data. The signal expectation for a SM Higgs with

mH = 125 GeV is also shown.

4.4. Results
The expected distributions of m4" for the background

and for a Higgs boson signal with mH = 125 GeV are
compared to the data in Fig. 2. The numbers of ob-
served and expected events in a window of ±5 GeV
around mH = 125 GeV are presented for the combined
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Higgs boson discovery (2012) 
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Figure 1. Schematic diagram depicting the evaluation of the likelihood of producing a set of observed
stellar spectra by comparing it to the predicted spectra along the mass-radius curve determined by
EOS parameters ω1, ω2. Each value of the EOS parameters determines a curve in the mass-radius
plane. Integrating along the curve, the probability of observing each star is evaluated as in figure 2.

This paper is outlined as follows. In section 2, we describe the physics of neutron star
interiors. Section 3 gives an introduction to the relevant machine learning techniques. We
describe the generation of our samples of simulated stars in section 4, and the strategy for
machine-learning-derived likelihoods in section 5. Sections 6 and 7 demonstrate the likelihood
calculation and extraction of parameter estimates for mass-radius information and EOS
parameters, respectively. Sections 8 and 9 present a discussion of the results and future
directions, respectively.

2 Background

Observation of neutron stars has long served as a way to place constraints on our knowledge of
superdense matter due to the theoretical connection between features deduced from observation
(such as gravitational mass and radius) and the underlying EOS. The theoretical connection
comes from the relativistic stellar structure equations, derived from Einstein’s field equations,
where the star’s internal structure is used to derive the stellar properties of a compact object.

For spherically symmetric, non-rotating stars comprised of isotropic material in hydro-
static equilibrium, the stellar structure is compactly summarized in the Tolman-Oppenheimer-
Volko! (TOV) equation (in geometerized units G = c = 1):

dP

dr
= →

(ε + P )(m + 4ϑr3P )
r2

(
1 →

2m

r

) , (2.1)

where m is the gravitational mass enclosed within a sphere of radius r, P is the pressure,
and ε is the energy density. This equation creates a one-to-one map from the EOS to a
mass-radius relation [23], where the inverse mapping would provide constraints on the EOS
from mass and radius values. While inverting the relativistic SSEs has been demonstrated
to be numerically intractable, mass and radius values determined by observation provide
valuable constraints on EOS; observations of high-mass pulsars (such as PSR J0952-0607,

– 3 –

JCAP12(2023)022: Farrell et al. (incl. Ghosh)

Probing the interior of neutron stars 

http://Wikipedia%20/%20PhysRev.43.491
https://journals.aps.org/prl/abstract/10.1103/PhysRevLett.116.061102
https://arxiv.org/abs/1207.7214
https://iopscience.iop.org/article/10.1088/1475-7516/2023/12/022
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mH = 125.25 ± 0.17 GeV

“How sure am I ? How can I reduce my uncertainty ?” 

Statistical uncertainties, but also detector systematic, theory systematic, MC stat, ….

Statistical inference of physics parameters

An experimentalist thinks about ‘confidence intervals’ 
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Generate data at a fancy experiment

Video: CERN

https://videos.cern.ch/record/1702939
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(a) GAAM - Inner layer - (192, 12) (b) GAAM - Middle layer - (36, 48)*

(c) GAAM - Outer layer - (24, 24) (d) Unaware - Middle layer - (36, 48)*

Figure 3: Average generated calorimeter images from GAAM in (a) inner (b) middle or (c) outer
layers, or (d) from the geometry-unaware model middle layer, each compared the true images from
Geant4.

140.5 ms/shower for the middle and 9.6 for outer layers, compared to 2058 ms/shower with Geant4
for 65 GeV photons. However, this model had not yet been optimized for speed.

5.1 Performance in uniform segmentation

Qualitative comparison of the generated images from the GAAM and the geometry-unaware model are
shown in Fig. 3 in each layer, for several example segmentations, and compared to the truth generated
by Geant4. The GAAM reproduces the features of the true images, while the geometry-unaware
model fails to do so.

Quantitative comparison are made between histograms of energy-weighted means (Fig. 4),
shower widths (Fig. 5), and inter-layer distances (Fig. 6). The Wasserstein distances between the
distributions are given in Table 3. In each case, the GAAM outperforms the geometry-unaware
model!, and achieves a small inter-layer distance. The inner layer is particularly challenging for
GAAM due to its high granularity.

5.2 Performance in non-uniform segmentation

A major challenge for implementing generative models is the non-uniform nature of the detector
segmentation, which becomes more coarse or irregular in some regions. Performance under
non-uniform cell divisions is studied in the configuration where the middle layer has segmentation
(36, 48)*, but non-uniform cell sizes along 𝐿. Demonstration of the GAAM’s ability to learn to
generate data with larger energy deposition in larger cells is shown in Fig 3b. The slight o!-set of

!The outer layer has only a single geometry so no comparisons are made to a geometry-unaware model.
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Image: arXiv:2305.11531

ML for Detector Simulation ML for Reconstruction

Image: USiegen group

ML for Signal vs Background

Image: ML4FP School

The final statistical inference step has remained the same

Time to modernise?

https://arxiv.org/abs/2305.11531
https://www.hep.physik.uni-siegen.de/research/atlas/atlas-flavor-tagging
https://github.com/ml4fp/2024-lbnl/blob/main/higgs_classification_nn/HEPML_HandsOn_BDT.ipynb
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Traditional Approach: Design one sensitive observable

Thousands of collision events

1 number

1 number
1 number

1 number
1 number

1 number
1 number{

• Detector has O(100 million) sensors 

‣ Reconstruction pipeline, event selection 
‣ Design one summary variable 

‣ Compression: O(100 million) → 1 
‣ Build a 1-D histogram 
‣ Calculate likelihoods with histograms 



Positron discovery (1930s) 

Single event 

observed observed background
Njet events SVX tags tags expected
1 6578 40 50 ± 12
2 1026 34 21.2 ± 6.5
3 164 17 5.2 ± 1.7
→ 4 39 10 1.5 ± 0.4

Table 1: Number of lepton+jet events in the 67 pb−1 data sample along with the
numbers of SVX tags observed and the estimated background. Based on the excess
number of tags in events with → 3 jets, we expect an additional 0.5 and 5 tags from
tt̄ decay in the 1 and 2 jet bins respectively.

Channel: SVX SLT Dilepton
observed 27 tags 23 tags 6 events
expected background 6.7 ± 2.1 15.4 ± 2.0 1.3 ± 0.3
background probability 2 × 10−5 6 × 10−2 3 × 10−3

Table 2: The numbers of tags or events observed in the three channels along with the
expected background and the probability that the background would fluctuate to the
observed number or more.

15

Top quark discovery (1990s) 

Multiple events: 
Cut-and-count

Image: Wikipedia / PhysRev.43.491 CDF Collaboration: arXiv:9503002

What is the probability of seeing 27 events if my 
null hypothesis predicts 7? 

p(nobs |nexp) =
nnobsexp ⋅ e−nexp

nobs!

Counting experiment → Poisson distribution 

https://en.wikipedia.org/wiki/Positron#/media/File:PositronDiscovery.png
https://arxiv.org/abs/hep-ex/9503002
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Top quark discovery (1990s) 

Multiple events: 
Cut-and-count

leading lepton pair are removed, is presented in Fig. 1.
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Figure 1: Invariant mass distribution of the sub-leading lepton pair
(m34) for a sample defined by the presence of a Z boson candidate and
an additional same-flavour electron or muon pair, for the combination
of
→
s = 7 TeV and

→
s = 8 TeV data in the entire phase-space of the

analysis after the kinematic selections described in the text. Isolation
and transverse impact parameter significance requirements are applied
to the leading lepton pair only. The MC is normalised to the data-
driven background estimations. The relatively small contribution of a
SM Higgs with mH = 125 GeV in this sample is also shown.

4.3. Systematic uncertainties
The uncertainties on the integrated luminosities are

determined to be 1.8% for the 7 TeV data and 3.6%
for the 8 TeV data using the techniques described in
Ref. [92].
The uncertainties on the lepton reconstruction and

identification efficiencies and on the momentum scale
and resolution are determined using samples of W,
Z and J/ψ decays [84, 85]. The relative uncertainty
on the signal acceptance due to the uncertainty on
the muon reconstruction and identification efficiency is
±0.7% (±0.5%/±0.5%) for the 4µ (2e2µ/2µ2e) chan-
nel for m4" = 600 GeV and increases to ±0.9%
(±0.8%/±0.5%) for m4" = 115 GeV. Similarly, the
relative uncertainty on the signal acceptance due to the
uncertainty on the electron reconstruction and identifi-
cation efficiency is ±2.6% (±1.7%/±1.8%) for the 4e
(2e2µ/2µ2e) channel for m4" = 600 GeV and reaches
±8.0% (±2.3%/±7.6%) for m4" = 115 GeV. The un-
certainty on the electron energy scale results in an un-
certainty of ±0.7% (±0.5%/±0.2%) on the mass scale
of the m4" distribution for the 4e (2e2µ/2µ2e) channel.
The impact of the uncertainties on the electron energy

resolution and on the muon momentum resolution and
scale are found to be negligible.
The theoretical uncertainties associated with the sig-

nal are described in detail in Section 8. For the SM
ZZ(∗) background, which is estimated from MC simula-
tion, the uncertainty on the total yield due to the QCD
scale uncertainty is ±5%, while the effect of the PDF
and αs uncertainties is ±4% (±8%) for processes initi-
ated by quarks (gluons) [53]. In addition, the depen-
dence of these uncertainties on the four-lepton invariant
mass spectrum has been taken into account as discussed
in Ref. [53]. Though a small excess of events is ob-
served for m4l > 160 GeV, the measured ZZ(∗) → 4"
cross section [93] is consistent with the SM theoreti-
cal prediction. The impact of not using the theoretical
constraints on the ZZ(∗) yield on the search for a Higgs
boson with mH < 2mZ has been studied in Ref. [87] and
has been found to be negligible . The impact of the in-
terference between a Higgs signal and the non-resonant
gg → ZZ(∗) background is small and becomes negligi-
ble for mH < 2mZ [94].
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Figure 2: The distribution of the four-lepton invariant mass, m4" , for
the selected candidates, compared to the background expectation in
the 80–250 GeV mass range, for the combination of the

→
s = 7 TeV

and
→
s = 8 TeV data. The signal expectation for a SM Higgs with

mH = 125 GeV is also shown.

4.4. Results
The expected distributions of m4" for the background

and for a Higgs boson signal with mH = 125 GeV are
compared to the data in Fig. 2. The numbers of ob-
served and expected events in a window of ±5 GeV
around mH = 125 GeV are presented for the combined
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Higgs boson 
discovery (2010s) 

Shape information: 
Histogram 

Image: Wikipedia / PhysRev.43.491 CDF Collaboration: arXiv:9503002 ATLAS Collaboration: arXiv:1207.7214

pbin(nobs |nexp) =
nnobsexp ⋅ e−nexp

nobs!

p(𝒟 |μ) = ∏pbin(nobs |nexp)

Histogram bins just a bunch 
of independent counting 

experiments  

https://arxiv.org/abs/1207.7214
https://arxiv.org/abs/hep-ex/9503002
https://en.wikipedia.org/wiki/Positron#/media/File:PositronDiscovery.png
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Background-only model

Signal model

Theory Predictions
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Data

Measure ‘signal strength’ μ

With histograms we can ask “Given the data, what is the likelihood of  hypothesis vs  hypothesis?”μ = 1 μ = 2

Probability density estimation with 1-D histogram
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(Frequentist) Hypothesis tests

p(data |H1) p(data |Href )ℒ(H1 |data) ℒ(Href |data)

ℒ(H1 |data) = p(data |H1)

When comparing 2 hypotheses, LR guaranteed to be 
optimal test by Neyman-Person lemma

p(𝒟 |μ, ̂̂α)
p(𝒟 | ̂μ, α̂)Profile likelihood ratio:

: Parameter of interest, you want to measure this 

: Nuisance parameters, you need to measure this to 
avoid biases. Systematic uncertainties like jet energy 
scale 

μ

α

H1 = {μ1} H1
1 = {μ1 α1}

p(𝒟 |μ, α)Likelihood :ℒ(μ, α |𝒟)

 now is a 1D summary of the high-dimensional data𝒟
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(Frequentist) Hypothesis tests

p(data |H1) p(data |Href )

ℒ(H1 |data) = p(data |H1)
μ− μ+̂μ

0 → μ

-2
LL
→

 

Parameter estimation (infinite hypotheses)

Invert the test to get confidence intervals

−2 log
p(𝒟 |μ, ̂̂α)
p(𝒟 | ̂μ, α̂)

 now is a 1D summary of the high-dimensional data𝒟

Compatible

RejectReject

(Wilks’ theorem helps 
determine this line for 

large datasets)

4
When comparing 2 hypotheses, LR guaranteed to be 

optimal test by Neyman-Person lemma



 now is a 1D summary of the high-dimensional data𝒟
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A new challenge: Quantum interference 
Non-linear changes in kinematics

O

Co
un

t

Background-only model

Signal model

Any 1D histogram will be a lossy summary! 

2.3. OFF-SHELL HIGGS MEASUREMENT IN THE FOUR LEPTON FINAL STATE

FIG. 5: Overall picture at 13 TeV, (colour online).

FIG. 6: Higgs related contributions in the high m4� region, (colour online).
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(a)

Figure 2.9 – Di�erential cross sections as a function of the invariant mass of the four leptons for
various processes in the four lepton channel, gg æ H

ú
æ ZZ signal (red line), gg æ ZZ background

(blue line), full process gg æ
!
H

ú
æ

"
ZZ (pink line), and the dominant background qq̄ æ ZZ. [29]

processes do so through their low-mass o�-shell tails (see the Feynman diagrams for the main
contributors to the ZZ production in Figure 2.8). Near twice the Z mass, o�-shell production of
the SM Higgs boson has a substantial cross-section at the LHC [31, 32] (see Figure 2.9) because
although the Higgs boson is o�-shell, the intermediate Z bosons in the decay process can go
on-shell. The threshold e�ect can be seen again near twice the top mass, corresponding to the
top quarks in the production process going on-shell. This provides a unique opportunity to
study the Higgs boson at higher energy scales. The destructive interference between certain SM
signal and background processes further enhance the possibility to measure the presence of the
signal.

The high mass o�-shell study has received considerable attention because it is sensitive to various
kinds of New Physics that might change the couplings of the Higgs to other fundamental particles
in the high-mass region or change the ZZ background yield [33–35], and the measurement has
interesting interpretations in the EFT framework [36]. Non-SM operators studied by [37] lead to
enhanced yields in the o�-shell regime coming from gg æ X æ ZZ

ú
æ 4¸ where X indicates New

Physics. The measurements can also help break degeneracies and compliment ttH measurements
to constrain EFT parameters [38].

It is clear that at such high energies, the infinite top mass approximation often used to simplify
the coupling of the Higgs to gluons breaks down, therefore it is essential to take finite top mass
e�ects into account. New Physics could change the couplings to the top as well as introduce
new heavy coloured states running in the loop and these e�ects might remain invisible for the
on-shell Higgs [39]. The presence of any additional agent of symmetry breaking (such as a heavy
neutral Higgs) is likely to a�ect this region of the distribution that is sensitive to interference
e�ects. Finally, the o�-shell measurement would help probe the total width of the Higgs boson,
and the interest for doing so have been described in the previous section.
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Figure 1: Leading order Feynman diagrams for the gluon-fusion 66 ! // ! 4✓ processes. The diagrams define the
effective couplings ^ 5 and ^+ used to define the off-shell Higgs boson production signal strengths.
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(LO) in perturbation theory by the absolute value squared of the diagram in Fig 1 (a). This contribution77
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Quantum interference:

Campbell et al: arXiv:1311.3589

Nexp = μ ⋅ S + B+ μ ⋅ I

https://arxiv.org/abs/1311.3589
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Can we always find a sufficient 1-D summary?

Hypothesis 1 
Hypothesis 2

1-D projection

Co
un

t

Hypothesis 3
Hypothesis 4

2-D space

• Clearly separable in 2-D 

• A 1-D sufficient summary statistic does not 
exist for several important particle physics 
measurements 
• Higgs Width: hal-02971995(p172): Ghosh et al 

• Higgs Self-coupling: arXiv:2507.02032: Ghosh et al 
• Systematic uncertainties: PRD 104.056026: Ghosh et al 

• Effective Field Theories: PRD 98.052004: Brehmer et al

Foundational NSBI work: Cranmer et al: arXiv:1506.02169, 
https://simulation-based-inference.org/

https://hal.science/hal-02971995v3/
https://arxiv.org/abs/2507.02032
https://doi.org/10.1103/PhysRevD.104.056026
https://journals.aps.org/prd/abstract/10.1103/PhysRevD.98.052004
https://arxiv.org/abs/1506.02169
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But probability density estimation in higher dimensions is hard…
Co
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t

x
1-D histogram with 6 bins: few 

events enough to populate it

y 

x

How many events to populate 
 2-D histogram with  bins ?62

How many events for 50-D histogram 
with  bins ?650

Curse of dimensionality



A new paradigm: Neural simulation-based inference (NSBI)
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Traditional framework:
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μ1
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ℒ(μ1 |𝒟)

The normalisations of the ,/ , / + jets and non-resonant-✓✓ backgrounds are also obtained from
the simultaneous fit, using the dedicated control regions described in Section 6. Similarly to the
@@̄ ! // background, events from the ,/ process are treated separately for each jet multiplicity. Five
additional free parameters, `3✓ , `1 9

3✓ , `
2 9
3✓ , `/ 9 , and `4`, are therefore introduced in the likelihood model

specifically for the 2✓2a channel and for its combination with the 4✓ channel.

The likelihood function for the combination of both channels is built as a product of the likelihoods of
the individual channels. Theoretical and experimental uncertainties with common sources are treated
as correlated between the two channels. The NLO EW uncertainty is uncorrelated between the two
channels, due to the different schemes used to derive the uncertainties. The hypothesis of systematic
uncertainty correlation between the 4✓ and 2✓2a channels is tested for the dominant sources of uncertainties,
including the PS uncertainties that use models with different complexity in the two channels, and the NLO
EW uncertainty. The difference in the result when using different correlation hypotheses is found to be
negligible.

The <4✓ distribution for the 4✓ channel and the <//

T distribution for the 2✓2a channel are shown in Figure 5
after the full fit to data with `off-shell = 1. The total systematic uncertainty from the sources described in
Section 7 are shown in the figure. The distributions of the NN observables used in the 4✓ channel are
shown in Figure 3.
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Figure 5: Comparisons between data and the SM prediction for the (a) <4✓ and (b) <//

T distributions in the inclusive
off-shell signal regions in the // ! 4✓ and // ! 2✓2a channels, respectively. The scenario with the off-shell
signal strength equal to one is considered in the fit. The hatched area represents the total systematic uncertainty. The
last bin in both figures contains the overflow.

The expected numbers of events in the SRs after the maximum-likelihood fit to the data performed in
all SRs and CRs, together with the corresponding observed yields, are shown in Tables 2 and 3 for the
// ! 4✓ and // ! 2✓2a channels, respectively. The fitted background normalisation factors together
with their total uncertainties are summarized in Table 4.

To obtain the results for a given parameter of interest, profile likelihood ratios (denoted by _) are computed
for different values of each parameter. The �2 ln_ curve as a function of `off-shell is presented in Figure 6(a).
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Summarisation 
to histogram

High-dim data

High-dim data
 is now arbitrary parameter of interest(s)μHypothesis μ1

Hypothesis μ1

Neural Network

Train on simulations, apply on data

Cranmer et al: arXiv:1506.02169

https://arxiv.org/abs/1506.02169


Pheno study of NSBI for Higgs width
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CHAPTER 7. LIKELIHOOD-FREE INFERENCE

(a) SM, without rate (b) SM with rate

(c) µ = 2, without rate (d) µ = 2 with rate

(e) µ = 4, without rate (f) µ = 4 with rate

Figure 7.16 – Negative log likelihood curves for Asimov datasets generated at µ = 1, µ = 2, µ = 4
with and without using the total cross section (rate) information.
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7.7. INFERENCE AND EVALUATION OF RESULTS
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Figure 7.15 – p-value scans for Asimov test dataset generated at (a) µ = 4, (b) µ = 2, and (c)
standard model (µ = 1) for a luminosity of 36 fb≠1 where the true value is indicated with the golden

vertical line and the 1‡ limit threshold indicated by the grey horizontal line
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hal-02971995v3 (p172): Ghosh & Rousseau, Thesis: Ghosh

Huge improvement possible in a 
flag-ship Higgs measurement!

https://hal.science/hal-02971995v3/
https://theses.hal.science/tel-03324250/
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Is this dream attainable in practice? 
• How to ensure robustness? By design and validation 
• How to incorporate systematic uncertainties? 
• How to perform Neyman construction in high dimensions?

           

PAPER • OPEN ACCESS

An implementation of neural simulation-based
inference for parameter estimation in ATLAS
To cite this article: The ATLAS Collaboration 2025 Rep. Prog. Phys. 88 067801

 

View the article online for updates and enhancements.

You may also like
Comparing AI versus optimization
workflows for simulation-based inference
of spatial-stochastic systems
Michael Alexander Ramirez Sierra and
Thomas R Sokolowski

-

Simulation-based inference of single-
molecule force spectroscopy
Lars Dingeldein, Pilar Cossio and Roberto
Covino

-

Neural simulation-based inference of the
neutron star equation of state directly from
telescope spectra
Len Brandes, Chirag Modi, Aishik Ghosh
et al.

-

This content was downloaded from IP address 23.93.86.47 on 02/06/2025 at 00:35

           

PAPER • OPEN ACCESS

Measurement of off-shell Higgs boson production

in the  decay channel using a neural

simulation-based inference technique in 13 TeV pp

collisions with the ATLAS detector

To cite this article: The ATLAS Collaboration 2025 Rep. Prog. Phys. 88 057803

 

View the article online for updates and enhancements.

You may also like
Dark matter search with a resonantly-
coupled hybrid spin system
Kai Wei, Zitong Xu, Yuxuan He et al.

-

Beyond Kitaev physics in strong spin-orbit
coupled magnets
Ioannis Rousochatzakis, Natalia B
Perkins, Qiang Luo et al.

-

70 years of hyperon spectroscopy: a
review of strange ,  baryons, and the
spectrum of charmed and bottom baryons
Volker Crede and John Yelton

-

This content was downloaded from IP address 23.93.86.47 on 02/06/2025 at 00:35

→ Addressed with semi-parametric approach and lots of compute!

ATLAS collaboration (incl. Coelho Lopes de Sa, Ghosh, Louppe, 
Maury, Rousseau, Sandesara, Schaffer)
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Is this dream attainable in practice? 
• How to ensure robustness? By design and validation 
• How to incorporate systematic uncertainties? 
• How to perform Neyman construction in high dimensions?



p(xi |μ, α)
pref(xi)

=
1

ν(μ, α)

C

∑
j

fj(μ) ⋅ νj ⋅
pj(xi)

pref(xi)
⋅

Nsyst

∏
k

Gj(αk) ⋅
pj(xi, αk)

pj(xi)
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Obs Data
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Core	Core	Core	Core 
Networks

… Syst_0 
Network

Networks adjust likelihood for 
each systematic uncertainty

Syst_1 
Network

Syst_N 
Network

✦ Train  networks on TensorFlow 
✦ Computing resources provided by Google, SMU, other HPC clusters 
✦ Fits with JAX

O(104)

 observablesO(16)

Ensemble; Statistical 
uncertainty on density 

ratios

Training details

Combine physics knowledge with AI using ‘semi-parametric’ approach

NN learns probability ratios in high dim

ATLAS methods paper: arXiv:2412.01600 

https://arxiv.org/abs/2412.01600
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Is this dream attainable in practice? 
• How to ensure robustness? By design and validation 
• How to incorporate systematic uncertainties? 
• How to perform Neyman construction in high dimensions?

Design a list of diagnostic tests, let’s see a few examples



Validate quality of LR estimation with re-weighting task

22

Reweighting: Calculate weights  for events  in blue sample to match green samplewi xi

wi = r(xi, μ0, μ1) = p(xi |μ1)
p(xi |μ0)

Already estimated using an ensemble of networks



(a) (b)

(c) (d)

Figure 1: One-dimensional reweight closure diagnostic with 𝐿4𝐿 (a) between the S and SBI1 samples and (b) between
the S and B samples. The same diagnostics, using a high-level observable that represents the squared matrix-element
for the 𝑀𝑀 → 𝑁 → 𝑂𝑂 → 4𝑃 process from reconstructed quantities computed using MCFM [32] (c) between the S
and SBI1 samples and (d) between the S and B samples. The first diagnostic is an example for an observable directly
used in the network training, the second diagnostics is an example of the network’s ability to learn high-level physics
observables that are not used directly for training. The original reference sample (dotted blue line), is reweighted
(solid orange line) using the likelihood ratio estimated with ensembles of NNs to match the target (dashed green line).
The lower panels show the ratio of the reweighted reference sample and the original sample.
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Figure 1: One-dimensional reweight closure diagnostic with 𝐿4𝐿 (a) between the S and SBI1 samples and (b) between
the S and B samples. The same diagnostics, using a high-level observable that represents the squared matrix-element
for the 𝑀𝑀 → 𝑁 → 𝑂𝑂 → 4𝑃 process from reconstructed quantities computed using MCFM [32] (c) between the S
and SBI1 samples and (d) between the S and B samples. The first diagnostic is an example for an observable directly
used in the network training, the second diagnostics is an example of the network’s ability to learn high-level physics
observables that are not used directly for training. The original reference sample (dotted blue line), is reweighted
(solid orange line) using the likelihood ratio estimated with ensembles of NNs to match the target (dashed green line).
The lower panels show the ratio of the reweighted reference sample and the original sample.
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Re-weight closures

23

m4l Matrix-Element-based Observable 
(ggF from MCFM)

Target
RW

Source

Variable used in training High-level variable 
never used in training

High-dim goodness-of-fit test:  
Train independent classifier on RW vs Target 
AUC=0.5 ⇒ LRs well estimated

ATLAS methods paper: arXiv:2412.01600 

Hoping to see Target and RW match

https://arxiv.org/abs/2412.01600


Testing full analysis on simulated samples from different values of μ

24
Figure 10: Maximum likelihood estimator 𝐿o!-shell for di!erent Asimov pseudo-data with known value of 𝐿truth

o!-shell.
The error bar shows the estimate of the uncertainty from the limited number of MC events in the Asimov dataset,
which is introduced as a spurious signal uncertainty.

A total of 127 NPs are used in the measurement, no significant di!erences between the MLE estimates
𝑀̂𝐿 and the values of the auxiliary measurements 𝑁𝐿 are observed. A small di!erence between the
MLE estimate of the uncertainty in 𝑀̂𝐿 and 𝑂𝑀,𝐿 is observed for the NP associated with the soft-gluon
resummation uncertainty in 𝑃𝑃 → 𝑄𝑄 → 4𝑅 because its impact in the process normalization is large,
as described in Section 6.3. No other significant di!erences are observed. The observed and expected
values of the profile likelihood ratios 𝑆𝑁o!-shell are shown in Figure 11 as functions of 𝐿o!-shell for a variety
of scenarios, assuming 𝐿o!-shell = 𝑇

2
𝑂,o!-shell𝑇

2
𝑃 ,o!-shell = 𝑇

4
𝑃 ,o!-shell. Figure 11(a) compares the profile

likelihood ratio for the histogram-based [17] and the NSBI-based analyses, and shows the improved
constraints on 𝐿o!-shell obtained with the latter. Additional comparisons with the histogram-based analysis
are shown in Appendix B. Figure 11(b) compares the profile likelihood ratio for the NSBI-based analysis to
a variant where the NPs are fixed to the best-fit value 𝑀̂, reflecting only the statistical uncertainty on the data.
The comparison indicates that systematic uncertainties are more important for tests of signal-dominated
hypotheses (𝐿o!-shell > 1) than for tests of interference-dominated hypotheses (𝐿o!-shell < 1).

As is the case for the histogram-based analysis, the test statistic is not distributed as a 𝑈
2 probability density,

due to the double minima created by the interference terms and due to the constraint 𝐿o!-shell > 0 imposed
by the model of Eq. (3). Confidence intervals are built using the Neyman construction [102] (NC) instead
of relying on the asymptotic approximation. In the NC, pseudo-experiments are built by performing a
Poisson bootstrapping on the high-statistic reference sample [101, 103]. In each pseudo-experiment, the
bootstrapped weight of an event 𝑉𝑄 with weight 𝑊𝑄 in the reference sample is sampled from a Poisson
distribution with expected value 𝑊𝑄 (𝑋(𝐿, 𝑀̂)/𝑋ref) (𝑌(𝑉𝑄 |𝐿, 𝑀̂)/𝑌ref(𝑉)). The value of the AO 𝑁𝐿 associated
with each constrained NP 𝑀𝐿 is sampled from a Gaussian probability density Gaus(𝑁𝐿 |𝑀̂𝐿, 1) [89].

Figure 12 shows the expected distribution of 𝑆𝑁o!-shell=0 for the SM hypothesis (𝐿truth
o!-shell = 1) and the no

o!-shell Higgs boson hypothesis (𝐿truth
o!-shell = 0). The black and dashed blue vertical lines indicate the
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ATLAS (incl. Ghosh) Higgs width analysis paper: arXiv:2412.01548 

https://arxiv.org/abs/2412.01548
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Uncertainties on the NN models themselves
MIT-CTP/5874

Frequentist Uncertainties on Neural Density Ratios with wifi Ensembles

Sean Benevedes1, 2, → and Jesse Thaler1, 2, †

1Center for Theoretical Physics, Massachusetts Institute of Technology,
Cambridge, Massachusetts, United States

2The NSF AI Institute for Artificial Intelligence and Fundamental Interactions

We introduce wifi ensembles as a novel framework to obtain asymptotic frequentist uncertainties
on density ratios, with a particular focus on neural ratio estimation in the context of high-energy
physics. When the density ratio of interest is a likelihood ratio conditioned on parameters, wifi
ensembles can be used to perform simulation-based inference on those parameters, where uncertain-
ties on the weights wi can be straightforwardly propagated to the estimated parameters without
requiring extraneous bootstraps. To demonstrate this approach, we present an application in quan-
tum chromodynamics at the Large Hadron Collider, using wifi ensembles to estimate the likelihood
ratio between generated quark and gluon jets. We use this learned likelihood ratio to estimate the
quark fraction in a synthetic mixed quark/gluon sample, showing that the resultant uncertainties
empirically satisfy the desired coverage properties.
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I. INTRODUCTION

Machine learning is used ubiquitously in high-energy
physics (HEP) for a wide breadth of applications, includ-
ing jet tagging [1–6], anomaly detection [7–14], super-
vised searches for new physics [15–18], unfolding [19–28],
and generative modeling [29–37]; see Ref. [38] for a more
comprehensive bibliography. At the heart of many of
these use cases is density ratio estimation (DRE), which
is the task of inferring the ratio of two probability den-
sities given samples from each density but not the func-
tional form of the densities themselves. A paradigmatic
example of DRE in HEP is for classification tasks like jet
tagging: according to the Neyman-Pearson lemma [39],
the optimal binary classifier is given by any monotonic
function of the density ratio of the two likelihoods. The
ratio of two densities can also be used to reweight sam-
ples from one density to obtain samples from the other,
as is relevant for detector unfolding (see e.g. [19]). The
primary application we consider here is for parameter es-
timation, where DRE is the foundation for various tech-
niques in simulation-based inference (SBI) [40].

In practice, DRE is performed with a finite amount of
data and compute, so the resultant point estimate of the
density ratio will not be exactly equal to the true value.
This discrepancy should be quantified as an uncertainty
and propagated to downstream applications; see Ref. [41]
for case studies where parameter estimation is unreliable
due to mismodeling of the density ratio. To the best of
our knowledge, there are no existing frequentist meth-
ods that rigorously assess uncertainties on neural density
ratios directly. Rather, the state of the art for SBI in
HEP is to perform the Neyman construction [42], where
one treats the estimated density ratio as an arbitrary test
statistic and uses bootstrapping to determine its empir-
ical distribution. While the Neyman construction pro-
duces statistically rigorous uncertainties for downstream
parameter inference, it is computationally expensive due
to the requisite bootstrapping, and it does not provide a
notion of uncertainty on the density ratio itself.

• Genuine 95% coverage, with much smaller ensembles 
• Elegant, mathematically motivated method to estimate 

uncertainties 

arXiv:2506.00113: Benevedes & Thaler
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FIG. 1. For the Gaussian case study, coverage c(z) of a zω confidence interval for the density ratio log r for the Partition and
Bootstrap training protocols from Sec. IIIA. Each quadrant corresponds to a di!erent ensemble size M → {2, 4, 8, 16}, and each
color corresponds to a di!erent training methodology. Coverage is estimated through Ntrials = 300 trials, the solid lines are
means over Ntrainings = 10 trainings, and the shaded regions correspond to the standard error over the trainings. The dashed
line corresponds to ideal coverage, c(z) = c̄(z); the region above the dashed line corresponds to overcoverage, and the region
below the dashed line corresponds to undercoverage. In each quadrant, the upper panel shows the coverage c(z) and the lower
panel shows the residual coverage c(z)↑ c̄(z).

This is consistent with the interpretation that failure to
achieve the nominal coverage comes from model misspec-
ification; as M grows, linear combinations of the fi be-
come increasingly expressive, and model misspecification
necessarily decreases. We note that it is not always the
case that coverage improves with increasing M ; when M

becomes very large, asymptotic formulae derived with
fixed M and N going to infinity are no longer applica-
ble. We show an example of this phenomenon, and de-
scribe how to correct for it with moderate values of M ,
in App. C.

We can also observe in Fig. 1 that the di!erences in
coverage between the training protocols are largely in-
significant. For M = 2, 4, and 16, the di!erence be-
tween Bootstrap and Partition is so small that we cannot
sharply distinguish their performance over Ntrainings = 10

trainings. For M = 8, Partition does clearly outperform
Bootstrap, although in absolute terms the mean di!er-
ence in coverage is never large; it is always less than 0.05.
We also find that once the coverage has converged, i.e. in
the M = 16 case, the average sizes of the resultant confi-
dence intervals are essentially identical for both methods.

For concreteness, we explicitly show one estimator for
log r(x) and its uncertainties in Fig. 2 with M = 16,
trained using the Bootstrap protocol. A word of cau-
tion: log r̂(x) = ŵifi(x) and log r̂(x→) = ŵifi(x→) are cor-
related, with covariance equal to fi(x)Cijfj(x→). This
means that we do not necessarily expect 68% of the blue
shaded region in Fig. 2 to cover the true log r for any par-
ticular instantiation of log r̂, as coverage for one value of
x is correlated with coverage for other values. Rather,
the relevant coverage property is that for each fixed x,

Idea
l

Empiric
al coverage M: Number of 

networks in ensemble

(a) (b)

Figure 2: Calibration curves comparing ensemble estimated 𝐿(𝑀𝐿) with the expected value from binned MC simulated
samples, for the validation of the (a) 𝑁SBI1/𝑁ref and (b) 𝑁B/𝑁ref probability density ratio estimations. The residuals,
defined as the di!erence of the MC estimate and the NN estimate, are shown in the bottom panels. The error bars
indicate the uncertainty due to the finite number of simulated events in the MC estimate of the density ratio.

(a) (b)

Figure 3: The distribution of NN output for example events (in di!erent colors), calculated from an ensemble of
classifiers trained to separate B from S samples, evaluated on (a) seven example events from B and (b) seven example
events from S. A larger spread indicates a larger uncertainty in the NN score for the event from the ensemble.

13

Distribution of NN predictions for example events

https://arxiv.org/pdf/2506.00113


Figure 6: A comparison of expected sensitivity from various analysis strategies using the log-likelihood ratio test
statistic 𝐿𝐿, as a function of 𝑀. The evaluation is performed on an Asimov dataset generated with 𝑀 = 1. The solid red
curve represents NSBI. The dashed green curve represents a typical histogram analysis that uses a fixed observable,
log 𝑁S/𝑁(𝑂 |𝑀 = 1), as a discriminant, with 15 bins. The markers show the sensitivity for various histogram analyses
that use specific discriminants, 𝑁(𝑂𝑀 |𝑀)/𝑁(𝑂𝑀 |𝑀 = 1), for specific values of 𝑀(= 0.0, 0.05, 0.15, 1.90), with 15 (green
pluses), 20 (yellow crosses), 30 (orange stars) or 90 (red dots) bins. The improved sensitivity of the green plus
markers over the green dashed curve, both using 15 bins, is due to the use of a parametrized observable.

likelihood fit is performed with it, analogous to what would be done in traditional analyses. The likelihood
is used to construct a likelihood ratio test statistic, analogous to a traditional analysis using the same data.
The improvement from NSBI relative to this approach can be seen in Figure 5.

To assess the power of the method exclusively due to the parametric approach of NSBI, its results are also
compared to that of a parametrized but binned variant of NSBI. The second method uses an observable
that is parametrized in 𝑀,

O𝐿 =
𝑁(𝑂𝑀 |𝑀)

𝑁(𝑂𝑀 |𝑀 = 1)
, (30)

that is subsequently binned and used to perform a Poisson likelihood fit. The log-likelihood ratio is
computed for each value of 𝑀 using a histogram of the corresponding version of O𝐿, similar to the method
described in Ref. [22]. The improvement shown in Figure 6 for O𝐿 over Ofixed illustrates the power
of a parametrized method. The traditional analysis (with the fixed observable) exhibits two prominent
minima, which is typical in analyses with non-linear e!ects from, for example, quantum interference.
However, the minimum at the incorrect value of 𝑀 is far less prominent for the analysis using a parametrized
observable. Since the observable is optimized for each value of the parameter of interest, the method
is able to more confidently reject the incorrect values of 𝑀. The further improvement of the full NSBI
implementation is due to the unbinned nature of the method. As the number of bins increases, O𝐿 can
approach the sensitivity of NSBI; however, this may introduce numerical instability, requiring careful bin
width optimization, and make su"ciently fine binning untenable across the full range of 𝑀. If the number
of bins in a histogram-based analysis is limited by the number of simulated events, then leveraging the
power of unbinned fits may be desirable.

22

Why does it work better than traditional analyses?

26

: Similar to histogram analysisOfixed = log
pS(xi)

pSBI(xi)

: Hypothesis-specific observable,  

                  histogram fit

Oμ =
p(xi |μ)

p(xi |μ = 1)

 approaches NSBI as Oμ nBins → ∞

NSBI: Optimised for all hypotheses, unbinned

ATLAS methods paper: arXiv:2412.01600 

Narrower curve → more precise measurement

https://arxiv.org/abs/2412.01600


Application to a flagship Higgs measurement at LHC
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NSBI vs (published) histogram analysis

(a) (b)

Figure 11: (a) Values of the test statistic 𝐿𝐿o!-shell assuming a single parameter of interest 𝑀o!-shell obtained with an
Asimov dataset (expected, dashed blue) and with data (observed, solid black) in the 𝑁

→
↑ 𝑂𝑂 ↑ 4𝑃 decay channel.

The values from the histogram-based analysis [17] are added in dash-dotted lines for comparison. The dotted gray
lines show the 68% and 95% confidence belt, obtained from the Neyman construction. (b) Same values obtained
with data (observed, solid black) and Asimov dataset (expected, dashed blue) compared with the statistics-only case
with all NP fixed at their best-fit values 𝑄̂.

observed and expected values of 𝐿𝐿o!-shell=0, respectively.The red dash-dotted curve in Figure 12 shows
the expected distribution of 𝐿𝐿o!-shell=0 assuming the SM hypothesis (𝑀truth

o!-shell = 1). The 𝑅-value of the
observed value of 𝐿𝐿o!-shell=0 under the SM hypothesis is 0.11, corresponding to one-sided significance of
1.2𝑆. The green solid curve shows the shows the expected distribution of 𝐿𝐿o!-shell=0 assuming 𝑀

truth
o!-shell = 0

(no o!-shell Higgs boson hypothesis). The green dotted lines show the 𝑅-value thresholds corresponding
to the one-sided significance of 1𝑆 and 2𝑆 under this hypothesis. The evidence for o!-shell Higgs boson
production has an observed (expected) significance of 2.5𝑆 (1.3𝑆) using only the 𝑁

→
↑ 𝑂𝑂 ↑ 4𝑃 decay

channel. The evidence for o!-shell Higgs boson hypothesis has a larger significance than the one observed
(expected) in the previous histogram-based analysis [17] of the same dataset, which had a value of 0.8𝑆
(0.5𝑆).

Figure 13(a) shows the distribution of the probability density ratio 𝑅(𝑇 |𝑀o!-shell = 0, 𝑄̂)/𝑅(𝑇 |𝑀o!-shell = 1, 𝑄̂),
which is a near-optimal observable for 𝑀o!-shell = 0. The lower panel shows a comparison with the
distribution from the best-fit hypothesis depicting the data behavior that leads to the observed exclusion
of the no o!-shell Higgs boson hypothesis. The di!erence between the observed and expected values of
𝐿𝐿o!-shell=0 indicates that there are regions of phase-space where the data are more interference-like than
signal-like, as can be seen by the rightmost bins in Figure 13(a) where the observed deficit of events is
larger than expect. Given the small significance of the di!erence between expected and observed values of
𝐿𝐿o!-shell=0, it is di"cult to isolate a specific region of phase-space with this behavior.

Figure 13(b) shows the distribution of the quadruplet mass 𝑈4𝑀 and, in the lower panel, the comparison
with the best-fit hypothesis indicating that only the quadruplet mass information would not be enough to
obtain evidence of o!-shell Higgs boson production in this channels and the importance of the ME-based
analysis performed with the NSBI method. Further descriptions of the optimal observables can be found in
Appendix C.

Two methods are used to estimate the sensitivity of the measurement to di!erent systematic uncertainties.
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Obs NSBI (no NPs)
Asimov exp NSBI
Data NSBI

Data Hist
Asimov exp Hist

Previously published histogram paper

Unprecedented improvement in ability to reject null 
hypothesis!

ATLAS Higgs width analysis paper: arXiv:2412.01548 

https://arxiv.org/abs/2412.01548


Positron discovery (1930s) 

Single event 

observed observed background
Njet events SVX tags tags expected
1 6578 40 50 ± 12
2 1026 34 21.2 ± 6.5
3 164 17 5.2 ± 1.7
→ 4 39 10 1.5 ± 0.4

Table 1: Number of lepton+jet events in the 67 pb−1 data sample along with the
numbers of SVX tags observed and the estimated background. Based on the excess
number of tags in events with → 3 jets, we expect an additional 0.5 and 5 tags from
tt̄ decay in the 1 and 2 jet bins respectively.

Channel: SVX SLT Dilepton
observed 27 tags 23 tags 6 events
expected background 6.7 ± 2.1 15.4 ± 2.0 1.3 ± 0.3
background probability 2 × 10−5 6 × 10−2 3 × 10−3

Table 2: The numbers of tags or events observed in the three channels along with the
expected background and the probability that the background would fluctuate to the
observed number or more.
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Top quark discovery (1990s) 

Multiple events: 
Cut-and-count

leading lepton pair are removed, is presented in Fig. 1.
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Figure 1: Invariant mass distribution of the sub-leading lepton pair
(m34) for a sample defined by the presence of a Z boson candidate and
an additional same-flavour electron or muon pair, for the combination
of
→
s = 7 TeV and

→
s = 8 TeV data in the entire phase-space of the

analysis after the kinematic selections described in the text. Isolation
and transverse impact parameter significance requirements are applied
to the leading lepton pair only. The MC is normalised to the data-
driven background estimations. The relatively small contribution of a
SM Higgs with mH = 125 GeV in this sample is also shown.

4.3. Systematic uncertainties
The uncertainties on the integrated luminosities are

determined to be 1.8% for the 7 TeV data and 3.6%
for the 8 TeV data using the techniques described in
Ref. [92].
The uncertainties on the lepton reconstruction and

identification efficiencies and on the momentum scale
and resolution are determined using samples of W,
Z and J/ψ decays [84, 85]. The relative uncertainty
on the signal acceptance due to the uncertainty on
the muon reconstruction and identification efficiency is
±0.7% (±0.5%/±0.5%) for the 4µ (2e2µ/2µ2e) chan-
nel for m4" = 600 GeV and increases to ±0.9%
(±0.8%/±0.5%) for m4" = 115 GeV. Similarly, the
relative uncertainty on the signal acceptance due to the
uncertainty on the electron reconstruction and identifi-
cation efficiency is ±2.6% (±1.7%/±1.8%) for the 4e
(2e2µ/2µ2e) channel for m4" = 600 GeV and reaches
±8.0% (±2.3%/±7.6%) for m4" = 115 GeV. The un-
certainty on the electron energy scale results in an un-
certainty of ±0.7% (±0.5%/±0.2%) on the mass scale
of the m4" distribution for the 4e (2e2µ/2µ2e) channel.
The impact of the uncertainties on the electron energy

resolution and on the muon momentum resolution and
scale are found to be negligible.
The theoretical uncertainties associated with the sig-

nal are described in detail in Section 8. For the SM
ZZ(∗) background, which is estimated from MC simula-
tion, the uncertainty on the total yield due to the QCD
scale uncertainty is ±5%, while the effect of the PDF
and αs uncertainties is ±4% (±8%) for processes initi-
ated by quarks (gluons) [53]. In addition, the depen-
dence of these uncertainties on the four-lepton invariant
mass spectrum has been taken into account as discussed
in Ref. [53]. Though a small excess of events is ob-
served for m4l > 160 GeV, the measured ZZ(∗) → 4"
cross section [93] is consistent with the SM theoreti-
cal prediction. The impact of not using the theoretical
constraints on the ZZ(∗) yield on the search for a Higgs
boson with mH < 2mZ has been studied in Ref. [87] and
has been found to be negligible . The impact of the in-
terference between a Higgs signal and the non-resonant
gg → ZZ(∗) background is small and becomes negligi-
ble for mH < 2mZ [94].
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Figure 2: The distribution of the four-lepton invariant mass, m4" , for
the selected candidates, compared to the background expectation in
the 80–250 GeV mass range, for the combination of the

→
s = 7 TeV

and
→
s = 8 TeV data. The signal expectation for a SM Higgs with

mH = 125 GeV is also shown.

4.4. Results
The expected distributions of m4" for the background

and for a Higgs boson signal with mH = 125 GeV are
compared to the data in Fig. 2. The numbers of ob-
served and expected events in a window of ±5 GeV
around mH = 125 GeV are presented for the combined

6

Higgs boson 
discovery (2010s) 

Shape information: 
Histogram 

Future discovery 
(2020s ?) 

High-dim shape information, 
continuous (i.e. unbinned): 

Neural inference
Image: Wikipedia / PhysRev.43.491 CDF Collaboration: arXiv:9503002 ATLAS Collaboration: arXiv:1207.7214

https://en.wikipedia.org/wiki/Positron#/media/File:PositronDiscovery.png
https://arxiv.org/abs/hep-ex/9503002
https://arxiv.org/abs/1207.7214
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Until now, we have replaced individual pieces with ML in age-old likelihood ratio test

Do we dare question the test itself?
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We care about length of confidence intervals

No guarantee that  confidence interval is shortest with likelihood ratio statistic2σ

μ− μ+̂μ

0 → μ

-2
LL
→

 
Compatible

RejectReject

(From Neyman 
inversion)

4

LRS(𝒟; μ0) = − 2 log ( p(𝒟 |μ0)
supμ∈Θ p(𝒟 |μ) )
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Challenging a deeply-held belief in particle physics

FTS(𝒟; μ0) = − 2 log
p(𝒟 |μ0)

∫
Θ

p(𝒟 |μ)f(μ)dμ
LRS(𝒟; μ0) = − 2 log ( p(𝒟 |μ0)

supμ∈Θ p(𝒟 |μ) )

•  focuses statistical power in meaningful 
regions of parameter space  

• Particularly useful in small sample / 
small signal regime 

• Fast critical value estimation with ML

f(μ)

arXiv:2507.17831: Carzon et al (co-led by Ghosh)

• Denominator in ‘Focused Test Statistic’ (FTS) 
knows about all alternate hypotheses

3

68%

68%

95%

95%
LRS

FTS

Figure 1. Construction of confidence intervals. (Top)
To construct a p1´ωq100% confidence interval using the LRT
statistic (yellow; Eq. 1), we estimate the critical values Cµ0

(grey) via quantile regression and retain those µ0 values for
which the statistic falls below the critical value. Shown are
the critical values for 68% (dark grey) and 95% (light grey)
confidence levels, with corresponding intervals displayed be-
low the figure (dark and light yellow, respectively). (Bottom)
The FTS statistic (blue; Eq. 3) for a focus function centered
at m “ 1 and with width s “ 1.2 (dashed red) is compared
against the critical values. Intervals at 68% and 95% con-
fidence level are shown (dark and light blue, respectively).
This figure corresponds to the Higgs measurement example
using the Higgs mass observable, with the test statistics are
evaluated on an Asimov data set [9]

.

A. Measurement of a Higgs coupling via its signal
strength

The goal of this case study is to measure the coupling
of the Higgs boson to tau leptons [20]. This unknown
quantity has a one-to-one correspondence with the signal
strength in the Standard Model (SM) of particle physics
and can therefore be posed as a signal strength mea-
surement. The default hypothesis for the signal strength
µ

˚
“ 1 corresponds to the SM prediction. For this study,

we let ! “ r0, 10s and set the center of the focus function
at m “ 1, the SM prediction. We define the wide focus
width to be s “ 2.4, corresponding to the 2ω expected
sensitivity of a prior measurement [21]; a narrow focus
width of s “ 1.2 is also considered.

1. Dataset

The dataset was simulated by the ATLAS experiment
for the 2014 Higgs boson machine learning challenge

(HiggsML) [22, 23]. It is comprised of a mixture of events
obtained via several Higgs decay and background pro-
cesses. For further details on the challenge, refer to [23].
In order to show the robustness of the analysis to

our experimental design choices, we examine two nat-
ural choices of observables to build template histograms
for the counting experiment setup. The first observable
is the reconstructed Higgs mass; the second is the in-
variant mass of the hadronic tau and final-state lepton
(“visible mass” for short). Both observables are known
to discriminate between signal and background.

2. Results

When measuring the Higgs coupling with the recon-
structed Higgs mass, FTS with either a wide (s “ 2.4)
or narrow (s “ 1.2) focus gives 68% confidence intervals1

that have shorter median length than LRS. Figure 2(a)
shows the median interval lengths as they vary with the
true value of µ

˚ while the focus function remains un-
changed, with center fixed at m “ 1. The improvement is
robust to a misspecification of the focus function (mean-
ing that the center of the focus function m di”ers from
the true value of the parameter µ

˚) and the confidence
intervals remain valid by construction. When µ

˚
“ 1,

the FTS intervals for a wide focus are about 13% shorter
than those obtained via LRS; see Table I. With a nar-
row focus function, they are 21% shorter than LRS inter-
vals. Using the visible mass observable to constrain the
parameter of interest, FTS shows a decrease in median
length by 13% with wide focus and 22% with narrow fo-
cus. Table I shows that the absolute reduction in median
interval length of FTS over LRS is roughly the same at
the 68% and 95% levels. However, since 95% intervals
are longer than 68% intervals, this also implies that the
proportional gain is smaller at 95% than at 68% (about
a 6% reduction for FTS-wide using the mass observable,
11% for FTS-narrow; and a 6% reduction for FTS-wide
using visible mass, 10% for FTS-narrow).
Estimation of critical values for both the LRS and

FTS is accelerated by using quantile regression. With a
low simulation budget of about 9,000 pseudo-experiments
(PEs), which for MC corresponds to 30 PEs per point
times 300 grid points, the mean-squared error (MSE) is
improved by a factor of about 6 for LRS and 3 for FTS.
See Figure 3 for an illustration of the relative speed-up.

B. Search for WIMPs

Several experiments are dedicated to the search for
dark matter candidates [24]. We design a data analy-

1 The 68% and 95% confidence intervals discussed throughout this
Letter correspond to 1ω (68.27%) and 2ω (95.45%) intervals,
which is the convention in high-energy physics.

Shorter median length for confidence intervals with FTS even in ‘asymptotic regime’ where Wilks’ applies

Ideal for dark matter, neutrino experiments!

https://arxiv.org/abs/2507.17831
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RAFIK TAREK NEME GARRIDO
SHOCKING  
CORAL FIND
A couple of years ago, after a day of pour-
ing rain, the water on the Caribbean coast of 
Colombia was crystal clear and my master’s stu-
dent, Jorge Mareno, managed to take pictures of 
corals that no one knew existed here. We could 
find no scientific reports of corals in the area. 
Typically, the water is pretty turbid because the 
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— rod, ON cone and OFF cone — help our eyes 
to process visual information. Normally, the 
neurotransmitter glycine can appear only in 
ON cone bipolar cells, because they are cou-
pled to other cells that enable low-light vision 
by means of gap junctions (intercellular con-
nections that allow small molecules such as 
glycine to pass between two cell types). 

When Rebecca came into my office that 
morning, she had detected gap junctions in 
other bipolar cells besides ON cone cells. These 
gap junctions that formed between the wrong 
cell types turn out to be a hallmark of early ret-
inal disease. Because glycine flows through 
gap junctions, her finding also explained why 
we had previously found glycine in all bipolar 
cell types early in retinal degeneration. The 
cool thing is that this might reveal fundamen-
tal mechanisms by which all neural systems 
start to fall apart. If that’s true, we might be 
able to identify potential therapeutic targets 
for some terrible diseases. If we can slow the 
decline down even a little bit, we can buy peo-
ple many years of a more functional life. 

I legitimately felt a pang of jealousy. We 
get into this game to discover, but as science 
funding gets harder to secure, principal inves-
tigators are in their office writing grants while 
the trainees get to do the cool stuff. 

Bryan W. Jones is a retinal neuroscientist at 
the University of Pittsburgh in Pennsylvania.

Ecologist Tim Curran helps a student to measure flammability in a gorse plant.

AISHIK GHOSH
STUDENTS OVERTURN  
LONG-HELD ASSUMPTION
I have worked on experimental particle physics 
since 2015, searching for Higgs bosons at CERN, 
Europe’s particle-physics lab near Geneva, 
Switzerland, and now also working on the Deep 
Underground Neutrino Experiment (DUNE) 
in the United States. For this research, there’s 
one statistical test we’ve used for decades to 
confirm the existence of a new particle — the 
generalized likelihood ratio test (GLRT). This 
compares two models — a simple null hypoth-
esis, which includes no new particle or matter 
being discovered, and a more complicated 
alternative model, which includes a new par-
ticle with many possible values of strength. 

In December 2024, a couple of PhD students 
working with my collaborator, Ann Lee, a data 
scientist at Carnegie Mellon University in Pitts-
burgh, Pennsylvania, were confident they 
could disprove the assumption that the GLRT 
was optimal. In the corner of my mind, I hoped 
they would prove us wrong. I gave them one 
of the most famous Higgs boson data sets to 
play around with. By early 2025, they showed 
that, although our previous physics results 
weren’t wrong, our use of the GLRT wasn’t 
ideal because it assumed large sample sizes 

are always generated, which is often not the 
case. Instead, the test left valuable informa-
tion on the table. That day was special. I was 
still sceptical and I went through a battery of 
checks because I had to go back to my com-
munity and defend the PhD students’ work, 
but it was all correct. The paper is currently 
in review, receiving a great deal of scrutiny.

Together, we produced a statistical test that 
will drastically improve our ability to make 
discoveries in particle physics, for example 
in searches for a new particle such as dark mat-
ter, where we expect to see only a few signal 
events at best. As a scientist, I want deeply held 
beliefs to be questioned. It was a real shock to 
the particle-physics community. Young people 
find it exciting. Senior members are still highly 
sceptical, as they should be, but they are com-
ing around. As the DUNE experiment comes 
online, with this new statistical model in place, 
we hope to make precise measurements about 
neutrinos much sooner than anticipated.

Aishik Ghosh is a fundamental physicist at the 
Georgia Institute of Technology in Atlanta.

Magdalena River, which flows from the south of 
the country to the Caribbean Sea, brings chem-
icals and pollutants. It’s an ongoing ecological 
and social challenge, but these corals must be 
adapting to these conditions. We did a sampling 
campaign across three days with a boat, using 
environmental DNA to find areas where corals, 
sponges and fish successfully survive the condi-
tions. Most of the records are completely new 
for the region. It’s super gratifying. 

Rafik Tarek Neme Garrido is an evolutionary 
biologist at the University of the North in 
Barranquilla, Colombia.

TIM CURRAN
BURN  
PREDICTIONS
In my group, we test the flammability of plant 
species using a barbecue. The results can 
help with fire-mitigation policies and with 
understanding the evolution of flammability. 
As part of an outreach activity, we host school-
children at the university who haven’t had much 
exposure to academia before. We ask the kids 
to predict how a particular plant species will 
behave — for example, what characteristics 
will make it burn less or more — and then we 
see who is right. The kids get really into it. They 
ask amazing questions, the same kind that peer 
reviewers have asked us, including questioning 
our methodological assumptions, such as “why 
do you only blowtorch them for ten seconds?” 

Most of the really good days doing science 
have been associated with young students 
having a light-bulb moment. In the rather 

Nature | Vol 653 | 14 May 2(26 | 639

James Carson

https://www.nature.com/articles/d41586-026-01479-8?utm_source=x&utm_medium=social&utm_campaign=nature&linkId=61827825
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Test inversion for simplest measurementJames Carzon et al.: On Focusing Statistical Power for Searches and Measurements in Particle Physics 11

Fig. 6: (A) Confidence belts for a Gaussian likelihood with unknown mean. Two example confidence intervals
are shown for the LRS (top) and FTS (center), using a Gaussian focus function (center-right), for observations at
x = 0 and x = 4. The interval obtained from FTS at x = 0 (center, solid blue) is shorter than that from LRS (top,
solid orange). At x = 4, the FTS interval (center, semi-transparent blue) is longer. The belts show that FTS intervals
are shorter for values of x where the marginal distribution pX(x) =

∫
p(x;µ), f(dµ) (bottom), induced by the focus

function, places most of its mass. This behavior is consistent with the theoretical result (Theorem 1 in Appendix D),
which states that among all level-ω confidence intervals I(X ), the FTS interval has the smallest expected length when
the expectation is taken with respect to pX . (B) Visualization of confidence sets by inverting hypothesis
tests. The left column is adapted from [26, Fig. 5(right)]. The right column is the same figure but rotated; in the
main paper, we use the rotated visualization. See Figs. 7 and 8 for more examples.

Applying Lemma 1 with µ(z) = p(z;µ) and ε(z) = pf (z)
yields the optimal acceptance region

A
→
µ =

{
D :

p(D;µ)

pf (D)
→ tµ

}
,

with tµ chosen so that PD↑p(·;µ)(D ↑ A
→
µ) = 1↓ω. Invert-

ing acceptance regions gives

A
→(D) = {µ : D ↑ A

→
µ} =

{
µ :

p(D;µ)

pf (D)
→ tµ

}
.

Since Tf (D;µ) = ↓2 log
(
p(D;µ)/pf (D)

)
, this is equiva-

lent to {µ : Tf (D;µ) < Cµ} for Cµ = ↓2 log tµ, which is
exactly the FTS confidence set Bω(D) in (10). ↔↗

The theorem shows that among all confidence sets that
achieve at least 1↓ ω coverage for every µ ↑ ϑ, the FTS
construction is optimal for average constraining power un-
der the focus function: it minimizes the expected inter-
val length when data are averaged according to the fo-
cused marginal pf (D) =

∫
p(D;µ)f(µ) dµ. In other words,

choosing f specifies where we want the procedure to be

tight on average, and the FTS set is the best (shortest on
average) valid procedure for that choice.

E Rejection probability as a function of µ0

Our confidence procedure consists of a family of hypoth-
esis tests, and a typical means of evaluating hypothesis
tests is in terms of their statistical power via “rejection
probability functions.” The rejection probability function
ϖ(µ) for the test concerning hypotheses H0 : µ = µ0 and
H1 : µ ↘= µ0 with test statistic T is a function of µ and
gives the probability under a fixed true signal strength µ

→

that µ is included in the test’s rejection region. The func-
tion is defined ϖ(µ) := PD↑p(·;µ→)(T (D;µ) > Cµ). In prin-
ciple, an ideal rejection probability function would provide
that ϖ(µ→) is equal to 0 (i.e. the test never rejects the true
signal strength) and that ϖ(µ) is equal to 1 otherwise. In
practice, hypothesis tests are typically designed so that
ϖ(µ→) ≃ ω for some prespecified Type I error level ω, and
the goal for a test is for ϖ(µ) to be as close to 1 as possible
elsewhere.

• LRS gives constant CI sizes 
• FTS gives narrower near focus region by sacrificing 

power away from focus region

Rejection 
region

Rejection 
region

Acceptance region

Data comprises single measurement x

• You have full freedom to choose any focus function that 
gives you the best expected sensitivity in physics-
motivated regions using simulated samples

arXiv:2507.17831: Carzon et al (co-led by Ghosh)

https://arxiv.org/abs/2507.17831
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Computational Challenge: Inverting the test, in high dimensions

Can do it faster and more accurately with ML 
technique known as ‘quantile regression’ (QR)

6 James Carzon et al.: On Focusing Statistical Power for Searches and Measurements in Particle Physics

Fig. 2: Lengths of confidence intervals. (a, left) Re-
sults for the Higgs measurement with wide focus (s = 2.4).
The thick lines represent the median interval length with
the uncertainty bands denoting 25% and 75% quantiles of
the length distribution. FTS (blue) yields 13% shorter in-
tervals than LRS (orange) near the focus center (m = 1).
(a, right) For a narrow focus (s = 1.2), FTS intervals are
about 25% shorter. That advantage is maintained even
at a modest distance from the center, e.g. near µ

→ = 2.
(b, left-right) For the LZ-inspired search, the intervals are
shorter across the domain of our search. Near µ→ = 0, the
FTS intervals are about 35% shorter with wide focus than
LRS, and 22% shorter with narrow focus. The two panels
with black frames represent our focus choices in respective
experiments.

Table 1: Median confidence interval length (in units
of µ) at the 68% (95%) confidence level. For the
Higgs examples, the focus center is m = 1.0; the focus
widths are s = 2.4 for FTS-wide, and s = 1.2 for FTS-
narrow. For LZ-inspired examples, the focus center is m =
0; s = 6.0 for FTS-wide, and s = 3.0 for FTS-narrow. In
each setting, the best result (the shortest median interval
length) is bold-faced.

Setting Test statistic

Experiment µ
→ LRS FTS-wide FTS-narrow

Higgs (mass) 1.0 1.08 (2.01) 0.94 (1.89) 0.85 (1.79)
Higgs (vis. mass) 1.0 1.26 (2.31) 1.10 (2.17) 0.98 (2.08)

LZ-inspired 0.0 7.86 (12.10) 4.17 (10.66) 2.73 (10.74)
LZ-inspired 1.0 8.50 (13.47) 4.73 (12.42) 3.45 (12.10)

3.2.3 Results: Limit setting

For the LZ-inspired search, it is interesting to study the
upper limits when there is no signal (i.e. µ

→ = 0) and
lower limits when there is a signal (i.e. µ→ →= 0). Figure 4
compares the upper and lower bounds for these respective

MCQR

Low budget
High budget

MCQR

Fig. 3: Critical values. (a) We compare the mean-
squared error (MSE) in the critical value estimates ob-
tained via MC (red) and quantile regression (QR, grey)
for LRS on a grid of 300 evaluation points. For a low sim-
ulation budget of 9,000 pseudo-experiments (PEs), MC es-
timates show high MSE whereas QR estimates (using the
same number of PEs) are comparable to MC estimates
with 1.35 million PEs. The right column confirms that
low-budget QR yields accurate estimates across the pa-
rameter space, unlike low-budget MC. (b) For FTS, QR
is again more e!cient. With 9,000 PEs, QR matches the
performance of MC with about 30,000 PEs.

µ
→ LRS FTS, wide FTS, narrow

0.0 7.86 (12.10) 4.17 (10.66) 2.73 (11.14)

Table 2: Median upper bound for LZ-inspired experiment
(in units of µ) when there is no signal, µ→ = 0, at confi-
dence level 68% (95%). The best result (the lowest median
upper bound) is bold-faced.

µ
→ LRS FTS, wide FTS, narrow

10.0 0.0 (0.0) 2.20 (0.0) 1.28 (0.0)

Table 3: Median lower bound for LZ-inspired experiment
(in units of µ) when the signal strength µ

→ = 10.0, at
confidence level 68% (95%). The best result (the highest
median lower bound) is bold-faced.

scenarios for LRS and FTS. These results for the no-signal
scenario are summarized in Table 2 and results for a sce-
nario where the signal does exist with µ

→ = 10 is sum-
marized in Table 3. We find that when there is no signal,
FTS is able to set tighter upper bounds, and when there
is signal, FTS is able to set higher lower bounds compared
to LRS. It is worth noting that focus is always placed at
the default hypothesis of µ = 0 but FTS provides better
lower limits when µ

→ →= 0. Applying a focus in a frequentist
analysis therefore should not be confused with Bayesian
inference.
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Fig. 2: Lengths of confidence intervals. (a, left) Re-
sults for the Higgs measurement with wide focus (s = 2.4).
The thick lines represent the median interval length with
the uncertainty bands denoting 25% and 75% quantiles of
the length distribution. FTS (blue) yields 13% shorter in-
tervals than LRS (orange) near the focus center (m = 1).
(a, right) For a narrow focus (s = 1.2), FTS intervals are
about 25% shorter. That advantage is maintained even
at a modest distance from the center, e.g. near µ

→ = 2.
(b, left-right) For the LZ-inspired search, the intervals are
shorter across the domain of our search. Near µ→ = 0, the
FTS intervals are about 35% shorter with wide focus than
LRS, and 22% shorter with narrow focus. The two panels
with black frames represent our focus choices in respective
experiments.

Table 1: Median confidence interval length (in units
of µ) at the 68% (95%) confidence level. For the
Higgs examples, the focus center is m = 1.0; the focus
widths are s = 2.4 for FTS-wide, and s = 1.2 for FTS-
narrow. For LZ-inspired examples, the focus center is m =
0; s = 6.0 for FTS-wide, and s = 3.0 for FTS-narrow. In
each setting, the best result (the shortest median interval
length) is bold-faced.

Setting Test statistic

Experiment µ
→ LRS FTS-wide FTS-narrow

Higgs (mass) 1.0 1.08 (2.01) 0.94 (1.89) 0.85 (1.79)
Higgs (vis. mass) 1.0 1.26 (2.31) 1.10 (2.17) 0.98 (2.08)

LZ-inspired 0.0 7.86 (12.10) 4.17 (10.66) 2.73 (10.74)
LZ-inspired 1.0 8.50 (13.47) 4.73 (12.42) 3.45 (12.10)

3.2.3 Results: Limit setting

For the LZ-inspired search, it is interesting to study the
upper limits when there is no signal (i.e. µ

→ = 0) and
lower limits when there is a signal (i.e. µ→ →= 0). Figure 4
compares the upper and lower bounds for these respective

MCQR

Low budget
High budget

MCQR

Fig. 3: Critical values. (a) We compare the mean-
squared error (MSE) in the critical value estimates ob-
tained via MC (red) and quantile regression (QR, grey)
for LRS on a grid of 300 evaluation points. For a low sim-
ulation budget of 9,000 pseudo-experiments (PEs), MC es-
timates show high MSE whereas QR estimates (using the
same number of PEs) are comparable to MC estimates
with 1.35 million PEs. The right column confirms that
low-budget QR yields accurate estimates across the pa-
rameter space, unlike low-budget MC. (b) For FTS, QR
is again more e!cient. With 9,000 PEs, QR matches the
performance of MC with about 30,000 PEs.

µ
→ LRS FTS, wide FTS, narrow

0.0 7.86 (12.10) 4.17 (10.66) 2.73 (11.14)

Table 2: Median upper bound for LZ-inspired experiment
(in units of µ) when there is no signal, µ→ = 0, at confi-
dence level 68% (95%). The best result (the lowest median
upper bound) is bold-faced.

µ
→ LRS FTS, wide FTS, narrow

10.0 0.0 (0.0) 2.20 (0.0) 1.28 (0.0)

Table 3: Median lower bound for LZ-inspired experiment
(in units of µ) when the signal strength µ

→ = 10.0, at
confidence level 68% (95%). The best result (the highest
median lower bound) is bold-faced.

scenarios for LRS and FTS. These results for the no-signal
scenario are summarized in Table 2 and results for a sce-
nario where the signal does exist with µ

→ = 10 is sum-
marized in Table 3. We find that when there is no signal,
FTS is able to set tighter upper bounds, and when there
is signal, FTS is able to set higher lower bounds compared
to LRS. It is worth noting that focus is always placed at
the default hypothesis of µ = 0 but FTS provides better
lower limits when µ

→ →= 0. Applying a focus in a frequentist
analysis therefore should not be confused with Bayesian
inference.

arXiv:2507.17831: Carzon et al (co-led by Ghosh)
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Compare LRS to FTS under misspecified focus function

Even when it is worse, the coverage of the confidence interval is still guaranteed by Neyman construction!

No smoothing
Focus centre

Focus width

FTS
LRS

Wide focus f(μ) Narrow focus f(μ)

FTS

LRS

←
 S

m
al

le
r 

is
 b

et
te

r FTS worse than LRS when true  is very far away 
from focus region, but coverage of confidence 
intervals still correct

μ

 ATLAS simulated public benchmark dataset 
Focus is around SM point
H → ττ

Which focus would you choose?

arXiv:2507.17831: Carzon et al (co-led by Ghosh)
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Second case study: Search for dark matter in LZ experiment

FTS gains stable over large parameter space for both 
focus functions 

More precision even when there is actually a signal in 
the observed data ( )μ > 0

Wide focus Narrow focus

No smoothing

FTS

LRS

FTS

LRS

6

Appendix A: Experimental setup

Over its run, an experiment measures events generated
via signal and background physics processes. Large-scale
simulations of these processes yield template histograms
that define the expected counts of signal and background
events as functions of relevant observables. We denote
these histograms ωpLq and εpLq for the signal and back-
ground distributions, respectively, where L is the lumi-
nosity (a measure of total count) of the experiment. We
model the number of events that fall into each histogram
bin as a Poisson distribution. That is, the likelihood of
the number of events D “ pN1, N2, . . . , Ndq in d bins has
the form

ppD|µ,ω,εq “

d!

i“1

fpNi;µωi ` εiq, (A1)

where µ ! 0 represents the signal strength, and fpN ;ϑq

denotes the probability mass function for a Poisson dis-
tribution with rate ϑ. We refer to each realization of D
as a pseudo-experiment (PE).

The above “counting experiment” model convention is
widely used for making likelihood-free inference tractable
in cases where rare or exotic events are mixed with a rel-
atively high volume of background events [35, 36]. In this
Letter, we follow the standard convention of histogram
analyses for such counting experiments.

1. Implementation of test statistics

We evaluate our test statistics on a grid of null parame-
ters µ0 from ! “ r0, 10s in our main results for the Higgs
experiment (Section IIIA), and from r0, 40s for the LZ-
inspired experiment (Section III B). The grid is always
of a resolution of at least 1 point per 0.04 units in µ.
In Figures 1 and 2, we display results only on r0, 4s for
Higgs and r0, 15s for LZ-inspired for the clear comparison
of details.

For computing the LRS (Eq. 1), we replace ! in the
denominator with an extended parameter space,

r! “ rminp!q ´ 1,maxp!q ` 1s. (A2)

This adjustment mitigates the e”ect of the boundary on
the distribution of the LRS itself, independent of the
method used for critical value estimation. The bound-
ary e”ect arises because Wilks’ theorem, which guaran-
tees that the critical values remain constant across the
parameter space for LRS and large sample sizes (as in
Figure 1 top), only holds for interior points [37, 38]. To
ensure that the likelihood is well defined on µ " 0, we
amend Eq. A1 to express

ppD|µ,ω,εq “

d!

i“1

fpNi; |µωi ` εi|q (A3)

Figure 4. Template 2D histograms for the LZ-inspired
dataset, showing the signal (nuclear recoil, NR; left) and back-
ground (electronic recoil, ER; right). Each histogram has 10
bins along both axes.

with positive rate. The supremum is computed us-
ing scipy’s implementation of the bounded Brent rou-
tine [39].

2. LZ-inspired dataset

We construct a dataset with signal and background
shapes visually similar to those in Fig. 3 of Ref. [3]. Tem-
plate histograms are generated using the nestpy Python
interface (v2.0.4) to the NEST simulator (v2.4.0). The
Lux Run03 detector binding is adapted for this study,
with the default parameter values used to determine the
background electronic recoil (ER) template histogram
and with set values of g1 “ 0.092 and g

gas
1 “ 0.076 for the

signal nuclear recoil (NR) histogram. These values were
chosen to visually match the 40 GeV WIMP signal dis-
tribution in Ref. [3]. The resulting histograms are shown
in Fig. 4. more detailed reproduction of the LZ setup or
the use of o#cial LZ simulation samples is beyond the
scope of this Letter.

Appendix B: Quantile regression

To perform quantile regression, we generate pseudo-
experiments to create a calibration dataset T “

tpµ1,D1q, . . . , pµB ,DBqu according to Eq. A1 from µi „

Unifpr!q, where r! is given by Eq. A2. For a code im-
plementation of the Neyman construction using prob-
abilistic regression along with examples for a range of
test statistics, refer to https://github.com/lee-group-
cmu/lf2i [12].

Signal template

Background template

Simulated to mimic LZ data

Focus now placed at , we want 
to set upper limits  on DM signal

μ = 0

arXiv:2507.17831: Carzon et al (co-led by Ghosh)
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FTS sets better lower bounds even with a focus centred at μ = 0

7

µ˚ LRS FTS, wide FTS, narrow
0.0 4.97 (12.59) 4.25 (10.98) 2.73 (11.14)

Table II. Median upper bound for LZ-inspired experiment (in
units of µ) when there is no signal, µ˚ “ 0, at confidence level
68% (95%). The best result (the lowest median upper bound)
is bold-faced.

µ˚ LRS FTS, wide FTS, narrow
10.0 0.0 (0.0) 2.08 (0.0) 1.60 (0.0)

Table III. Median lower bound for LZ-inspired experiment (in
units of µ) when the signal strength µ˚ “ 10.0, at confidence
level 68% (95%). The best result (the highest median lower
bound) is bold-faced.

Algorithm 1: Estimate critical values Cµ0 for a
level-ω test
Data: test statistic T pD;µq; calibration data

T “ tpµ1, D1q, . . . , pµB , DBqu; quantile
regression estimator; level ω P p0, 1q

Result: estimated critical values pCµ0 for all
µ0 P !

Set rTcal ! H;
for i P t1, . . . , Bu do

Compute test statistic ti ! T pDi;µiq;
rTcal ! rTcal Y tpµi, tiqu;

Use rTcal to learn the conditional quantile function
pCµ “ pF´1

T |µpω|µq via quantile regression of T on µ;

return pCµ0

Appendix C: Upper and lower limits for LZ-inspired
experiment

For the LZ-inspired search, it is interesting to study
the upper limits when there is no signal (i.e. µ

˚
“ 0)

and lower limits when there is a signal (i.e. µ
˚

‰ 0).
Figure 5 compares the upper and lower bounds for these
respective scenarios for LRS and FTS. These results for
the no-signal scenario are summarized in Table II and
results for a scenario where the signal does exist with
µ

˚
“ 10 is summarized in Table III. We find that when

there is no signal, FTS is able to set tighter upper bounds,
and when there is signal, FTS is able to set higher lower
bounds compared to LRS.

Figure 5. Distributions of the upper and the lower bounds
of 68% confidence intervals for the LZ-inspired study, shown
as box plots — the median values are represented by circles
(or stars) with the 25th and 75th percentiles of each distri-
bution connected with a line. LRS (orange) is compared to
FTS with wide focus (blue) over pseudo-experiments across
di!erent values of µ˚ (x-axis). Both the median upper bound
and the median lower bound are closer to the bisector for
FTS than LRS, which is consistent with tighter parameter
constraints.

Upper bounds

Lower bounds

Numbers represent length of confidence intervals for   ( )1σ 2σ

Consistently larger lower bounds if signal exits, smaller 
upper bounds when it doesn’t
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Table II. Median upper bound for LZ-inspired experiment (in
units of µ) when there is no signal, µ˚ “ 0, at confidence level
68% (95%). The best result (the lowest median upper bound)
is bold-faced.

µ˚ LRS FTS, wide FTS, narrow
10.0 0.0 (0.0) 2.08 (0.0) 1.60 (0.0)

Table III. Median lower bound for LZ-inspired experiment (in
units of µ) when the signal strength µ˚ “ 10.0, at confidence
level 68% (95%). The best result (the highest median lower
bound) is bold-faced.

Algorithm 1: Estimate critical values Cµ0 for a
level-ω test
Data: test statistic T pD;µq; calibration data

T “ tpµ1, D1q, . . . , pµB , DBqu; quantile
regression estimator; level ω P p0, 1q

Result: estimated critical values pCµ0 for all
µ0 P !

Set rTcal ! H;
for i P t1, . . . , Bu do

Compute test statistic ti ! T pDi;µiq;
rTcal ! rTcal Y tpµi, tiqu;

Use rTcal to learn the conditional quantile function
pCµ “ pF´1

T |µpω|µq via quantile regression of T on µ;

return pCµ0
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For the LZ-inspired search, it is interesting to study
the upper limits when there is no signal (i.e. µ
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and lower limits when there is a signal (i.e. µ
˚

‰ 0).
Figure 5 compares the upper and lower bounds for these
respective scenarios for LRS and FTS. These results for
the no-signal scenario are summarized in Table II and
results for a scenario where the signal does exist with
µ

˚
“ 10 is summarized in Table III. We find that when

there is no signal, FTS is able to set tighter upper bounds,
and when there is signal, FTS is able to set higher lower
bounds compared to LRS.

Figure 5. Distributions of the upper and the lower bounds
of 68% confidence intervals for the LZ-inspired study, shown
as box plots — the median values are represented by circles
(or stars) with the 25th and 75th percentiles of each distri-
bution connected with a line. LRS (orange) is compared to
FTS with wide focus (blue) over pseudo-experiments across
di!erent values of µ˚ (x-axis). Both the median upper bound
and the median lower bound are closer to the bisector for
FTS than LRS, which is consistent with tighter parameter
constraints.
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µ˚ LRS FTS, wide FTS, narrow
0.0 4.97 (12.59) 4.25 (10.98) 2.73 (11.14)

Table II. Median upper bound for LZ-inspired experiment (in
units of µ) when there is no signal, µ˚ “ 0, at confidence level
68% (95%). The best result (the lowest median upper bound)
is bold-faced.

µ˚ LRS FTS, wide FTS, narrow
10.0 0.0 (0.0) 2.08 (0.0) 1.60 (0.0)

Table III. Median lower bound for LZ-inspired experiment (in
units of µ) when the signal strength µ˚ “ 10.0, at confidence
level 68% (95%). The best result (the highest median lower
bound) is bold-faced.

Algorithm 1: Estimate critical values Cµ0 for a
level-ω test
Data: test statistic T pD;µq; calibration data

T “ tpµ1, D1q, . . . , pµB , DBqu; quantile
regression estimator; level ω P p0, 1q

Result: estimated critical values pCµ0 for all
µ0 P !

Set rTcal ! H;
for i P t1, . . . , Bu do

Compute test statistic ti ! T pDi;µiq;
rTcal ! rTcal Y tpµi, tiqu;

Use rTcal to learn the conditional quantile function
pCµ “ pF´1

T |µpω|µq via quantile regression of T on µ;

return pCµ0

Appendix C: Upper and lower limits for LZ-inspired
experiment

For the LZ-inspired search, it is interesting to study
the upper limits when there is no signal (i.e. µ

˚
“ 0)

and lower limits when there is a signal (i.e. µ
˚

‰ 0).
Figure 5 compares the upper and lower bounds for these
respective scenarios for LRS and FTS. These results for
the no-signal scenario are summarized in Table II and
results for a scenario where the signal does exist with
µ

˚
“ 10 is summarized in Table III. We find that when

there is no signal, FTS is able to set tighter upper bounds,
and when there is signal, FTS is able to set higher lower
bounds compared to LRS.

Figure 5. Distributions of the upper and the lower bounds
of 68% confidence intervals for the LZ-inspired study, shown
as box plots — the median values are represented by circles
(or stars) with the 25th and 75th percentiles of each distri-
bution connected with a line. LRS (orange) is compared to
FTS with wide focus (blue) over pseudo-experiments across
di!erent values of µ˚ (x-axis). Both the median upper bound
and the median lower bound are closer to the bisector for
FTS than LRS, which is consistent with tighter parameter
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Upper bounds when there is no signal:

Lower bounds when there is a signal:

arXiv:2507.17831: Carzon, Ghosh, Izbicki, Lee, et al
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Conclusion

• AI now let’s us  
• Access complete information in our high-dimensional data 
• Question deeply-held beliefs in statistical inference  
• Explore high-dimensional theoretical spaces 

• New statistical methods like FTS particularly useful in low sample size 
regimes, could help us discover new physics from tails of 
distributions! 
• Applications foreseen across neutrino & dark matter experiments!

Figure 1. Concept diagram of how the RL agent interacts with physics software to design theory models to describe neutrino
mixing.

[JR:citations], but without an exhaustive search, it is impossible to know where each model exists in the landscape of possible
models.

RL is well suited to assist in the model building process. While traditional ML techniques will be hampered by the
non-differentiable model landscape, with RL we can design a reward that encourages the agent to find regions of model space
that we define to be good, i.e. where models make quality predictions using few free parameters. Previous work has utilized RL
for exploring theory spaces where the form of the Lagrangian is highly constrained and the necessary calculations are easily
embedded within the RL environment1 [JR:other citations, other explanation of other works]. In this work, we combine the
RL environment with physics software, allowing theorists to use RL to assist in searches of highly complex theory spaces
with combinations of symmetries and highly non-trivial calculations. In order to make this computationally feasible, the
Mathematica package Discrete [JR:citation] was redesigned in Python, allowing easier integration into the Python based RL
environment. With the ability to search combinations of symmetry groups, our Autonomous Model Builder (AMBer) is able to
find models outside of regions searched by physics intuition alone.

We will present three distinct theory spaces that show the power of AMBer to build models: A4 →Z4 with variable number
of flavons, A4 →Zn, where AMBer can alter the dimension of the abelian group, and T19 →Z4, a non-abelian group not yet
explored by physicists. On all three spaces, AMBer is able to find models that minimize the number of free parameters while
providing accurate predictions for neutrino observables. We evaluate the efficacy of the AMBer in finding regions of the theory
space dense with good models. By tracking each component of the reward function, this helps us understand how the agent is
learning and what kind of physics information it is able to encode. Furthermore, we use an auto-encoder to project models into
a latent space as a visualization of the theory space, giving us a sense of the distribution of certain model properties.

We are able to develop AMBer to explore a rich space of theories using the simple approach with an out-of-the-box
PPO algorithm. We conclude by discussing the prospect of implementing AMBer with an LLM better able to represent
relationships in the observation space, and a hierarchical action space. This would allow further scaling of the theory space,
encompassing vastly more complicated combinations of symmetries. We further speculate on the possibility of using RL to
explore state-of-the-art modular symmetries currently studied by neutrino model builders.

This paper is organized as follows. In Section 2, we detail the neutrino model building process on which AMBer is based.
In Section 3, we outline the design of AMBer, the development of PyDiscrete, and their integration. In Section 4, we discuss
visualization and evaluation metrics used to understand the learning trajectory of AMBer and the theory space. In Section 5,
we discuss the performance of AMBer in three different theory spaces. Finally, we conclude with Section 6 on the impact of
AMBer and possiblities for future development.

• theory model building is limited by human time and intuition

• HPCs and AI could accelerate search through unexplored groups and find unintuitive combinations

• non-differentiable problem, need to use RL. RL also gives more flexibility than traditional ML in rewards, so we can
incentivize whatever we want

2/16

Image: Source

Future colliderCurrent collider

Hints in current 
data

Thank you !

https://tikz.net/bsm_tails/
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FTS backup slides
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Introducing a technical bias does not compromise coverage

14 James Carzon et al.: On Focusing Statistical Power for Searches and Measurements in Particle Physics

Fig. 9: Rejection probability functions for the Higgs example. LRS (blue) and FTS-wide (orange) are used to
construct confidence intervals for D1, . . . ,D1,000 → p(D;µ→) for µ→ = 0.5, 1.0, and 4.0 (left, center, right, respectively),
and the resulting proportion of intervals retaining µ is plotted as a function of µ.

Fig. 10: Rejection probability functions for the LZ-inspired example. LRS (blue) and FTS-wide (orange)
are used to construct confidence intervals for D1, . . . ,D1,000 → p(D;µ→) for µ

→ = 0.0, 3.0, and 6.0 (left, center, right,
respectively), and the resulting proportion of intervals retaining µ is plotted as a function of µ. In every case, FTS
provides improved lower and upper bounds as seen in Figure 4.

Bias: FTS could accept some other value of  
more frequently than the true value 

Coverage: CIs have correct local coverage 
because we enforced it by construction 

Any history of biased tests in particle physics?: 
The CLs method 

Even for point estimation in high dimensions, 
one may prefer a low variance estimator over an 
unbiased estimator

μ
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No single observable captures all information in Higgs width study

Optimal observable now changes as a function of µ: Cannot collapse problem to 1 dimension

Δηjj

hal-02971995v3 (p172): Ghosh & Rousseau

Can you spot the green plot?

m4l

(mu=0)
(mu=1)

Signal-background-inference simulations (VBF processes): MG + Pythia+ Delphes

μ=4 indistinguishable from μ=0 
but other observables can break 
the degeneracy ATLAS DRAFT
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Figure 1: Leading order Feynman diagrams for the gluon-fusion 66 ! // ! 4✓ processes. The diagrams define the
effective couplings ^ 5 and ^+ used to define the off-shell Higgs boson production signal strengths.

In gluon-fusion (ggF) production of 66 ! // ! 4✓, the signal component is defined at leading-order76

(LO) in perturbation theory by the absolute value squared of the diagram in Fig 1 (a). This contribution77

scales as ^2
5 ^

2
+ . The background component is defined at LO in perturbation theory by the absolute value78

square of the diagram in Fig 1 (b). This component does not scale with ^ 5 nor with ^+ . The interference79

between the two diagrams scales with ^ 5 ^+ . The interference between the two diagrams is negative, as80

required by unitarity conservation [16]. The same concepts can be generalized for the electroweak (EW)81

production of @@̄ ! // + 2 9 ! 4✓ + 2 9 . In this case, the signal scales as ^4
+ , the interference scales as82

^
2
+ , and the background component does not scale. The LO Feynman diagrams for the production of EW83

@@̄ ! // + 2 9 ! 4✓ are shown in Fig 2.84
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Figure 2: Leading order Feynman diagrams for the electroweak @@̄ ! // + 2 9 ! 4✓ + 2 9 processes. The diagrams
define the effective couplings ^+ used to define the off-shell Higgs boson production signal strengths.

The scaling uniquely defines each component in the ggF and EW production of off-shell Higgs bosons. The85

model used to measure the off-shell Higgs boson produced is then defined as a function of two parameters86

of interest:87

`
ggF
off-shell = ^

2
5 ,off-shell^

2
+ ,off-shell, `

EW
off-shell = ^

4
+ ,off-shell. (1)

where the subscript off-shell indicates that the modifier only affects processes with <� away from the pole88

mass. These signal strengths are used to defined a per-event probability model which is used to interpret89

the collected data. The model is written as:90

January 27, 2024 – 17:54 4
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Why we can summarise data down to a single observable for typical analysis

We want to compare likelihoods: 
p(ℒ |μ)
p(ℒ |μ0)

𝒟(μ |ℒ) = p(ℒ |μ)
Neyman–Pearson lemma: Likelihood ratio is the most powerful test statistic

s(xi) = p(xi |S)
p(xi |S) + p(xi |B)A neural network classifier trained on S vs B, estimates the decision function*:

p(xi |μ)
p(xi |μ = 0) = 1

μ ⋅ νS + νB

μ ⋅ νSp(xi |S) + νBp(xi |B)
p(xi |B) = μ

μ ⋅ νS + νB
⋅ (

Which contains all the information required for the likelihood ratio:

Same observable  is optimal to test all  hypotheses! 
No need to develop separate analysis per hypothesis 

s μ
μ

+νB)s(xi)
1 − s(xi)

* Equal class weights

44

What breaks down?

No longer in this convenient special case: The same observable no longer optimal due to non-linear effects coming from 
quantum interference 

Also does not generalise to an arbitrary theory parameter , (eg. Effective Field Theory parameters), or systematicsθ

Can we modify the HEP statistical methodology to design near-optimal analyse for the general case?

CHAPTER 2. THEORETICAL OVERVIEW

where �g,o�-shell(ŝ) and �V,o�-shell(ŝ) are the o�-shell coupling scale factors associated with the gg � H�

production and the H� � VV decay. Due to the statistically limited sensitivity of the current analysis,
the o�-shell signal strength and coupling scale factors are assumed in the following to be independent
of ŝ in the high-mass region selected by the analysis. The o�-shell Higgs boson signal cannot be treated
independently from the gg � VV background, as sizeable negative interference e�ects appear [7]. The
interference term is proportional to �µo�-shell = �g,o�-shell · �V,o�-shell.

g

g

H
⇤

V

V

t, b

(a)

V

V

g

g

q

(b)

q̄

q V

V

(c)

Figure 1: The leading-order Feynman diagrams for (a) the gg � H� � VV signal, (b) the continuum gg � VV
background and (c) the qq̄� VV background.

In contrast, the cross-section for on-shell Higgs boson production allows a measurement of the signal
strength:

µon-shell �
�gg�H�VV

on-shell

�gg�H�VV
on-shell, SM

=
�2g,on-shell · �2V,on-shell

�H/�SM
H

, (2)

which depends on the total width �H . Assuming identical on-shell and o�-shell Higgs boson coupling
scale factors, the ratio of µo�-shell to µon-shell provides a measurement of the total width of the Higgs boson.
This assumption is particularly relevant to the running of the e�ective coupling �g(ŝ) for the loop-induced
gg � H production process, as it is sensitive to new physics that enters at higher mass scales and could
be probed in the high-mass mVV signal region of this analysis. More details are given in Refs. [12–16].
With the current sensitivity of the analysis, only an upper limit on the total width �H can be determined,
for which the weaker assumption

�2g,on-shell · �2V,on-shell � �2g,o�-shell · �2V,o�-shell , (3)

that the on-shell couplings are no larger than the o�-shell couplings, is su�cient. It is also assumed
that any new physics which modifies the o�-shell signal strength µo�-shell and the o�-shell couplings
�i,o�-shell does not modify the predictions for the backgrounds. Further, neither are there sizeable kinematic
modifications to the o�-shell signal nor new, sizeable signals in the search region of this analysis unrelated
to an enhanced o�-shell signal strength [18, 24].

While higher-order quantum chromodynamics (QCD) and electroweak (EW) corrections are known for
the o�-shell signal process gg � H� � ZZ [25], which are also applicable to gg � H� � WW, no
higher-order QCD calculations are available for the gg� VV background process, which is evaluated at
leading order (LO). Therefore the results are given as a function of the unknown K-factor for the gg� VV
background. QCD corrections for the o�-shell signal processes have only been calculated inclusively in
the jet multiplicity. The experimental analyses are therefore performed inclusively in jet observables and,
the event selections are designed to minimise the dependence on the boost of the VV system, which is
sensitive to the jet multiplicity.
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production and the H� � VV decay. Due to the statistically limited sensitivity of the current analysis,
the o�-shell signal strength and coupling scale factors are assumed in the following to be independent
of ŝ in the high-mass region selected by the analysis. The o�-shell Higgs boson signal cannot be treated
independently from the gg � VV background, as sizeable negative interference e�ects appear [7]. The
interference term is proportional to �µo�-shell = �g,o�-shell · �V,o�-shell.
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Figure 1: The leading-order Feynman diagrams for (a) the gg � H� � VV signal, (b) the continuum gg � VV
background and (c) the qq̄� VV background.

In contrast, the cross-section for on-shell Higgs boson production allows a measurement of the signal
strength:

µon-shell �
�gg�H�VV

on-shell

�gg�H�VV
on-shell, SM

=
�2g,on-shell · �2V,on-shell

�H/�SM
H

, (2)

which depends on the total width �H . Assuming identical on-shell and o�-shell Higgs boson coupling
scale factors, the ratio of µo�-shell to µon-shell provides a measurement of the total width of the Higgs boson.
This assumption is particularly relevant to the running of the e�ective coupling �g(ŝ) for the loop-induced
gg � H production process, as it is sensitive to new physics that enters at higher mass scales and could
be probed in the high-mass mVV signal region of this analysis. More details are given in Refs. [12–16].
With the current sensitivity of the analysis, only an upper limit on the total width �H can be determined,
for which the weaker assumption

�2g,on-shell · �2V,on-shell � �2g,o�-shell · �2V,o�-shell , (3)

that the on-shell couplings are no larger than the o�-shell couplings, is su�cient. It is also assumed
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�i,o�-shell does not modify the predictions for the backgrounds. Further, neither are there sizeable kinematic
modifications to the o�-shell signal nor new, sizeable signals in the search region of this analysis unrelated
to an enhanced o�-shell signal strength [18, 24].

While higher-order quantum chromodynamics (QCD) and electroweak (EW) corrections are known for
the o�-shell signal process gg � H� � ZZ [25], which are also applicable to gg � H� � WW, no
higher-order QCD calculations are available for the gg� VV background process, which is evaluated at
leading order (LO). Therefore the results are given as a function of the unknown K-factor for the gg� VV
background. QCD corrections for the o�-shell signal processes have only been calculated inclusively in
the jet multiplicity. The experimental analyses are therefore performed inclusively in jet observables and,
the event selections are designed to minimise the dependence on the boost of the VV system, which is
sensitive to the jet multiplicity.
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In contrast, the cross-section for on-shell Higgs boson production allows a measurement of the signal
strength:
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which depends on the total width �H . Assuming identical on-shell and o�-shell Higgs boson coupling
scale factors, the ratio of µo�-shell to µon-shell provides a measurement of the total width of the Higgs boson.
This assumption is particularly relevant to the running of the e�ective coupling �g(ŝ) for the loop-induced
gg � H production process, as it is sensitive to new physics that enters at higher mass scales and could
be probed in the high-mass mVV signal region of this analysis. More details are given in Refs. [12–16].
With the current sensitivity of the analysis, only an upper limit on the total width �H can be determined,
for which the weaker assumption

�2g,on-shell · �2V,on-shell � �2g,o�-shell · �2V,o�-shell , (3)

that the on-shell couplings are no larger than the o�-shell couplings, is su�cient. It is also assumed
that any new physics which modifies the o�-shell signal strength µo�-shell and the o�-shell couplings
�i,o�-shell does not modify the predictions for the backgrounds. Further, neither are there sizeable kinematic
modifications to the o�-shell signal nor new, sizeable signals in the search region of this analysis unrelated
to an enhanced o�-shell signal strength [18, 24].

While higher-order quantum chromodynamics (QCD) and electroweak (EW) corrections are known for
the o�-shell signal process gg � H� � ZZ [25], which are also applicable to gg � H� � WW, no
higher-order QCD calculations are available for the gg� VV background process, which is evaluated at
leading order (LO). Therefore the results are given as a function of the unknown K-factor for the gg� VV
background. QCD corrections for the o�-shell signal processes have only been calculated inclusively in
the jet multiplicity. The experimental analyses are therefore performed inclusively in jet observables and,
the event selections are designed to minimise the dependence on the boost of the VV system, which is
sensitive to the jet multiplicity.
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Figure 2.8 – Feynman diagrams of the main contributions to the ZZ production processes: (a) gg

produced signal (Higgs-mediated), (b) gg produced background (interferes with the signal), (c) qq̄

produced dominant background.

that is very di�erent from a naive sum of the two. This is known as quantum interference and556

it carries through also to QFT.557

Usually the signal and background processes either have di�erent initial and/or final state par-558

ticles, or come from disjoint phase spaces, and can therefore be simulated separately. As a559

simplified example, consider the probability of having one particular sample X, denoted P (X)560

(with 0 Æ P (X) Æ 1) is a function of the complex Matrix Elements, Ms(X), Mb(X) (with561

Ms, Mb œ C), for the signal and background process respectively, is given by,562

P (X) = |Ms(X) + Mb(X)|2 = |Ms(X)|2
¸ ˚˙ ˝

Ps(X)

+ |Mb(X)|2
¸ ˚˙ ˝

Pb(X)

+2 Re(Ms(X)Mb(X))
¸ ˚˙ ˝

Pi(X)

. (2.49)

If the third term (Pi(X), where ‘i’ stands for ‘interference’) is insignificant, the signal and563

background contributions can be simulated separately (with Pb(X) and Ps(X)) and simply564

combined (because the combination is linear). However in the gg æ (Hú
æ)ZZ case, both the565

initial and final states of the signal (gg æ H
ú

æ ZZ, Figure 2.8a) and background (gg æ ZZ,566

Figure 2.8b) processes are identical, and the phase spaces overlap, therefore the contribution567

from the mixed term cannot be ignored. To produce physical samples, the two processes must be568

simulated together due to the non-linear contribution from Pi(X). The interference component569

can have a negative contribution to P (X). The individual components of the signal, background570

and the full process can be seen in Figure 2.9, and indeed the interference contribution is negative571

(explicitly shown in Figure 2.10).572

A final interesting point to note is that if the couplings are scaled in such a way as to increase573

the signal contribution by a factor Ô
µ then the corresponding matrix element needs to be scaled574

by Ô
µ so that,575

|Ms(X)|2 æ |
Ô

µ · Ms(X)|2, (2.50)
then the interference component consequently is scaled by the square root of that factor (i.e576
Ô

µ) as,577

Re(Ms(X)Mb(X)) æ Re(Ôµ · Ms(X)Mb(X)), (2.51)
and therefore the full probability becomes578

Pscaled(X) = µ · Ps(X) + Pb(X) + Ô
µ · Pi(X). (2.52)

This will play a crucial role in introducing non-linear e�ects in the yields in Chapter 6 and579

Chapter 7.580

2.3.2 A unique opportunity for o�-shell measurements581

Since the mass of the Higgs is only around 125 GeV, the vector bosons (2mZ ¥ 182 GeV,582

2mW ¥ 160 GeV) and top quarks (2mt ¥ 346 GeV) that contribute to the on-shell Higgs583
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Nexp = μ ⋅ S + B+ μ ⋅ I

Eg. arXiv:1805.00020: Brehmer et al, arXiv:1506.02169: Cranmer et al, PRD 104.056026: Ghosh et al

https://arxiv.org/abs/1805.00020
https://arxiv.org/abs/1506.02169
https://doi.org/10.1103/PhysRevD.104.056026


p(xi |μ1)
p(xi |ref )

=
s(xi)

1 − s(xi)

s(xi) =
p(xi |μ1)

p(xi |μ1) + p(xi |ref )
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High-dimensional density estimation is possible with NNs

We want to compare likelihoods: 
p(𝒟 |μ)

p(𝒟 |ref )

ℒ(μ |𝒟) = p(𝒟 |μ)
Neyman–Pearson lemma: Likelihood ratio is the most powerful test statistic

✴ Optimal statistic to test each value of  
✴ We get the LR per event (unbinned)

μ

A neural network classifier trained on simulated samples from  vs 
simulated samples from , estimates the decision function:

μ1
ref

Which contains all the information required for the likelihood ratio:

Cranmer et al: arXiv:1506.02169

https://arxiv.org/abs/1506.02169
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Profiling:

1 Introduction

t(ω) = →2 ln

(
Lfull(ω, ̂̂ε)/!!!Lref

Lfull(ω̂, ε̂)/!!!Lref

)
. (1)

tµ = →2 ln

(
Lfull(µ, ̂̂ε)/!!!Lref

Lfull(µ̂, ε̂)/!!!Lref

)
. (2)

Its always good to have an introduction, if only to have an example for a section. And
here is an example for a reference from the bibtex file (see [1]). Its also pretty easy to
reference figures (see Figure 1).

Figure 1: Example of how to include a figure. This works with all sorts of formats, eps,
pdf, png.

You also have the option of using colored text, for example this part in blue, this part
in red and this part in green, before going back to black.

1. Everyone loves an enumerated list.

2. If you prefer bulleted lists, see below.

Of course there are always use cases for list with enumerations, and lists with bullets
only, which is why it is useful to have examples of both.

• Everyone loves a bulleted list.

• If you prefer an enumerated list, see above.

3

Figure 8: Values of the log-likelihood test statistic 𝐿𝐿 as a function of signal strength 𝑀, representing only statistical
uncertainties (solid red for NSBI, dashed green for histogram analysis), compared with the values of the profile
log-likelihood ratio, representing both statistical and systematic uncertainties (dash-dotted red for NSBI, dotted green
for histogram analysis), evaluated on Asimov data generated with 𝑀 = 1. The histogram analysis is performed with a
fixed observable, log 𝑁𝑀/𝑁(𝑂 |𝑀 = 1). The two NPs in this study are described in Section 3.3.

8 Conclusions and outlook

While NSBI methods have drawn interest for their potential to dramatically improve the sensitivity of
key analyses at the LHC, several open questions have remained regarding their application in a full-scale
LHC analysis. This work develops the necessary tools and concepts required to have a complete statistical
framework for NSBI at the LHC and addresses these open questions. The power and feasibility of the
method are assessed through an example use case: a simplified measurement of the o!-shell Higgs
boson couplings in the four-lepton final states. This is an analysis with destructive quantum interference
between the signal and background processes, which makes the likelihood model non-linear in the signal
strength parameter and benefits from the power of NSBI methods. Comparisons with two histogram-based
methods illustrate the gains from the unbinned and parametrized nature of the NSBI method. Since this
demonstration was performed on a simplified version of the analysis that does not include all the relevant
physics processes and systematic uncertainties, the expected sensitivity shown does not reflect the expected
sensitivity of the full physics result.

The framework extends the standard statistical methodology employed at the LHC, transitioning to an
unbinned, multi-dimensional setting, capable of accommodating a large number of systematic uncertainties.
The paper also provides a list of diagnostics that can be used to understand and validate the performance of
the neural network classifiers and describes a method to build a robust test statistic needed for hypothesis
tests. It also describes the procedure to construct confidence intervals for unbinned analyses such as those
using NSBI. Computational challenges in evaluating and analyzing the test statistic are overcome with the
use of auto-di!erentiation techniques, which help profiling and computing of pulls and impacts.
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Narrower is better 

Rate term Constrain term

Prod over events

Now includes nuisances α

This is why we define  to be independent of pref μ

ATLAS DRAFT

to validate these networks, although they can be less illuminating if the systematic variation is very small397

(leading to 𝐿(𝑀𝐿) → 0.5).398

NSBI not only constructs a more sensitive analysis in the entire phase space of 𝑁, but also in the space of399

𝑂 [33]. As with histogram analyses, it is important to ensure that an NSBI analysis does not overconstrain a400

nuisance parameter. This might indicate that the modelling of the systematic uncertainty is oversimplified401

or the fit is exploiting aspects of the systematic uncertainty model that are not known well, for instance402

in the case of two-point theory uncertainties [34]. Such challenges are often discussed in the context of403

modelmisspecification in ML literature. An analysis of the pulls on the nuisance parameters and impacts404

(described further in Section 5.4), and the use of alternative modelling of the systematic uncertainties (such405

as splitting the nuisance parameter into independent sub-components) can reveal such issues, or the use of406

more recently developed methods to analyse the e!ect of systematic uncertainties [35].407

5.2 The profile log-likelihood ratio408

The full test statistic based on a profile log-likelihood ratio [36] can be constructed from Eq. 16 by409

considering all events in the observed data, adding a Poisson term corresponding to the total rate and410

Gaussian constraint factors for the nuisance parameters. If 𝑃data is the number of events in observed data411

D,412

𝑄full(𝑁, 𝑂 |D)

𝑄ref(D)
= Pois(𝑃data |𝑅(𝑁, 𝑂))

𝑀data∏
𝐿

𝑆(𝑀𝐿 |𝑁, 𝑂)

𝑆ref(𝑀𝐿)

∏
𝑁

Gaus(𝑇𝑁 |𝑂𝑁 , 𝑈𝑁), (17)

where the global observables 𝑇𝑁 and 𝑈𝑁 are the values of the auxiliary measurements and their associated413

uncertainty, which are used to constraint the source of systematic uncertainty associated with the nuisance414

parameter 𝑂𝑁 . 𝑄ref(D) =
∏

𝑀data
𝐿

𝑆ref(𝑀𝐿).415

If the nuisance parameter is unconstrained, the corresponding constraint factor is suppressed. An important416

case of unconstrained nuisance parameters are data-driven normalisation parameters.417

The profiling step involves an unconditional and a conditional maximum likelihood estimation of Eq. 17418

(keeping the dependence on D implicit),419

(𝑁, 𝑂̂) = argmax
𝑂,𝑃

𝑄full(𝑁, 𝑂)

𝑄ref
420

̂̂
𝑂(𝑁) = argmax

𝑃

𝑄full(𝑁, 𝑂)

𝑄ref
.421

Note that since 𝑄ref has been defined without any dependence on 𝑁 or 𝑂, it does not a!ect the position422

of the maxima. The test statistic is constructed by taking the ratio of Eq. 17 at these two points. The423

dependency on 𝑄ref cancels out and the traditional profile log-likelihood ratio is recovered,424

𝑉𝑂 = ↑2 ln

(
𝑄full(𝑁, ̂̂𝑂(𝑁))
𝑄full(𝑁, 𝑂̂)

)
. (18)
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Non-parabolic shape due to non-linear effects from quantum interference

 is one individual eventxi

ATLAS methods paper: arXiv:2412.01600 

https://arxiv.org/abs/2412.01600
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Unreliable simulator?

• Training data can come from control regions in ‘likelihood-free inference’ ! 
• Port the usual data-driven background estimation techniques eg. in any HH analyses

Figure 1: Distributions of the signal (red) and background in the sideband region (blue)

and signal regions (green). In the top plot the dashed red lines denote the boundaries of

the signal region defined by mωω . The distributions of background events in the signal and

sideband regions are seen to be similar but with visible di!erences, which will be learned

by the interpolation aspect of the HI-SIGMA approach.

– 11 –

arXiv:2506.06438: Amram & Szewc

https://arxiv.org/abs/2506.06438
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Where would you want to use NSBI?

• If you’re annoyed by non-linear effects due to quantum interference 

• Effective field theory: 
• Highly non-linear with parameters of interest 
• But challenging to train networks on subtle differences in phase space! 
• Brehmer et al (PRD 98.052004) show that you can use matrix-element information to enhance 

training. But ME typically not available for background processes 
• Tae Park designed a way to combine both (arXiv:2507.02032), shown for Higgs self-coupling

15

Figure 5: Illustration of some key concepts with a one-dimensional Gaussian toy example. Left:
classifiers trained to distinguish two sets of events generated from different hypotheses (green dots)
converge to an optimal decision function s(x|✓0, ✓1) (in red) given in Eq. (17). This lets us extract
the likelihood ratio. Right: regression on the joint likelihood ratios r(xe, ze|✓0, ✓1) of the simulated

events (green dots) converges to the likelihood ratio r(x|✓0, ✓1) (red line).

2. Particle-physics structure

As we have argued in Sec. II C, particle physics processes have a specific structure that allow
us to extract additional information. Most processes satisfy the factorization of Eq. (2) with a
tractable parton-level likelihood p(z|✓). The generators do not only provide samples {xe}, but
also the corresponding parton-level momenta (latent variables) {ze} with (xe, ze) ⇠ p(x, z|✓0). By
evaluating the matrix elements at the generated momenta ze for different hypotheses ✓0 and ✓1,
we can extract the parton-level likelihood ratio p(ze|✓0)/p(ze|✓1). Since the distribution of x is
conditionally independent of the theory parameters, this is the same as the joint likelihood ratio

r(xe, zall e|✓0, ✓1) ⌘
p(xe, zdetector e, zshower e, ze|✓0)

p(xe, zdetector e, zshower e, ze|✓1)

=
p(xe|zdetector e)

p(xe|zdetector e)

p(zdetector e|zshower e)

p(zdetector e|zshower e)

p(zshower e|ze)

p(zshower e|ze)

p(ze|✓0)

p(ze|✓1)

=
p(ze|✓0)

p(ze|✓1)
. (19)

So while we cannot directly evaluate the likelihood ratio at the level of measured observables
r(x|✓0, ✓1), we can calculate the likelihood ratio for a generated event conditional on the latent
parton-level momenta.

The same is true for the score, i. e. the tangent vectors or relative change of the (log) likelihood
under infinitesimal changes of the parameters of interest. While the score t(xe|✓0) = r✓ log p(x|✓)|✓0
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Figure 5: Illustration of some key concepts with a one-dimensional Gaussian toy example. Left:
classifiers trained to distinguish two sets of events generated from different hypotheses (green dots)
converge to an optimal decision function s(x|✓0, ✓1) (in red) given in Eq. (17). This lets us extract
the likelihood ratio. Right: regression on the joint likelihood ratios r(xe, ze|✓0, ✓1) of the simulated

events (green dots) converges to the likelihood ratio r(x|✓0, ✓1) (red line).

2. Particle-physics structure

As we have argued in Sec. II C, particle physics processes have a specific structure that allow
us to extract additional information. Most processes satisfy the factorization of Eq. (2) with a
tractable parton-level likelihood p(z|✓). The generators do not only provide samples {xe}, but
also the corresponding parton-level momenta (latent variables) {ze} with (xe, ze) ⇠ p(x, z|✓0). By
evaluating the matrix elements at the generated momenta ze for different hypotheses ✓0 and ✓1,
we can extract the parton-level likelihood ratio p(ze|✓0)/p(ze|✓1). Since the distribution of x is
conditionally independent of the theory parameters, this is the same as the joint likelihood ratio

r(xe, zall e|✓0, ✓1) ⌘
p(xe, zdetector e, zshower e, ze|✓0)

p(xe, zdetector e, zshower e, ze|✓1)

=
p(xe|zdetector e)

p(xe|zdetector e)
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p(zshower e|ze)

p(zshower e|ze)

p(ze|✓0)

p(ze|✓1)

=
p(ze|✓0)

p(ze|✓1)
. (19)

So while we cannot directly evaluate the likelihood ratio at the level of measured observables
r(x|✓0, ✓1), we can calculate the likelihood ratio for a generated event conditional on the latent
parton-level momenta.

The same is true for the score, i. e. the tangent vectors or relative change of the (log) likelihood
under infinitesimal changes of the parameters of interest. While the score t(xe|✓0) = r✓ log p(x|✓)|✓0

Change the learning task

Labels

Function to learn

ME regression

ME approach for 
 EFTggF

Classifier approach 
for   bkgqq̄

Full LR for pp

https://journals.aps.org/prd/abstract/10.1103/PhysRevD.98.052004
https://arxiv.org/abs/2507.02032
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NSBI for Higgs self-coupling

Can be probed in off-shell single Higgs channel
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Fig. 3: Representative Feynman diagrams con-
tributing at the two-loop level to the process gg →
h
→ → ZZ. The black boxes indicate insertions of

the operator QH given in (2).

bare Higgs self-energy being the sole momentum-
dependent correction of this kind. This contrasts
with on-shell Higgs processes, where each exter-
nal Higgs leg is accompanied by a corresponding
wave-function renormalization factor.

The contributions arising from insertions of
the operators QtH and QHG in (2) are shown
in Figure 4. These e!ects enter at the one-loop and
tree level, respectively. The corresponding ampli-
tudes can be directly derived from the top-quark
contribution to gg → h

→ → ZZ within the SM and
the associated expression in the limit of infinitely
heavy top-quark mass. This conclusion is a direct
consequence of (3) and (4).

In order to predict pp → ZZ, we have mod-
ified the MC generator MCFM 10.3 [44]. Out of
the box, this code includes all the SM ampli-
tudes described above and shown in Figure 1.
The SM corrections are augmented by the scatter-
ing amplitudes corresponding to the contributions
illustrated in Figures 3 and 4. The modified
code is thus capable of computing arbitrary dif-
ferential distributions for the full pp → ZZ

g

g

Z

Z

t

t

t

h

g

g

Z

Z

h

Fig. 4: Illustrative Feynman diagrams for gg →
h
→ → ZZ, showing contributions from the oper-

ators QtH (top panel) and QHG (bottom panel).
Operator insertions are marked with black boxes.

process, including corrections arising from the
Wilson coe"cients CH , CtH , and CHG. We have
also implemented an interface that enables the
computation of the various squared matrix ele-
ments (MEs) used as input for our NSBI analy-
sis. Our new BSM implementation of the e!ects
involving the Wilson coe"cient CH has been suc-
cessfully validated against the original MCFM 8.0

implementation presented in [26], as well as the
MCFM 7.0 implementation integrated within the
JHUGen MELA framework [45].

3.2 Kinematic distributions
Throughout our analysis, we adopt the fol-
lowing input parameters: GF = 1/(

↑
2v2) =

1.166379 · 10↑5 GeV↑2, mW = 80.37GeV, mZ =
91.188GeV, and mh = 125.2GeV [46]. The elec-
tromagnetic coupling constant ω and the square
of the sine of the weak mixing angle sin2 εw are
computed using the GF scheme [47]. For the
top and bottom quark masses, we use mt =
166GeV, and mb = 2.8GeV, corresponding to
MS masses evaluated at the Higgs mass. The
presented spectra correspond to pp collisions at↑
s = 14TeV with an integrated luminosity of

3 ab↑1, using the NNPDF40_nlo_as_01180 parton
distribution functions (PDFs) [48]. The renormal-
ization and factorization scales are dynamically

5

arXiv:2507.02032: Ghosh, Griese, Haisch & Park
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the results for the 4ε and 2ε2ϑ final states, as
well as their combination, respectively, in the
gg ↑ (h→ ↑)ZZ channel. The lower panel
displays the combined result from both final
states. In each panel, constraints from a parton-
level analysis (dotted lines), a rate-only measure-
ment (dashed lines), and the NSBI analysis (solid
lines) are shown.

when simultaneously analyzing multiple Wilson
coe!cients in a combined Higgs physics analysis.

5.3 Constraints based on NSBI
analysis of pp → ZZ

Figure 12 presents the best-fit values ĈH along
with the ±1ϖ and ±2ϖ CL intervals as a function
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1Fig. 12: The best-fit values ĈH along with the
±1ϖ and ±2ϖ CL intervals as a function of the
true CH , using Asimov datasets generated in the
range →20 to +20. Results from the NSBI and
rate-only analyses are represented by the blue and
gray curves, respectively.

of the true CH , using Asimov datasets generated
in the range →20 to +20. The displayed results
are obtained from the NSBI analysis of the full
pp ↑ ZZ process. In Figure 13, the constraints
derived from the NSBI analysis of the pp ↑ ZZ

process are shown in the three parameter planes
formed by pairs of the Wilson coe!cients CH ,
CtH , and CHG, as defined in (2). The results
shown in both figures are based on pp collisions
at

↓
s = 14TeV with an integrated luminosity of

3 ab↑1. To evaluate the enhancement o"ered by
the NSBI analysis relative to rate-only measure-
ments, the corresponding rate-only constraints are
also included for comparison. In each panel, the
Wilson coe!cient not shown is set to zero, and
all dimension-six SMEFT contributions assume a
common suppression scale of ! = 1TeV.

Compared to Figure 11, Figure 12 shows a
notable reduction in constraining power for an
assumed Asimov value of CH = 0, primarily
due to the substantial contamination from CH -
independent qq̄ ↑ ZZ events in the signal region
of the analysis. Consequently, the NSBI analy-
sis provides only a modest improvement over the
rate-only measurement in constraining the Wilson
coe!cient, CH , or equivalent, ϱω. At the HL-
LHC, we project a 2ϖ CL constraint of →43.5 <
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observable in histogram-based signal strength measurements. However, this solution only works for such158

linear problems, and Section 2.2 will develop a more general framework to build a test statistic analytically159

from the output of a few classifiers. The quality of a test statistic is reliant on how well a classifier learns to160

estimate the decision function in Eq. 2. The rest of this section will describe a method to factorise the161

problem of estimating likelihood ratios into a set of simpler estimation tasks and improve the robustness of162

the estimation.163

2.2 Factorisation into a search-oriented mixture model164

When the hypotheses being tested can be decomposed into mixtures of several components, the learning165

task can be factorised into a series of simpler classification tasks [7]. Further, if the only free parameters166

to be measured can be written as coe!cients of the mixture model, the individual classifiers no longer167

need to be parameterised in the parameter(s) of interest (e.g. a signal strength 𝐿), since the relation is168

explicitly known. This reduces the burden of validating the interpolation capabilities of the likelihood169

ratio estimation over the entire theory parameter space, to simply validating the performance of the small170

number of classifiers. If every classifier is well-trained and well-calibrated, then their combination too may171

be expected to remain well-behaved, although this must be explicitly verified.172

For an LHC analysis, this decomposition can use di"erent physics processes that give rise to the same final173

state, each with a coe!cient that is some function of the parameter of interest. If the decomposition is into174

𝑀 di"erent components, representing di"erent physics processes,175

𝑁(𝑂𝐿 |𝐿) =
1

𝑃(𝐿)

𝑀∑
𝑁

𝑄 𝑁 (𝐿) · 𝑃 𝑁 𝑁 𝑁 (𝑂𝐿), (8)

where 𝑁 𝑁 (𝑂𝐿) is the probability density for the event 𝑂𝐿 correspeonding to the process 𝑅 , and 𝑃 𝑁 the inclusive176

rate for that process are defined with 𝐿 at the Standard Model value. The full dependence on 𝐿 can be177

captured using only the coe!cients 𝑄 𝑁 (𝐿) and the total rate 𝑃(𝐿). Such a decomposition is possible for a178

wide range of LHC analyses where the coe!cients 𝑄 𝑁 (𝐿) are known from theory2 [4]. These coe!cients are179

also used together with the inclusive rates (estimated from simulations) for each process (𝑃 𝑁) to determine180

𝑃(𝐿) =
∑

𝑄 𝑁 (𝐿) · 𝑃 𝑁 . Here 𝐿 could represent multiple theory parameters, and this formalism accommodates181

multiple independent parameters of interest. Further, while the factorisation of the task into individual182

physics processes can always be made, if the dependence on the parameter of interest is not analytically183

known, a parameterised network can be trained instead to estimate terms corresponding to 𝑁 𝑁 (𝑂𝐿 |𝐿) [7] in184

the following formalism. This paper defines a search-oriented mixture model, which is the probability185

density ratio between a hypothesis and a reference,186

𝑁(𝑂𝐿 |𝐿)

𝑁ref(𝑂𝐿)
=

1
𝑃(𝐿)

𝑀∑
𝑁

𝑄 𝑁 (𝐿) · 𝑃 𝑁

𝑁 𝑁 (𝑂𝐿)

𝑁ref(𝑂𝐿)
, (9)

expressed using only a finite number of 𝐿-independent density ratios, 𝑁 𝑁 (𝑂𝐿)/𝑁ref(𝑂𝐿). While there is a187

freedom to make any choice for the reference, this paper defines it as a combination of signal processes,188

𝑁ref(𝑂𝐿) =
1∑
𝑂
𝑃𝑂

𝑀signals∑
𝑂

𝑃𝑂 𝑁𝑂 (𝑂𝐿), (10)

2 Such a decomposition is possible for signal strength measurements but may not be possible for other measurements, such as
mass measurement.
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space can guide decisions about neural network architecture optimisation and data pre-processing. Such195

iterative optimisation is essential to achieve a high level of accuracy in likelihood-ratio estimation. Since196

the ensembles are trained on bootstrapped samples, it is natural to use the spread in their predictions to197

quantify the uncertainty due to the limited training data.198

3 Example use case: ggF Off-shell Higgs Production199

The developed NSBI framework is demonstrated using a subset of simulated samples originally generated200

for an off-shell Higgs signal strength measurement in the � ! // ! 4✓ decay channel. The full context201

of the analysis is described in Ref. [7], and only the details relevant for NSBI will be summarised below.202

Only a subset of the physics processes and systematic uncertainties from the original analysis are considered203

for this demonstration.204

When the quantum interference is negligible, a single observable that optimally separates signal from205

background contains all the information necessary to perform optimal hypothesis tests over the full range206

of signal strength values (see Eq. 5). However, this is no longer true when quantum interference cannot be207

ignored, and therefore does not apply to the off-shell Higgs analysis, where there is considerable destructive208

quantum interference between the signal and background processes. In this case, the impact of the signal209

strength ` on the probability model is non-linear, as will be described below, and Ref. [2] proposes the use210

of NSBI to fully account for these non-linear effects.211

The analysis by ATLAS in Ref. [7] included simulated samples from 66 ! � ! // ! 4✓ signal-only212

(S) production, 66 ! // ! 4✓ background-only (B) production, and the combined simulation including213

interference effects 66 ! (�) ! // ! 4✓ (SBI1, where the subscript indicates that ` was set to 1 for214

the simulation). These processes from the gluon-gluon fusion (ggF) production channel will be re-used215

for the demonstrations in this paper. In principle a coupling modifier parameter that scales the signal216

amplitude could be a complex number, which would lead to a phase contributing to the interference term217

in the cross-section computation. This would require the measurement of two independent parameters218

of interest, which can be done with NSBI. In this analysis however, the modifier p` is assumed to be a219

positive real number, and therefore only the inference of one parameter of interest ` is required. The full220

ggF probability model can be expressed as221

?ggF(G |`) =
1

aggF(`)

⇥
(` �

p
`) a( ?S(G) +

p
` aSBI1 ?SBI1 (G) + (1 �

p
`)aB ?B(G)

⇤
, (9)

where aggF(`) = (` �
p
`) a( +

p
` aSBI1 + (1 �

p
`)aB. The contribution from the interference (I) is222

represented using ?I = ?SBI1 � ?B � ?S, and it is the inference effects that introduce the non-linearity in `.223

For simplicity, the ggF subscripts will be suppressed henceforth. The definition for the reference in Eq. 8224

leads to ?ref = ?S for this example, and the search oriented mixture model from Eq. 7 becomes225

?(G |`)

?S(G)
=

1
a(`)


(` �

p
`) a( +

p
` aSBI1

?SBI1 (G)

?S(G)
+ (1 �

p
`)aB

?B(G)

?S(G)

�
. (10)

This can be constructed using two ensembles, the first to estimate ?SBI1 (G)/?S(G) and the second226

?B(G)/?S(G). The event section strategy follows to Ref. [7], and uses in addition a multi-variate-analysis-227

based discriminant, similar to the discriminant used in that analysis, to define the signal and control regions.228

The rest of this section will describe input features and architecture for the ensemble of networks trained229

for these tasks, and the systematics model considered in this demonstration.230
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space can guide decisions about neural network architecture optimisation and data pre-processing. Such195

iterative optimisation is essential to achieve a high level of accuracy in likelihood-ratio estimation. Since196

the ensembles are trained on bootstrapped samples, it is natural to use the spread in their predictions to197

quantify the uncertainty due to the limited training data.198

3 Example use case: ggF Off-shell Higgs Production199

The developed NSBI framework is demonstrated using a subset of simulated samples originally generated200

for an off-shell Higgs signal strength measurement in the � ! // ! 4✓ decay channel. The full context201

of the analysis is described in Ref. [7], and only the details relevant for NSBI will be summarised below.202

Only a subset of the physics processes and systematic uncertainties from the original analysis are considered203

for this demonstration.204

When the quantum interference is negligible, a single observable that optimally separates signal from205

background contains all the information necessary to perform optimal hypothesis tests over the full range206

of signal strength values (see Eq. 5). However, this is no longer true when quantum interference cannot be207

ignored, and therefore does not apply to the off-shell Higgs analysis, where there is considerable destructive208

quantum interference between the signal and background processes. In this case, the impact of the signal209

strength ` on the probability model is non-linear, as will be described below, and Ref. [2] proposes the use210

of NSBI to fully account for these non-linear effects.211

The analysis by ATLAS in Ref. [7] included simulated samples from 66 ! � ! // ! 4✓ signal-only212

(S) production, 66 ! // ! 4✓ background-only (B) production, and the combined simulation including213

interference effects 66 ! (�) ! // ! 4✓ (SBI1, where the subscript indicates that ` was set to 1 for214

the simulation). These processes from the gluon-gluon fusion (ggF) production channel will be re-used215

for the demonstrations in this paper. In principle a coupling modifier parameter that scales the signal216

amplitude could be a complex number, which would lead to a phase contributing to the interference term217

in the cross-section computation. This would require the measurement of two independent parameters218

of interest, which can be done with NSBI. In this analysis however, the modifier p` is assumed to be a219

positive real number, and therefore only the inference of one parameter of interest ` is required. The full220

ggF probability model can be expressed as221

?ggF(G |`) =
1

aggF(`)

⇥
(` �

p
`) a( ?S(G) +

p
` aSBI1 ?SBI1 (G) + (1 �

p
`)aB ?B(G)

⇤
, (9)

where aggF(`) = (` �
p
`) a( +

p
` aSBI1 + (1 �

p
`)aB. The contribution from the interference (I) is222

represented using ?I = ?SBI1 � ?B � ?S, and it is the inference effects that introduce the non-linearity in `.223

For simplicity, the ggF subscripts will be suppressed henceforth. The definition for the reference in Eq. 8224

leads to ?ref = ?S for this example, and the search oriented mixture model from Eq. 7 becomes225
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This can be constructed using two ensembles, the first to estimate ?SBI1 (G)/?S(G) and the second226

?B(G)/?S(G). The event section strategy follows to Ref. [7], and uses in addition a multi-variate-analysis-227

based discriminant, similar to the discriminant used in that analysis, to define the signal and control regions.228

The rest of this section will describe input features and architecture for the ensemble of networks trained229

for these tasks, and the systematics model considered in this demonstration.230
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observable in histogram-based signal strength measurements. However, this solution only works for such158

linear problems, and Section 2.2 will develop a more general framework to build a test statistic analytically159

from the output of a few classifiers. The quality of a test statistic is reliant on how well a classifier learns to160

estimate the decision function in Eq. 2. The rest of this section will describe a method to factorise the161

problem of estimating likelihood ratios into a set of simpler estimation tasks and improve the robustness of162

the estimation.163

2.2 Factorisation into a search-oriented mixture model164

When the hypotheses being tested can be decomposed into mixtures of several components, the learning165

task can be factorised into a series of simpler classification tasks [7]. Further, if the only free parameters166

to be measured can be written as coe!cients of the mixture model, the individual classifiers no longer167

need to be parameterised in the parameter(s) of interest (e.g. a signal strength 𝐿), since the relation is168

explicitly known. This reduces the burden of validating the interpolation capabilities of the likelihood169

ratio estimation over the entire theory parameter space, to simply validating the performance of the small170

number of classifiers. If every classifier is well-trained and well-calibrated, then their combination too may171

be expected to remain well-behaved, although this must be explicitly verified.172

For an LHC analysis, this decomposition can use di"erent physics processes that give rise to the same final173

state, each with a coe!cient that is some function of the parameter of interest. If the decomposition is into174

𝑀 di"erent components, representing di"erent physics processes,175

𝑁(𝑂𝐿 |𝐿) =
1

𝑃(𝐿)

𝑀∑
𝑁

𝑄 𝑁 (𝐿) · 𝑃 𝑁 𝑁 𝑁 (𝑂𝐿), (8)

where 𝑁 𝑁 (𝑂𝐿) is the probability density for the event 𝑂𝐿 correspeonding to the process 𝑅 , and 𝑃 𝑁 the inclusive176

rate for that process are defined with 𝐿 at the Standard Model value. The full dependence on 𝐿 can be177

captured using only the coe!cients 𝑄 𝑁 (𝐿) and the total rate 𝑃(𝐿). Such a decomposition is possible for a178

wide range of LHC analyses where the coe!cients 𝑄 𝑁 (𝐿) are known from theory2 [4]. These coe!cients are179

also used together with the inclusive rates (estimated from simulations) for each process (𝑃 𝑁) to determine180

𝑃(𝐿) =
∑

𝑄 𝑁 (𝐿) · 𝑃 𝑁 . Here 𝐿 could represent multiple theory parameters, and this formalism accommodates181

multiple independent parameters of interest. Further, while the factorisation of the task into individual182

physics processes can always be made, if the dependence on the parameter of interest is not analytically183

known, a parameterised network can be trained instead to estimate terms corresponding to 𝑁 𝑁 (𝑂𝐿 |𝐿) [7] in184

the following formalism. This paper defines a search-oriented mixture model, which is the probability185

density ratio between a hypothesis and a reference,186

𝑁(𝑂𝐿 |𝐿)

𝑁ref(𝑂𝐿)
=

1
𝑃(𝐿)

𝑀∑
𝑁

𝑄 𝑁 (𝐿) · 𝑃 𝑁

𝑁 𝑁 (𝑂𝐿)

𝑁ref(𝑂𝐿)
, (9)

expressed using only a finite number of 𝐿-independent density ratios, 𝑁 𝑁 (𝑂𝐿)/𝑁ref(𝑂𝐿). While there is a187

freedom to make any choice for the reference, this paper defines it as a combination of signal processes,188

𝑁ref(𝑂𝐿) =
1∑
𝑂
𝑃𝑂

𝑀signals∑
𝑂

𝑃𝑂 𝑁𝑂 (𝑂𝐿), (10)

2 Such a decomposition is possible for signal strength measurements but may not be possible for other measurements, such as
mass measurement.
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(a) (b)

Figure 7: Comparison between the NN-based and histogram-based estimate of the density ratio 𝐿(𝑀 |𝑁o!-shell)/𝐿ref (𝑀)
for (a) 𝑁o!-shell = 0.3 and (b) 𝑁o!-shell = 1.7. The comparison is done as a function of log [𝐿(𝑀 |𝑁o!-shell)/𝐿ref (𝑀)]
to separate the comparison for events that are very signal-like and reference-like. The lower panels show the pull,
defined as the di!erence between the NN and MC-based estimate divided by the statistical uncertainty due to the
finite number of MC events. The error bars indicate the uncertainty due to the finite number of simulated events in
the histogram-based estimate of the density ratio.

Comparisons between distributions estimated directly from an Asimov sample with a known value of
𝑁o!-shell with those obtained through reweighting of an Asimov sample with a di!erent value of 𝑁o!-shell
allows to test for possible bias in di!erent regions of phase space. This test is demonstrated in Figure 8
where histograms of distributions of 𝑂pre(𝑀) obtained from high-statistics Asimov samples with signal
strengths 𝑁o!-shell = 0.3 and 1.7 are compared with the same distributions obtained through reweighting of
a SM (𝑁o!-shell = 1.0) Asimov sample. The results shown in Figures 7 and 8 indicate that the NNs are
trained with low bias and low variance. A separate multidimensional test is performed by training a second
NN to discriminate between an Asimov sample with known 𝑁o!-shell and another sample obtained from
reweighting the reference sample with 𝐿(𝑀 |𝑁o!-shell)/𝐿ref(𝑀). No discriminating power is observed in this
second NN, which indicates that it cannot distinguish between the original and reweighted samples, and
that no significant biases in the estimate of the density ratios are present. The multidimensional test probes
a limited range of the complete phase space and only confirms what thorough reweighting tests performed
with many di!erent observables already show.

6.3 Systematic uncertainties

Systematic uncertainties include experimental uncertainties in the reconstructed objects and modeling
uncertainties in the simulated samples. The systematic uncertainty model follows closely that reported in
Ref. [17] and only a summary is presented here. Modeling uncertainties and uncertainties in the jet energy
scale and resolution dominate the systematic uncertainty of the measurement. Jet-related observables used
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(a) (b)

Figure 7: The sum of log density-ratios →2 log(𝐿(𝑀𝐿 |𝑁↑)/𝐿(𝑀𝐿 | 𝑁̂)) for events from an Asimov sample in bins of 𝑂4𝑀 .
The sum profile is shown for (a) a hypothesis 𝑁↑ = 0.5 and (b) a hypothesis 𝑁↑ = 1.5. This represents the per-event
contribution to the test statistic for a given hypothesis, as a function of 𝑂4𝑀 . Events in regions with the sum di!erent
than zero provide information to discriminate between the two hypotheses, 𝑁↑ and 𝑁, while regions with the sum
close to zero do not impact the expected sensitivity of the result. The very high-mass region (𝑂4𝑀 > 750 GeV) is
equally consistent with both hypotheses and provides no additional sensitivity.

An additional tool to interpret the results is shown in Figure 7, where the per-event contribution to the
test statistic, →2 log(𝐿(𝑀𝐿 |𝑁↑)/𝐿(𝑀𝐿 |𝑁)), is summed over events from an Asimov sample in bins of 𝑂4𝑀 .
The profile is shown for two di!erent hypotheses 𝑁

↑ = 0.5 and 𝑁
↑ = 1.5. Events in regions with the

sum di!erent than 0 provide information to discriminate between the two hypotheses, 𝑁↑ and 𝑁, while
regions with the sum close to zero do not impact the expected sensitivity of the result. However, these
one-dimensional distributions marginalize over the rest of the high-dimensional phase space. A region
with sum close to zero may result from large cancellations in other dimensions, and a single distribution
may not be enough to draw conclusions about a high-dimensional analysis.

7.2 Impact of systematic uncertainties

The systematic uncertainties considered in this demonstration are described in Section 3.3, and their impact
is taken into account following the formalism developed in Section 5. The 𝑃 𝑁 (𝑀𝐿 , 𝑄𝑂) term in Eq. (17)
accounts for the impact on the shape of the distributions and the 𝑅 𝑁 (𝑄𝑂) term accounts for the impact on the
inclusive rate. The interpolation functions used are described in Appendix A. In the case of uncertainties
that a!ect the inclusive rate, but not the shape of distributions, the term 𝑃 𝑁 (𝑀𝐿 , 𝑄𝑂) in Eq. (17) is fixed
to 1 over the full range of 𝑄𝑂 . The profile (log-)likelihood is shown in Figure 8 and compared with a
histogram analysis using the Ofixed observable. The systematic uncertainties reduce the sensitivity of the
measurement, as is expected.
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(a) (b)

(c) (d)

Figure 1: One-dimensional reweight closure diagnostic with 𝐿4𝐿 (a) between the S and SBI1 samples and (b) between
the S and B samples. The same diagnostics, using a high-level observable that represents the squared matrix-element
for the 𝑀𝑀 → 𝑁 → 𝑂𝑂 → 4𝑃 process from reconstructed quantities computed using MCFM [32] (c) between the S
and SBI1 samples and (d) between the S and B samples. The first diagnostic is an example for an observable directly
used in the network training, the second diagnostics is an example of the network’s ability to learn high-level physics
observables that are not used directly for training. The original reference sample (dotted blue line), is reweighted
(solid orange line) using the likelihood ratio estimated with ensembles of NNs to match the target (dashed green line).
The lower panels show the ratio of the reweighted reference sample and the original sample.
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Figure 1: One-dimensional reweight closure diagnostic with 𝐿4𝐿 (a) between the S and SBI1 samples and (b) between
the S and B samples. The same diagnostics, using a high-level observable that represents the squared matrix-element
for the 𝑀𝑀 → 𝑁 → 𝑂𝑂 → 4𝑃 process from reconstructed quantities computed using MCFM [32] (c) between the S
and SBI1 samples and (d) between the S and B samples. The first diagnostic is an example for an observable directly
used in the network training, the second diagnostics is an example of the network’s ability to learn high-level physics
observables that are not used directly for training. The original reference sample (dotted blue line), is reweighted
(solid orange line) using the likelihood ratio estimated with ensembles of NNs to match the target (dashed green line).
The lower panels show the ratio of the reweighted reference sample and the original sample.
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Figure 12: Expected distribution of 𝐿𝐿o!-shell=0 estimated with pseudo-experiments for the case of 𝑀truth
o!-shell = 0 (solid

green, no o!-shell Higgs boson production hypothesis) and 𝑀
truth
o!-shell = 1 (dash-dotted red, SM hypothesis). The

vertical solid black (dashed blue) line shows the observed (expected) value of 𝐿𝐿o!-shell=0 . The dotted vertical green
lines at 𝐿𝐿o!-shell=0 = 1.99 and 5.18 represent the one-sided 1𝑁 and 2𝑁 significance thresholds, respectively, under the
𝑀

truth
o!-shell = 0 hypothesis. These values di!er slightly from the ones in the asymptotic approximation, in which the

thresholds would be 1.97 and 5.19.

(a) (b)

Figure 13: Comparison between observed and the expected background distributions of (a) the optimal observable
at 𝑀o!-shell = 0 and (b) the quadruplet mass 𝑂4𝑀 . The solid red lines shows the expected distribution of the best-fit
hypothesis 𝑀. The lower panel shows a comparison between the distribution of the background-only and best-fit
hypotheses. The background is estimated under the SM hypothesis (post-fit, 𝑀o!-shell = 1). A comparison between
the two distributions indicate that the optimal observable built with the NSBI method provides better evidence for
o!-shell Higgs boson production than only the 𝑂4𝑀 distribution. The hatched area corresponds to the total systematic
uncertainty in the expected distributions. The first and last bins contain overflow events.
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(a) (b)

Figure 21: Comparison between data and expectation in the SR (𝐿pre (𝑀) > →0.85) of the optimal observables (a)
𝑁(𝑀 |𝑂 = 0.3, 𝑃̂)/𝑁(𝑀 |1.0, 𝑃̂) and (b) 𝑁(𝑀 |𝑂 = 1.7, 𝑃̂)/𝑁(𝑀 |1.0, 𝑃̂). The solid red line shows the expected distribution
for which the observable is optimal. The lower panels show the ratio of the data to expectation. The background is
estimated under the SM hypothesis (post-fit, 𝑂o!-shell = 1). The hatched area corresponds to the total systematic
uncertainty in the expected distributions. The first and last bins contains overflow events.

C Construction of optimal observables

Despite the high dimensionality of the final-state phase space of processes such as 𝑄𝑄 ↑ 𝑅𝑅 ↑ 4𝑆
and 𝑇𝑇 ↑ 𝑅𝑅 + 2 𝑈 ↑ 4𝑆 + 2 𝑈 , the signal being studied tends to be concentrated in a small region.
Histogram-based multivariate analyses can accurately isolate the regions with large statistical significance.
In the case of non-linear analyses, like the measurement of o!-shell Higgs boson production, these regions
will change depending on the value of the parameter of interest.

The explicit estimate of the density ratios 𝑁(𝑀 |𝑂, 𝑃)/𝑁ref(𝑀) allows the creation of optimal observables
𝑁(𝑀 |𝑂, 𝑃̂)/𝑁(𝑀 |𝑂 = 1, 𝑃̂) that depend on the value of the signal strength 𝑂. Figure 21 shows this observable
for 𝑂o!-shell = 0.3 and 1.7. Reference [30] shows that the test statistic built from the optimal observable
multinomial density converges to the NSBI value in the limit of large number of bins.

The explicit estimate of the density ratios 𝑁(𝑀 |𝑂, 𝑃)/𝑁ref(𝑀) can also be used to study distributions enhancing
the weight of those events that contribute the most to di!erentiate the SM hypothesis and another hypothesis
with di!erent value of 𝑂o!-shell. Figures 22(a) and 22(b) show a comparison between the observed and
expected distributions of 𝐿pre(𝑀) when events are weighted by 𝑁(𝑀 |𝑂o!-shell = 0.3)/𝑁(𝑀 |𝑂o!-shell = 1) and
𝑁(𝑀 |𝑂o!-shell = 1.7)/𝑁(𝑀 |𝑂o!-shell = 1), respectively.
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Undiscovered massive particles

H ΓH

A measurement of the Higgs width via off-shell couplings

• Enables the probe of a wide variety of new massive particles, 
other new physics 

• Can’t measure directly: SM Higgs width ~4 MeV, resolution 
of detector ~1 GeV  

• Can be probed indirectly by measuring off-shell couplings 
(and combining with on-shell measurements)

Image: CERN

mH

ΓH

https://cds.cern.ch/record/2814136
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Higgs Width from off-shell Higgs production

• Off-shell production helps probe Higgs width

2.3. OFF-SHELL HIGGS MEASUREMENT IN THE FOUR LEPTON FINAL STATE

as:626
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≥
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2

ggH · g
2

HZZ

(2mZ)2
(2.55)

which is independent of �H [31] but still proportional to the square of the couplings gggH and627

gHZZ. Now if the Higgs boson width is scaled by a factor ’ and the Higgs boson couplings are628

universally scaled by some factor 4Ô
’,629
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2
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then the on-shell cross-section remains unchanged in Equation 2.54 because the ’ drops out,630

but the o�-shell cross section scales linearly. Thus the degeneracy between a coupling and631

width measurement is removed. Furthermore, the o�-shell cross-section measurement allows to632

constrain the Higgs width under the assumption that the couplings are the same for on shell633

and o�-shell.634

Now the signal strength, µ, of any process is the ratio of its cross-section to the cross-section635

predicted by the SM. Since mH and mZ are well measured quantities, they can be considered a636

constant. Therefore,637
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The relation of the two signal strengths to the Higgs width is given by639

µo�-shell

µon-shell

= �H

�SM
H

. (2.59)

This relation is the crux of the strategy by which the total width of the Higgs boson can be640

probed by combining on-shell and o�-shell measurements of the couplings of the Higgs boson in641

the context of the ggF production process.642

Over the years, the on-shell measurements have closely and consistently confirmed the SM643

predictions (µon-shell
ƒ 1). The o�-shell measurements are not yet as precise. ATLAS has set an644

upper-limit on µ
o�-shell at 3.8 in 2018 [12]. It appears that to measure a width greater than the645

SM expectation, �H > �SM

H , and to keep µ
on-shell = 1 (the SM value), an enhanced cross-section646

of the Higgs boson diagrams, ‡H > ‡
SM

H , would be required compared to the SM prediction.647

However, this is a model-dependent assessment. The authors of [39] show that New Physics648

contributions can decorrelate on-shell and o�-shell regions for ggF in such a way that although649

the Higgs boson width is greater than the SM expectation, �H > �SM

H , the cross-section in the650

o�-shell regime remains the same.651

2.3.4 The VBF Case652

In the case of the VBF production mode, the arguments are quite similar. The corresponding653

equations for on-shell and of-shell cross sections for the VBF production mode are,654

‡
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1 Introduction31

The standard model (SM) Higgs boson is a narrow resonance with a predicted total width of only32

�� = 4.1 MeV. Because of this reduced total width, the cross-section 3f/3<4✓ in the � ! // ! 4✓33

decay channel falls steeply right after the Higgs boson mass peak at 125 GeV [1]. Several authors have34

pointed out that this differential cross section increases on the kinematic threshold <4✓ = 2</ to a level35

that could be probed by the Large Hadron Collider (LHC) experiments [2–4]. Similar kinematic thresholds36

can be exploited at 2<, and 2<C in different production and decay channels [5]. Both the ATLAS and37

CMS collaborations have recently reported evidence for the production of off-shell Higgs bosons using the38

� ! // ! 4✓ and � ! // ! 2✓2a decay channels [6, 7].39

Measurements of the off-shell Higgs boson production in � ! ++ decay channels probe the Higgs40

couplings to vector bosons and fermions independently of the Higgs total width, since the Breit-Wigner41

term corresponding to the Higgs resonance:42

3f
66!�!++
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/
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2
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2
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2
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2
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2
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'
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2
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2
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4
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, (1)

is independent of �� when <++ � <� . The effective coupling constant 6 5 and 6+ are, respectively,43

the ones for the � 5 5̄ and for the �++ vertices. A comparison of the on-shell and off-shell Higgs boson44

production allows a measurement of the Higgs total width under the assumption that there is no beyond45

standard model (BSM) physics which alters the on-shell and off-shell cross sections differently [4, 8].46
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The field integral of the toroids ranges between 2.0 and 6.0 T m across most of the detector. Three layers
of precision chambers, each consisting of layers of monitored drift tubes, cover the region |𝐿 | < 2.7,
complemented by cathode-strip chambers in the forward region, where the background is highest. The
muon trigger system covers the range |𝐿 | < 2.4 with resistive-plate chambers in the barrel, and thin-gap
chambers in the endcap regions.

The luminosity is measured mainly by the LUCID–2 [39] detector that records Cherenkov light produced
in the quartz windows of photomultipliers located close to the beampipe.

Events are selected by the first-level trigger system implemented in custom hardware, followed by selections
made by algorithms implemented in software in the high-level trigger [40]. The first-level trigger accepts
events from the 40 MHz bunch crossings at a rate below 100 kHz, which the high-level trigger further
reduces in order to record complete events to disk at about 1 kHz.

A software suite [41] is used in data simulation, in the reconstruction and analysis of real and simulated
data, in detector operations, and in the trigger and data acquisition systems of the experiment.

3 Modeling of the o!-shell Higgs boson production

The measurement of o!-shell Higgs boson production presented in this paper is interpreted using a model
in which the e!ective couplings of the Higgs boson to gluons and to electroweak vector bosons in the SM
can have anomalous scalar modifications. This analysis framework, known as 𝑀-framework [42], change
the overall cross section without changing the process kinematics, and can be understood as a sector of a
larger Higgs E!ective Field Theory (HEFT) [43].

The gluon Fusion (ggF) o!-shell Higgs boson production and subsequent decay to a 𝑁𝑁 pair can be
described by using the Higgs boson e!ective coupling constants 𝑂𝐿 ( 𝑃̂) and 𝑂𝑀 ( 𝑃̂) to gluons and vector
bosons, shown in Figure 1(a). The e!ective couplings 𝑂𝐿 and 𝑂𝑀 depend on the Higgs boson virtuality 𝑃̂,
but the notation is suppressed hereafter for simplicity. The Higgs boson is represented by 𝑄

→ to denote
explicitly that its virtuality is well above the pole mass 𝑅𝑁 = 125 GeV [44].

H
→

Z

Z

g

g
gg gV

(a)

Z

Z

g

g

(b)

Figure 1: LO Feynman diagrams for the ggF 𝑂𝑂 ↑ 𝑁𝑁 processes. The diagrams define the e!ective couplings 𝑂𝐿 and
𝑂𝑀 . Diagram (a) corresponds to the signal component and diagram (b) corresponds to the background component. A
large destructive interference between the two components is present in the o!-shell regime.

In ggF production of 𝑂𝑂 ↑ 𝑁𝑁 , the signal (S) component is defined at leading order (LO) in perturbation
theory by the absolute value squared of the diagram in Figure 1(a). The signal contribution scales as 𝑂2

𝐿𝑂
2
𝑀 .

The background (B) component is defined at LO in perturbation theory by the absolute value squared of
the diagram in Figure 1(b). The background component is independent of 𝑂𝐿 and 𝑂𝑀 . The interference

5

(I) between the two diagrams scales as 𝐿𝐿𝐿𝑀 . The integrated interference between the two diagrams is
negative, as required by unitarity conservation [45].

The e!ective coupling between gluons and the Higgs boson 𝐿𝐿 is represented by a blob in Figure 1(a)
since in the SM, at LO in perturbation theory, it can be resolved to a fermion triangle loop dominated by
the top-quark contribution. In several BSM scenarios, the contribution of new heavy particles cannot be
resolved at the scales probed by this measurement, but can modify the Higgs boson e!ective couplings and
the background process.

The same concepts can be generalized for the electroweak (EW) production of 𝑀𝑀 → 𝑁𝑁 + 2 𝑂 → 4𝑃 + 2 𝑂 .
In this case, the signal scales as 𝐿

4
𝑀 , the interference scales as 𝐿

2
𝑀 , and the background component is

independent of 𝐿𝑀 . The LO Feynman diagrams for the production of EW 𝑀𝑀 → 𝑁𝑁 + 2 𝑂 → 4𝑃 + 2 𝑂 are
shown in Figure 2.
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→
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q
Z

(b)

H
→q

q
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Z

gV

Z
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(c)

q Z

q
Z
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Figure 2: LO Feynman diagrams for the electroweak 𝑀𝑀 → 𝑁𝑁 + 2 𝑂 processes. The diagrams define the e!ective
couplings 𝐿𝑀 used to define the o!-shell Higgs boson production signal strengths. Diagrams (a), (b), and (c)
correspond to the vector boson funsion, 𝑄-channel and 𝑁𝑅 signal components. In diagram (c), one of the 𝑁 bosons
decays to a 𝑀𝑀 pair. Diagram (d) corresponds to the electroweak background component. A large destructive
interference is present in the o!-shell regime between the VBF signal and the background components.

The scaling of the cross sections with the e!ective couplings 𝐿𝐿 and 𝐿𝑀 defines uniquely each component
(signal, interference, and background) in the ggF and EW production of o!-shell Higgs bosons. The
probability density model used to measure the o!-shell Higgs boson production is then defined as a function
of the coupling modifiers 𝑆𝐿 = 𝐿𝐿/𝐿𝐿,SM and 𝑆𝑀 = 𝐿𝑀/𝐿𝑀 ,SM, independently of the Higgs boson virtuality,
which are used to define the signal strengths:

𝑇
ggF
o!-shell = 𝑆

2
𝐿,o!-shell𝑆

2
𝑀 ,o!-shell, 𝑇

EW
o!-shell = 𝑆

4
𝑀 ,o!-shell. (2)

where the subscript o!-shell indicates that the modifier only a!ects processes with virtuality su"ciently
above the pole mass. These signal strengths are used in the definition of a probability density model which
is used to interpret the collected data. The model is written as:
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(3)

6

• Interpretation assumes no new physics 

• Essential to measure independently in multiple production 
modes (ggF, VBF) and final states to verify consistent results

. . .

http://www.apple.com/uk
https://arxiv.org/pdf/1405.0285.pdf
https://arxiv.org/pdf/1406.1757.pdf
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NSBI for Higgs width in proof-of-concept study

Proposed method

CHAPTER 7. LIKELIHOOD-FREE INFERENCE

(a) SM, without rate (b) SM with rate

(c) µ = 2, without rate (d) µ = 2 with rate

(e) µ = 4, without rate (f) µ = 4 with rate

Figure 7.16 – Negative log likelihood curves for Asimov datasets generated at µ = 1, µ = 2, µ = 4
with and without using the total cross section (rate) information.
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7.7. INFERENCE AND EVALUATION OF RESULTS
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Figure 7.15 – p-value scans for Asimov test dataset generated at (a) µ = 4, (b) µ = 2, and (c)
standard model (µ = 1) for a luminosity of 36 fb≠1 where the true value is indicated with the golden

vertical line and the 1‡ limit threshold indicated by the grey horizontal line
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Expected sensitivity hal-02971995v3 (p172): Ghosh & Rousseau, Thesis: Ghosh
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More on the method
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A combination of signal samples, to ensure non-zero probability in entire region of analysis 
Does not have to be physical!

Choice of  can be made purely on numerical stability of training, as it drops out in profile steppref( ⋅ )

⇒ In our dataset,   pref( ⋅ ) = pS( ⋅ )

ATLAS DRAFT

of the task into individual physics processes can always be made, if the dependence on the parameter of160

interest is not analytically known, a parameterised network can be trained instead to estimate ? 9 (G8 |\) [4].161

This paper defines a search-oriented mixture model, which is the probability density ratio between a162

hypothesis and a reference,163

?(G8 |\)

?ref(G8)
=

1
a(\)

⇠’
9

5 9 (\) · a 9 ·
? 9 (G8)

?ref(G8)
, (7)

expressed using only a finite number of \-independent density ratios, ? 9 (G8)/?ref(G8). While there is a164

freedom to make any choice for the reference, this paper defines it as a combination of signal processes,165

?ref(G8) =
1Õ
: a:

⇠signals’
:

a: · ?: (G8), (8)

with ⇠signals as the number of signal processes. This definition ensures that the denominators in Eq. 7 have166

support over the entire signal region of an analysis.167

The ? 9 (G8)/?ref(G8) terms are then estimated using classifiers. Here, ?ref is defined to be independent168

of \ which allows the final profile likelihood ratio constructed with this method to be independent of169

?ref (discussed in Section 5). ?ref contributes only as a constant offset towards log ?(G8 |\), which can170

be ignored in the maximisation of the (log-)likelihood. The search-oriented mixture model overcomes171

issues of numerical instability that may arise in alternate mixture model formulations. Additionally, the172

pre-selected region for the analysis must be defined to ensure ?ref(G8) > 0 throught the region. This173

definition of ?ref ensures that no signal-sensitive parts of the phase space need to removed.Further, this174

choice of ?ref also aids in the sample-efficient training of the individual classifiers. Finally, it may be175

convenient to define the reference density such that it can be represented using simulated samples with176

only positive weighted events. This simplifies the procedure to construct confidence intervals, which will177

be described in Section 6.178

2.3 Robust Estimators with Ensembling179

In a traditional analysis where a classifier is employed solely for constructing a sensitive observable, while180

density estimation is performed with a histogram, an imperfect training leads to a suboptimal observable181

and a slightly less sensitive analysis. However, it does not lead to an ill-behaved test statistic, introduce182

inaccuracies in the measured confidence intervals or biases in the maximum likelihood estimate of the183

parameter of interest. This is because the likelihood of event counts per bin in a histogram can be computed184

exactly using the Poisson probability density function. In NSBI, the density ratios are instead estimated185

using networks, and therefore ensuring high quality of these estimates is imperative. Since an individual186

classifier may not perfectly estimate the decision function B(G8), a series of steps is described to ensure187

that the estimator B̂(G8) is well-behaved (as determined by the diagnostic tests described in Sec. 4). One188

possibility is to calibrate B̂(G8) using simulated samples [4]; however, achieving accurate and continuous189

calibration in practice can be technically challenging. Instead, an ensemble of networks may be trained on190

bootstrapped samples of the training data, and their average response used to construct a robust estimation191

of likelihood ratios. The boostrapping can be implimented using Poission purturbations to the event weights192

that correspond to statistical fluctuations [10]. This approach helps account for the variance between193

individual networks, coming from the random initialisation of weights and the statistics of the training194

samples. Examining classifier and ensemble performance across different parts of the observable phase195
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1 Introduction

t(ω) = →2 ln

(
Lfull(ω, ̂̂ε)/!!!Lref

Lfull(ω̂, ε̂)/!!!Lref

)
. (1)

tµ = →2 ln

(
Lfull(µ, ̂̂ε)/!!!Lref

Lfull(µ̂, ε̂)/!!!Lref

)
. (2)

Its always good to have an introduction, if only to have an example for a section. And
here is an example for a reference from the bibtex file (see [1]). Its also pretty easy to
reference figures (see Figure 1).

Figure 1: Example of how to include a figure. This works with all sorts of formats, eps,
pdf, png.

You also have the option of using colored text, for example this part in blue, this part
in red and this part in green, before going back to black.

1. Everyone loves an enumerated list.

2. If you prefer bulleted lists, see below.

Of course there are always use cases for list with enumerations, and lists with bullets
only, which is why it is useful to have examples of both.

• Everyone loves a bulleted list.

• If you prefer an enumerated list, see above.

3
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Systematic uncertainties

63

result of approximations when performing calculations and are also due to parameter free-

dom in phenomenological models that are needed when first-principles calculations are not

possible. The canonical examples for these two types of uncertainties are perturbative

uncertainties from series truncation and fragmentation modeling. For the former, calcu-

lations are truncated at a fixed order in perturbation theory and the result depends on

unphysical scales. These scales are varied typically by factors of two in order to determine

the uncertainty. Fragmentation modeling uncertainties are often evaluated by comparing

two di↵erent models, such as the string model [29, 30] in the Pythia [31, 32] parton shower

Monte Carlo (PSMC) and the cluster model [33, 34] in the Herwig [35, 36] PSMC. These

variations are then interpreted as a one standard deviation uncertainty and combined with

other sources of uncertainty in a final statistical analysis.

We examine the interplay of decorrelation with theory uncertainties. In particular,

we will show that constructing a classifier that is independent of a given theory nuisance

parameter does not mean that the theory uncertainty is zero. Instead, it means that

the only handle to determine the theory uncertainty is eliminated. Figure 1 illustrates the

intuition behind why this might be the case. As concrete examples, we study fragmentation

modeling for Lorentz-boosted W boson jet classification and factorization scale variations

when classifying events as either from W+jets or t-channel single top quark events.

Pythia

Herwig

Sherpa

Next year’s 
generator

Nature

Estimated Uncertainty

Without Decorrelation

Pythia
Herwig

Sherpa

Next year’s 
generator

Nature

Estimated Uncertainty

With Decorrelation

Figure 1. An illustration of the potential impact of training a classifier to be decorrelated to
two-point uncertainties. The distance between Pythia and Herwig is treated as the uncertainty.
Left: Without decorrelation, the uncertainty covers nature even if nature does not lie on the line
connecting Pythia and Herwig. Right: The distance between Pythia and Herwig is reduced
due to the decorrelation requirement, resulting in a smaller estimate of the uncertainty, which no
longer covers nature. These diagrams are meant only to be intuitive illustrations.

This paper is organized as follows. Section 2 briefly introduces existing decorrela-

tion techniques. Numerical examples of both two-point and continuous uncertainties are

provided in Sec. 3. The paper ends with conclusions and outlook in Sec. 4.
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Abstract: SHERPA is a general-purpose Monte Carlo event generator for the simulation of
particle collisions in high-energy collider experiments. We summarise essential
features and improvements of the SHERPA 2.2 release series, which is heavily used
for event generation in the analysis and interpretation of LHC Run 1 and Run 2
data. We highlight a decade of developments towards ever higher precision in the
simulation of particle-collision events.
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2. Data Augmentation

The network comprises 10 hidden layers, each with 64
nodes, a ReLU activation, and L2 kernel regularizers for
all but the first hidden layer and a final layer with sig-
moid activation. The network was trained with an Adam
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FIG. 7: Distribution of physics variables for three
values of the nuisance parameter which controls the
absolute tau lepton energy scale, z = {0.8, 1, 1.1} for
background processes. a the transverse momentum of
the hadronic ⌧ , b the centrality in � of the missing

transverse energy vector with respect to the hadronic ⌧

and the lepton, c transverse mass of the missing
transverse energy and the lepton.

optimizer [70], BCE loss and a batch size of 4096.
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FIG. 8: Distribution of physics variables for three
values of the nuisance parameter which controls the
absolute tau lepton energy scale, z = {0.8, 1, 1.1} for

signal. a the transverse momentum of the hadronic ⌧ , b
the centrality in � of the missing transverse energy

vector with respect to the hadronic ⌧ and the lepton, c
transverse mass of the missing transverse energy and

the lepton.

Experimental uncertainties:  
Eg. Inaccuracies in the calibration of our detector

Theory uncertainties: 
Eg. Inability to compute QFT to infinite order

• We only have simulations at 3 variations of each nuisance parameter  αk α1

α2

MC stat uncertainty? See backup

https://link.springer.com/article/10.1140/epjc/s10052-022-10012-w
https://journals.aps.org/prd/abstract/10.1103/PhysRevD.104.056026


Known interpolation strategies
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α1

α2

⇒ Combine these traditional interpolation with neural network estimation of per-event likelihood ratios

PROS: This approach avoids the kink (discontinuous first and second derivatives) at ↵ = 0 (see
Fig 6(b-d)), which can cause some difficulties for numerical minimization packages such as Minuit.
This approach ensures that ⌘(↵) � 0 (see Fig 6(c)).

Note: This option is not available in ROOT 5.32.00, but is available for normalization uncertainties
(OverallSys) in the subsequent patch releases. In future releases, this may become the default.
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Fig. 6: Comparison of the three interpolation options for different ⌘
±. (a) ⌘

� = 0.8, ⌘
+ = 1.2, (b) ⌘

� = 1.1,
⌘
+ = 1.5, (c) ⌘

� = 0.2, ⌘
+ = 1.8, and (d) ⌘

� = 0.95, ⌘
+ = 1.5

4.1.6 Consistent Bayesian and Frequentist modeling
The variational estimates ⌘

± and �
± typically correspond to so called “±1� variations” in the source of

the uncertainty. Here we are focusing on the source of the uncertainty, not its affect on rates and shapes.
For instance, we might say that the jet energy scale has a 10% uncertainty. 17 This is common jargon,
but what does it mean? The most common interpretation of this statement is that the uncertain parameter
↵p (eg. the jet energy scale) has a Gaussian distribution. However, this way of thinking is manifestly
Bayesian. If the parameter was estimated from an auxiliary measurement, then it is the PDF for that

17Without loss of generality, we choose to parametrize ↵p such that ↵p = 0 is the nominal value of this parameter, ↵p = ±1
are the “±1� variations”.
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Image: arXiv:1503.07622

See formula used in backup

https://arxiv.org/abs/1503.07622


p(xi |μ, α)
pref(xi)

=
p(xi |μ, α)

pref(xi)
=

1
ν(μ, α)

C

∑
j

fj(μ) ⋅ νj ⋅
pj(xi)

pref(xi)
⋅

Nsyst

∏
k

Gj(αk) ⋅ gj(xi, αk)

Probability density ratio including nuisance parameters ( )α
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We have this already

Estimate from simulations and existing 
interpolation methods

gj(xi, αk) =
pj(xi, αk)

pj(xi)

Per-event terms estimated using another 
ensemble of networks and interpolation 

methods

gj(xi, αk) =
pj(xi, αk)

pj(xi)

α1

α2

See details of vertical interpolation for Gj(αk), gj(xi, αk)

 is one individual eventxi



Generating event-level pseudo-experiments
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Traditionally:

Asimov Histogram

Poisson per bin
Poisson per event

NSBI:

Ntoy
i = Poisson(NAsimov

i ) wtoy
i = Poisson(wAsimov

i )

‘Unweighted’ events, i.e. integer weights

Need to generate random possible datasets we could collect at the LHC

Negative weights? See backup



Dealing with negative weighted events
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Simulated samples include events with negative weights due to the way we calculate QFT 
higher order effects 

Use a positive weighted sample instead: 

1. Start from a positive weighted reference sample 

2. Re-weight it to intended parameter point in  

3. Throw toys from this sample

μ, α

6.2 Overcoming negative weights

The above prescription for generating unweighted pseudo-experiments requires the original weights of
the simulated events to be non-negative, 𝐿Asimov

𝐿
→ 0, since the Poisson distribution is only defined for

non-negative values. When the MC simulation sample at a given value of the parameter(s) of interest
includes events with negative weights, an alternate sample may be used which consists only of positive
weights and covers the support of the original sample. The alternate sample, henceforth referred to as
the reweight reference sample, will have to first be reweighted to the desired value of the parameter(s)
of interest. The samples corresponding to the reference defined in Sec 2 may be a convenient choice
for the reweight reference sample because it already covers the entire pre-selection region and can be
defined to comprise only positive-weighted events. Since the reference sample does not need to correspond
to a physical process, a very large sample can be simulated at leading-order in perturbation theory and,
therefore, without negative weights. A large reference sample is not only ideal for the network training but
also to allow the generation of large number of pseudo-experiments following the methods described here.
The reweight reference can be reweighted to the desired value of the theory parameter (using Eq. 10) as

𝐿
rwt-ref
𝐿

↑ 𝐿
Asimov
𝐿

(𝑀) =
𝑁(𝑀)

𝑁rwt-ref
·

𝑂(𝑃𝐿 |𝑀)

𝑂rwt-ref(𝑃𝐿)
· 𝐿

rwt-ref
𝐿

, (26)

where 𝑂rwt-ref(𝑃𝐿) is the probability density and 𝑁rwt-ref the rate for the reweight-reference sample. The
probability density ratio 𝑂(𝑃𝐿 |𝑀)/𝑂rwt-ref(𝑃𝐿) can be obtained from ensembles specifically trained for the
reweighting procedure, following the same prescription as the networks used for inference. The estimation
can be validated using the same diagnostics described in Section 4, and the new samples are thereby
verified to have the same asymptotic properties as the original MC simulation samples. There are also
certain other methods that could be explored to handle negative weighted events [46–48].

6.3 Confidence intervals

Once the pseudo-experiments are generated, the confidence intervals can be constructed following the
standard method [45]. For the analysis described in Section 3, the distribution of 𝑂(𝑄𝑀 |𝑀), representing the
test statistic 𝑄𝑀 for pseudo-experiments generated at a fixed value of 𝑀, is used to determine the one and two
standard-deviation confidence intervals as functions of 𝑀. In the presence of systematic uncertainties, the
values of the global observables 𝑅𝑁 can be sampled from the constraint density. The distribution of test
statistics over many pseudo-experiments is shown in Figure 4 with a 𝑀 of 1. This procedure is repeated
over the range of 𝑀 to construct complete confidence bands as shown in Fig 5. The shapes of these bands
deviate slightly from the asymptotic 𝑆

2 distribution because of the non-linear parameterisation used in the
o!-shell Higgs boson production measurement [13], and are not specifically a feature of NSBI.

The formalism discussed in this section lends itself to further tests for robustness on toy samples generated
by shifting multiple nuisance parameters simultaneously and verifying that the confidence bands remain
well-behaved in such scenarios. Such samples can be generated by a reweighting procedure similar to the
one described in Section 6.2, this time using the probability density ratio that includes nuisance parameters
(Eq. 17),

𝐿
rwt-ref
𝐿

↑ 𝐿
Asimov
𝐿

(𝑀, 𝑇) =
𝑁(𝑀, 𝑇)

𝑁rwt-ref
·
𝑂(𝑃𝐿 |𝑀, 𝑇)

𝑂rwt-ref(𝑃𝐿)
· 𝐿

rwt-ref
𝐿

. (27)

19

wtoy
i = Poisson(wAsimov

i )



Combination with histogram analyses
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Further, the use of likelihood ratios instead of likelihoods does not prevent the combination of NSBI and425

histogram-based analyses. The combination can be written as426

𝐿comb(𝑀, 𝑁)

𝐿ref
=

𝐿full(𝑀, 𝑁)

𝐿ref
𝐿hist(𝑀, 𝑁). (19)

The test statistic is again independent of 𝐿ref, which appears as a constant o!set in the log-likelihood.427

5.3 E!ects from finite Monte Carlo samples428

When likelihood ratios are estimated with neural networks, an uncertainty may be introduced to account429

not only for the limited number of simulated training samples, but also the stochastic nature of the training430

algorithm. Training ensembles on bootstrapped versions of the training data, as described in Section 2.3431

provides a natural way to describe both of these e!ects.432

Since the estimator for the density ratio is computed as the mean4 prediction from an ensemble of433

networks, the variance of that mean can be estimated using the bootstrapping technique. The mean of each434

bootstrapped ensemble is used to estimate a best fit value of the parameter of interest 𝑀̂, and the standard435

deviation of these estimates determines the variation of the mean ω𝑀̂ due the finite number of events in the436

training sample. The variance can be determined at di!erent values of 𝑀 using di!erent Asimov datasets.5437

Such datasets at any value of the parameter of interest can often be constructed from a set of simulations at438

few basis points in this parameter, using various morphing techniques [8, 37]. The estimated ω𝑀̂ is an439

uncertainty on the modelling of the expected probability density of the physics processes and therefore440

it can be introduced as a systematic uncertainty following the spurious signal approach [38] frequently441

employed in unbinned LHC analyses. The nuisance parameter 𝑁stat with a Gaus(0, 1) constraint term is442

introduced to Eq. 16 with the modification443

𝑂 𝐿 (𝑀) → 𝑂 𝐿 (𝑀 + 𝑁stat · ω𝑀̂(𝑀)). (20)

5.4 Calculation of pulls and impacts444

While the unbinned nature of NSBI poses computational challenges to traditional statistical tools for445

evaluating and analysing the profile likelihood ratio, this framework enables the direct application of446

modern computational tools that simplify calculations. The full likelihood ratio (Eq. 17) and the test447

statistic (Eq. 18) are di!erentiable functions. Their dependence on the parameters of interest 𝑀 and nuisance448

parameters 𝑁 is introduced through di!erentiable functions, and the probability density ratios are built449

from neural networks which are themselves di!erentiable. It is natural to leverage auto-di!erentiation450

techniques [39] to perform the profiling and to calculate the Hessian matrix of 𝐿full(𝑀, 𝑁).451

The estimation of pulls and impacts relies on the calculation of the covariance matrix (we identify the452

parameter of interest with index 0 to simplify the notation),453

4 The median, known to be unbiased and robust to outliers, could also be used.
5 An Asimov dataset is one for which the application of any unbiased estimator for all parameters will provide the true values [36].

In practice, an approximation of such a dataset can be constructed using a su"ciently large number of simulated samples with
appropriate event weights.

17th October 2024 – 20:05 16



Calculating pulls and impacts in JAX
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Hessian:
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, (25)

based on inverse of the Hessian matrix at the maximum likelihood estimate (b̀,bU), and where _(`, U) =357

�2 ln(!full(`, U)/!ref). The calculation of the Hessian matrix can be parallelised on computing clusters [18].358

The pull of the NP U is calculated as,359

bU: � U
0
:

p
⇠::

. (26)

This is the definition often adopted in histogram-based analysis with the MINOS procedure [27], which360

defines pulls based on approximate profile likelihood ratio confidence intervals, with the exact computation361

reserved only for pathological cases.362

The impact of a nuisance parameter on a measurement is traditionally computed by re-running the entire363

likelihood minimisation after fixing the nuisance parameter at a few values. This calculation is more364

expensive since it requires multiple minimisations of log-likelihood ratio. Here, the maximum likelihood365

estimate of ` is re-computed for different fixed value of U: to estimate �: = b̀(bU: ±
p
⇠::) � b̀(bU:). With366

auto-differentiation, a local estimate of the post-fit impact can be estimated as,367

�: =
m b̀
mU:

⇥

p
⇠::

= �
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m

2
_

m
2
`

(b̀,bU)
��1

m
2
_

m`mU:
(b̀,bU) ⇥ p

⇠:: ,

(27)

considerably simplifying the analysis of the profile likelihood ratio, and reserving the finite-difference368

estimate to pathological cases. A similar definition has been proposed for a consistent separation between369

statistical and systematic uncertainty in Ref. [28]. The local definition also avoids ambiguities that exist in370

models with multiple local minima. The pre-fit impact can be calculated by replacing (b̀,bU 9) ! (`0, U
0
9 )371

and
p
⇠:: ! XU: . Further details about the these calculations for NSBI using auto-differentiation372

techniques are described in Ref. [18].373

6 Neyman Construction374

In frequentist statistics, a confidence interval derived from a measurement is expected to cover the true value375

with a specified probability (e.g., 68% or 95% of the time). The procedure for building such confidence376

intervals, referred to as the Neyman construction, involves the inversion of the hypothesis tests with the377

help of a large number of pseudo-experiments generated based on simulated samples [29]. This step is378

crucial when the test statistic cannot be assumed to follow a chi-squared distribution, such as when the379

analysis has few pre-selected data events (eg. low-background searches) and non-linear problems (eg. due380

to quantum-interference effects) [25]. In the case of NSBI, any residual bias in the estimated probability381

density ratios may produce a test statistic that does not follow a chi-squared distribution, making this382

procedure all the more curial.383
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Pulls:

Post-fit Impact:

Cnm = [ 1
2

∂2λ
∂αn∂αm

( ̂μ , ̂α)]
−1 λ(μ, α) = − 2 ln(Lfull(μ, α)/Lref )
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With some continuity requirements 

ATLAS DRAFT

Appendix684

A Interpolation Function685

Section 5 discusses the use of interpolation methods for systematic uncertainties. A common choice for the686

interpolation function to parameterise the impact of nuisance parameters at the LHC is [2]687

𝐿 𝐿 (𝑀𝑀) =




(
𝑁 𝐿 (𝑂

+

𝑀 )

𝑁 𝐿 (𝑂
0
𝑀 )

)
𝑂𝑀
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∑6

𝑃=1 𝑁𝑃𝑀
𝑃

𝑀
→1 ↑ 𝑀𝑀 ↑ 1(

𝑁 𝐿 (𝑂
→

𝑀 )

𝑁 𝐿 (𝑂
0
𝑀 )

)→𝑂𝑀

𝑀𝑀 < →1

, (29)

where the six coe!cients 𝑁𝑃 of the polynomial in 𝑀𝑀 are determined uniquely from the requirements688

that 𝐿 𝐿 (𝑀𝑀) be continuous and its first and second derivatives be continuous at 𝑀𝑀 = ±1. The same689

interpolation strategy and continuity requirements can be used to interpolate 𝑂 𝐿 (𝑃𝑄 , 𝑀𝑀),690

𝑂 𝐿 (𝑃𝑄 , 𝑀𝑀) =
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

(
𝑂 𝐿 (𝑃𝑄 , 𝑀

+

𝑀
)
)
𝑂𝑀

𝑀𝑀 > 1

1 +

6∑
𝑃=1

𝑁𝑃𝑀
𝑃

𝑀
→1 ↑ 𝑀𝑀 ↑ 1

(
𝑂 𝐿 (𝑃𝑄 , 𝑀

→

𝑀
)
)→𝑂𝑀

𝑀𝑀 < →1

. (30)
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𝑂𝑀

𝑀𝑀 > 1

1 +

6∑
𝑃=1

𝑁𝑃𝑀
𝑃

𝑀
→1 ↑ 𝑀𝑀 ↑ 1

(
𝑂 𝐿 (𝑃𝑄 , 𝑀

→

𝑀
)
)→𝑂𝑀

𝑀𝑀 < →1
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Physics analysis results



Comparison to previous result on same data
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ATLAS Higgs width analysis paper: arXiv:2412.01548 

(a) (b)

Figure 20: Values of (a) the test statistic 𝐿𝐿𝐿𝐿 as a function of 𝑀𝑀𝑀, and of (b) the test statistic 𝐿𝐿𝑀𝑀 as a function of
𝑀𝑁𝑁 for the combined 𝑁 → 𝑂𝑂 → 4𝑃 and 𝑁

↑
→ 𝑂𝑂 → 2𝑃2𝑄 channels obtained with an Asimov dataset (expected,

dashed blue) and with data (observed, solid black). The equivalent graphs from the histogram-based analysis [17] are
added with dash-dotted lines for comparison. The dotted gray lines show the 68% and 95% confidence belt, obtained
from the Neyman construction, for the NSBI analysis.

Table 9: Summary of the results for the NSBI analysis with a comparison to the corresponding results of the histogram
analysis of Ref. [17]. The value of the parameter estimates and the 68% and 95% confidence intervals are provided.
All results use the full Run 2 dataset with 140 fb↓1 of integrated luminosity.

68% CL interval 95% CL interval
Parameter Value Observed Expected Observed Expected

NSBI analysis
𝑅o!-shell (4𝑃 only) 0.87 [0.33, 1.62] [0.05, 2.04] [0.05, 2.38] < 2.38

𝑅o!-shell 1.06 [0.61, 1.67] [0.17, 1.83] [0.21, 2.24] [0.01, 2.42]

ω𝑂 [MeV] (4𝑃 only) 3.43 [1.37, 6.71] [0.20, 8.25] [0.18, 9.98] < 12.09

ω𝑂 [MeV] 4.29 [2.41, 6.95] [0.66, 7.61] [0.76, 9.66] [0.12, 10.50]

𝑀𝑀𝑀 1.19 [0.53, 2.07] [0.02, 1.92] < 2.96 < 2.73

𝑀𝑃𝑃 0.95 [0.61, 1.39] [0.31, 1.70] [0.30, 1.86] [0.06, 2.14]
Histogram-based analysis

𝑅o!-shell (4𝑃 only) 0.79 [0.02, 2.00] < 2.14 < 2.97 < 3.10

𝑅o!-shell 1.09 [0.54, 1.81] [0.08, 1.90] [0.10, 2.41] [0.01, 2.52]

ω𝑂 [MeV] (4𝑃 only) 3.43 [0.10, 8.42] < 8.89 < 12.48 < 12.89

ω𝑂 [MeV] 4.37 [2.13, 7.43] [0.35, 7.94] [0.39, 10.14] < 10.79

𝑀𝑀𝑀 1.23 [0.00, 2.20] < 1.98 < 3.15 < 2.84

𝑀𝑃𝑃 0.95 [0.60, 1.43] [0.27, 1.74] [0.26, 1.90] [0.02, 2.18]
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Impact of nuisance parameters
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Figure 11(a) provides a comparison of the values of the test statistic 𝐿𝐿o!-shell assuming a single parameter of
interest 𝑀o!-shell between the NSBI result and the histogram-based hypothesis using only the𝑁→

↑ 𝑂𝑂 ↑ 4𝑃
decay channel. Figure 20 shows the same comparison after combining the result in the 𝑁

→
↑ 𝑂𝑂 ↑ 2𝑃2𝑄

channel. Table 7 compares the impact of di!erent groups of systematic uncertainties in the combined result
by using the method described in [17]. The impact of a group of systematic uncertainties is assessed by
fixing the associated group of NPs and re-estimating the value of 𝑀o!-shell for which the value of the test
statistic is equal to 4. This method highlights the importance of di!erent sources of uncertainties in the
signal-dominated region.

Table 7: The impact of most important systematic uncertainties on the observed upper value of 𝑀o!-shell for which
𝐿𝐿o!-shell = 4, obtained by the combined fit. This value corresponds to the two standard deviation upper limit of 𝑀o!-shell
in the asymptotic approximation. The first column denotes the systematic uncertainty that was excluded from the
fit. The last row gives the nominal upper limit, where all uncertainties are included. The further the upper limit is
deviating from the last row value, the more important that uncertainty is.

Systematic Uncertainty Fixed 𝑀o!-shell Value at which 𝐿𝐿o!-shell = 4
NSBI analysis Histogram-based

All (stat-only) 1.96 2.13
Parton shower uncertainty for 𝑅𝑅 ↑ 𝑂𝑂 (normalization) 2.07 2.26
Parton shower uncertainty for 𝑅𝑅 ↑ 𝑂𝑂 (shape) 2.12 2.29
NLO EW uncertainty for 𝑆𝑆 ↑ 𝑂𝑂 2.10 2.27
NLO QCD uncertainty for 𝑅𝑅 ↑ 𝑂𝑂 2.09 2.29
Parton shower uncertainty for 𝑆𝑆 ↑ 𝑂𝑂 (shape) 2.12 2.29
Jet energy scale and resolution uncertainty 2.11 2.26
None (full result) 2.12 2.30

Figure 21(a) shows a comparison between the two analyses for the values of the test statistic for the
combination of the o!-shell and on-shell Higgs boson production measurements for the 𝑁 ↑ 𝑂𝑂 ↑ 4𝑃
decay channel alone as a function of 𝑇𝑀 while profiling 𝑈𝑀𝑁𝑁 . Figure 21(b) shows the same comparison
after combination with the result in the 𝑁

→
↑ 𝑂𝑂 ↑ 2𝑃2𝑄 decay channel.

Figure 22(a) and 22(b) compares the values of the test for 𝑉𝑂𝑂 and 𝑉𝑃𝑃 with the results from the
histogram-based analysis.
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(a) (b)

Figure 6: (a) Comparison between observed and expected distribution of the preselection discriminant 𝐿pre (𝑀)
showing a good description of the acceptance times e!ciency in each region. (b) Comparison between observed and
expected distribution of 𝑁jets showing a good description of the normalization obtained in each bin with the data-driven
background normalization parameters. The expected distributions for 𝑂𝑂 → 𝑃𝑃 , ggF SBI (𝑄𝑄 → (𝑅

↑
→)𝑃𝑃),

EW SBI1 (𝑂𝑂 → (𝑅
↑
→)𝑃𝑃 + 2 𝑆) and other backgrounds are shown as stacked histograms, and the expected signal

(interference) is shown as a solid red (dashed blue) line. The background is estimated under the SM hypothesis
(post-fit, 𝑇o"-shell = 1). The lower panels show the ratio of data to expectation. The hatched band shows the total
systematic uncertainty in the expected distribution. The last bin of panel (b) contains overflow events.

when 𝑈ref(𝑀) > 0, which is ensured by the preselection condition 𝐿pre(𝑀) > ↓0.85 without significantly
reducing the power of the analysis.

6.2 Probability density ratio estimation

The probability density ratios are estimated as functions of the 14 observables in Table 3 by using
fully-connected NNs, i.e., where all neurons in a layer are connected to the neurons in the next layer. The
architecture of this NN is the same as the one used for the preselection discriminant, but additional steps
are taken to improve the accuracy of the score, which are described below.

The events in the simulated sample for each process X are split into ten disjoint sets for use in ten-fold
cross validation [90]. For each cross-validation set, the events in the other nine sets are used to train an
ensemble of NNs, each with the structure described above. The ten-fold cross validation ensures that the
NNs are never evaluated using events used in their training, which would otherwise generate over-confident
estimates of the probability density ratios for rare events. An ensemble member is trained with 80% of the
events in the training set of the cross-validation splitting, randomly sampled without replacement. The total
number of ensemble members varies between 10 and 70 for each ten-fold cross-validation set, depending
on the process X, and resulting in 100 to 700 NNs in total. The larger ensembles are required for processes
X that are very di"erent from the reference process. The estimate of a probability density ratio is taken as
its ensemble mean. Using ensembles sampled without replacement helps to minimize both the bias and

16

Pre-selection region definition
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(a) (b)

Figure 5: Comparison between observed and expected distribution of two observables used to describe events: (a) the
four-lepton invariant mass and the (b) invariant mass of the two leading jets. The expected distributions for 𝐿𝐿𝑀𝑀 ,
ggF SBI, EW SBI1 and other backgrounds are shown as stacked histograms, and the expected signal (interference)
is shown as a red (blue) line. The background normalization is estimated under the SM hypothesis. The lower
panels show the ratio of data to expectation. The hashed band shows the total systematic uncertainty on the expected
distribution. The last bin contains overflow events.

Neural network approximations of probability densities and probability density ratios can out-perform
histogram approximations when high-dimensional parameter spaces are considered. The use of NNs for
statistical inference is known as neural simulation-based inference (NSBI) [26–29]. This analysis uses a
particular version of NSBI adapted to the type of parameter inference performed at the LHC to model
events in the signal region. A self-contained description of the method is given below, and more details
can be found in Ref. [30].

6.1 Signal and control regions

An initial multi-class classification NN is trained to split the events into signal and control regions using
the observables defined in Table 3. This NN has five hidden layers each with 1,000 neurons and a swish
activation function [81]. The output layer has five neurons with a softmax [𝑁

→𝐿𝐿/
∑

𝑀 𝑁
→𝐿 𝑀 ] activation

function. The NN is trained with a multi-class cross-entropy loss corresponding to the five processes
used in the training: ggF S, ggF B, EW S, EW B, and 𝐿𝐿 ↑ 𝑀𝑀 . The EW S process is defined as the EW
vector-boson fusion process (diagram shown in Figure 2(a)) without the associated production process
(diagram shown in Figure 2(c)). While this process does not provide a full description of the EW production
of o!-shell Higgs bosons, it provides a good approximation for defining control and signal regions. The
preselection discriminant 𝑂pre(𝑃) is defined as:

𝑂pre(𝑃) = log
𝑄

ggF
pre, S(𝑃) + 𝑄

EW
pre, S(𝑃)

𝑄
ggF
pre, B(𝑃) + 𝑄

EW
pre, B(𝑃) + 𝑄pre, 𝑁𝑁̄𝑂𝑂 (𝑃)

, (9)
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AI for hypothesis generation



Physicists build mathematical models of the Universe
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What makes a useful model?: They are predictive

General Relativity reproduces 
Newtonian gravity in the right 
limits 

But also predicts:

Perihelion of mercury Black Holes Gravitational Waves

“All models are wrong, but some are useful”

Particle physics is more messy!



Visible universe explained by this ‘Lagrangian’

77

The Standard Model of Particle Physics. Highly successful.

But also deeply flawed: 
• Can’t explain 85% of all matter (dark matter) 
• Why more matter than anti-matter? 
• Model parameters need incredible fine-tuning 
• … 
• Why do neutrinos have mass and why do they oscillate?

Could we automatically design better theories and test them against data?



The space of mathematical tricks we could use is enormous

78

In the old electroweak theory, we didn’t know how to give particles like Z and W bosons their 
mass without violating important symmetries

Higgs mechanism to the rescue: 

• The core mathematical trick is unintuitive, inspired by revelations from superconductivity 
research in the 1950s! 

• How long would particle physicists have take to figure it out on their own?

What if solutions to current open problems are in other unintuitive mathematical tricks?
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Neutrinos remain massless in Standard Model, can’t explain their oscillations

A testing ground for automated theory design



How to design your own particle physics theory ?
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Adding fields: Akin to adding particles to your universe, gives you more free parameters, more flexibility. 
Trivial to explain data with 100s of free parameters 
Adding symmetries: Adds structures and restrictions, reduces flexibility but makes the theory richer

(0 −1
1 0 )

(0 i
i 0)

( i 0
0 −i)

𝔰𝔲(2)

Determined by choice of fields and symmetries 
they must obey

Fields sit inside symmetry group representations



A rich space of discrete mathematical choices
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(0 −1
1 0 )

(0 i
i 0)

( i 0
0 −i)

𝔰𝔲(2)
𝔰𝔲(3)

Takes months to build intuition for how to use these symmetry 
groups and their representations 

Risky: After months of study, you might hit a dead-end



Design end-to-end automated pipeline: Physics software to form building blocks
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Fields & symmetries

Compute Lagrangian
Compute testable predictions of theory 
Check elegance of theory

Compare to observed data

Evaluate fit,  test fine-tuning of free parameters

Baretz et al (inc. Ghosh): arXiv:2506.08080

Knowledge from advisor’s notes, slow Mathematica code 
 formalised into AI-ready workflow by Victoria Knapp-Perez

Our Team
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Reinforcement-learning-assisted theory design

Figure 1. Concept diagram of how the RL agent interacts with physics software to design theory models to describe neutrino
mixing.

[JR:citations], but without an exhaustive search, it is impossible to know where each model exists in the landscape of possible
models.

RL is well suited to assist in the model building process. While traditional ML techniques will be hampered by the
non-differentiable model landscape, with RL we can design a reward that encourages the agent to find regions of model space
that we define to be good, i.e. where models make quality predictions using few free parameters. Previous work has utilized RL
for exploring theory spaces where the form of the Lagrangian is highly constrained and the necessary calculations are easily
embedded within the RL environment1 [JR:other citations, other explanation of other works]. In this work, we combine the
RL environment with physics software, allowing theorists to use RL to assist in searches of highly complex theory spaces
with combinations of symmetries and highly non-trivial calculations. In order to make this computationally feasible, the
Mathematica package Discrete [JR:citation] was redesigned in Python, allowing easier integration into the Python based RL
environment. With the ability to search combinations of symmetry groups, our Autonomous Model Builder (AMBer) is able to
find models outside of regions searched by physics intuition alone.

We will present three distinct theory spaces that show the power of AMBer to build models: A4 →Z4 with variable number
of flavons, A4 →Zn, where AMBer can alter the dimension of the abelian group, and T19 →Z4, a non-abelian group not yet
explored by physicists. On all three spaces, AMBer is able to find models that minimize the number of free parameters while
providing accurate predictions for neutrino observables. We evaluate the efficacy of the AMBer in finding regions of the theory
space dense with good models. By tracking each component of the reward function, this helps us understand how the agent is
learning and what kind of physics information it is able to encode. Furthermore, we use an auto-encoder to project models into
a latent space as a visualization of the theory space, giving us a sense of the distribution of certain model properties.

We are able to develop AMBer to explore a rich space of theories using the simple approach with an out-of-the-box
PPO algorithm. We conclude by discussing the prospect of implementing AMBer with an LLM better able to represent
relationships in the observation space, and a hierarchical action space. This would allow further scaling of the theory space,
encompassing vastly more complicated combinations of symmetries. We further speculate on the possibility of using RL to
explore state-of-the-art modular symmetries currently studied by neutrino model builders.

This paper is organized as follows. In Section 2, we detail the neutrino model building process on which AMBer is based.
In Section 3, we outline the design of AMBer, the development of PyDiscrete, and their integration. In Section 4, we discuss
visualization and evaluation metrics used to understand the learning trajectory of AMBer and the theory space. In Section 5,
we discuss the performance of AMBer in three different theory spaces. Finally, we conclude with Section 6 on the impact of
AMBer and possiblities for future development.

• theory model building is limited by human time and intuition

• HPCs and AI could accelerate search through unexplored groups and find unintuitive combinations

• non-differentiable problem, need to use RL. RL also gives more flexibility than traditional ML in rewards, so we can
incentivize whatever we want

2/16

• RL agent proposes fields & symmetries 
• Runs math software to calculate Lagrangian  
• Run physics software to find predictions 
• Compare to particle experiment data 

• Fit free parameters to data 
• Evaluate compatibility 
• Evaluate elegance of theory 

Baretz et al (led by Ghosh): arXiv:2506.08080
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Definition of ‘good models’

Figure 5. Number of parameters np and !2 for a representative distribution of found models for the three theory spaces
searched: A4 →Z4(left), A4 →ZN (middle), and T19 →Z4 (right). The region within the dashed black lines contains models with
↑ 7 parameters, and good fits, !2 ↑ 10.

shows the distribution of models found for a separate run that did not have the RZ(N) in the reward function and AMBer is
found to focus on Z3. Z2 is very rarely employed. This is likely due to the fact that for Z2, it would be difficult to accommodate
a good model with a small number of parameters. Finally, the capability of AMBer to find good models is also compared
against that of a random scan. The results are presented in Table 4.

4.3 Search in T19 →Z4 with n∀ ↑ 6
In the T19 →Z4 space with up to six flavon multiplets, AMBer explores a subspace of models that, to the best of our knowledge,
has not been explored in the literature. This search space is more complicated due to the larger T19 group. In this group, there
are six irreducible triplet representations which can be multiplied to form a number of singlet or triplet representations, as
shown in Appendix B. Figure 8 shows the distribution of found models for this search. As compared to the A4 run, a more
uniform distribution of models across the different representations are found, although there is a slight preference to place Ei in
singlets, Li,Ni in respective triplets

This flavor symmetry allows AMBer to pack all lepton flavors, Li,Ei,Ni, into their respective triplets, and still obtain the
observed hierarchy. For example, consider the Dirac mass term for the charged-lepton sector, L̄E∀iHd where L and E are in the
31 and 32 representation, respectively. Their tensor product decomposes into a 32 ↓33 ↓ 3̄3, which can subsequently be made
into a singlet if there is a flavon in any of the conjugate representations present in the decomposition. This also points to a
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Re-discovers models of same form as human-designed models

Inverse compatibility with data
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Agent learns to design good theories… too many!

Thousand Search Time Steps

Figure 2. Training variables of interest over time for searches in three spaces: A4 →Z4 (top), A4 →ZN (middle), and T19 →Z4
(bottom). The left column shows the evolution of !2 in blue (where the curve indicates the median log10 !2 over all
environments) and the mean number of parameters ↑np↓ as training progresses in orange. The right column shows the number
of valid models in orange and good (!2 ↔ 10 and np ↔ 7) models in blue. These are smoothed to display the trend in these
curves. There are two y-axes for the each panel plots due the differences in scale of each variable.

As a benchmark, the number of good models found by a random scan of each space is shown in Table 4. While there is a
significant efficiency gain in the A4 runs, this improvement is more modest for T19, in part due to the improved performance
of the random scanner. Because the average number of parameters in a T19 is naturally much lower than in A4, as seen in the
top panel of Figure 2, the random scanner is sampling from models that on average already satisfy one of the conditions for a
good model. However, since there are more irreducible representations of T19, AMBer has more actions from which to choose,
making it more difficult to converge to the optimal actions for building models. The strength of the entropy term can be tuned to
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Figure 2. Training variables of interest over time for searches in three spaces: A4 →Z4 (top), A4 →ZN (middle), and T19 →Z4
(bottom). The left column shows the evolution of !2 in blue (where the curve indicates the median log10 !2 over all
environments) and the mean number of parameters ↑np↓ as training progresses in orange. The right column shows the number
of valid models in orange and good (!2 ↔ 10 and np ↔ 7) models in blue. These are smoothed to display the trend in these
curves. There are two y-axes for the each panel plots due the differences in scale of each variable.

As a benchmark, the number of good models found by a random scan of each space is shown in Table 4. While there is a
significant efficiency gain in the A4 runs, this improvement is more modest for T19, in part due to the improved performance
of the random scanner. Because the average number of parameters in a T19 is naturally much lower than in A4, as seen in the
top panel of Figure 2, the random scanner is sampling from models that on average already satisfy one of the conditions for a
good model. However, since there are more irreducible representations of T19, AMBer has more actions from which to choose,
making it more difficult to converge to the optimal actions for building models. The strength of the entropy term can be tuned to
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Searching in the most well-studied space of theories: A4 × Z4
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How about exploring new symmetry never previously studied by physicists?

T19 = ℤ19 ⋊ ℤ3



Figure 2. Training variables of interest over time for searches in three spaces: A4 →Z4 (top), A4 →ZN (middle), and T19 →Z4
(bottom). The left column shows the evolution of !2 in blue (where the curve indicates the median log10 !2 over all
environments) and the mean number of parameters ↑np↓ as training progresses in orange. The right column shows the number
of valid models in orange and good (!2 ↔ 10 and np ↔ 7) models in blue. These are smoothed to display the trend in these
curves. There are two y-axes for the each panel plots due the differences in scale of each variable.

As a benchmark, the number of good models found by a random scan of each space is shown in Table 4. While there is a
significant efficiency gain in the A4 runs, this improvement is more modest for T19, in part due to the improved performance
of the random scanner. Because the average number of parameters in a T19 is naturally much lower than in A4, as seen in the
top panel of Figure 2, the random scanner is sampling from models that on average already satisfy one of the conditions for a
good model. However, since there are more irreducible representations of T19, AMBer has more actions from which to choose,
making it more difficult to converge to the optimal actions for building models. The strength of the entropy term can be tuned to
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A new symmetry never before studied for neutrino model building
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Figure 2. Training variables of interest over time for searches in three spaces: A4 →Z4 (top), A4 →ZN (middle), and T19 →Z4
(bottom). The left column shows the evolution of !2 in blue (where the curve indicates the median log10 !2 over all
environments) and the mean number of parameters ↑np↓ as training progresses in orange. The right column shows the number
of valid models in orange and good (!2 ↔ 10 and np ↔ 7) models in blue. These are smoothed to display the trend in these
curves. There are two y-axes for the each panel plots due the differences in scale of each variable.

As a benchmark, the number of good models found by a random scan of each space is shown in Table 4. While there is a
significant efficiency gain in the A4 runs, this improvement is more modest for T19, in part due to the improved performance
of the random scanner. Because the average number of parameters in a T19 is naturally much lower than in A4, as seen in the
top panel of Figure 2, the random scanner is sampling from models that on average already satisfy one of the conditions for a
good model. However, since there are more irreducible representations of T19, AMBer has more actions from which to choose,
making it more difficult to converge to the optimal actions for building models. The strength of the entropy term can be tuned to
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Rich landscape of viable neutrino theories, 
never previously studied!

Figure 5. Number of parameters np and !2 for a representative distribution of found models for the three theory spaces
searched: A4 →Z4(left), A4 →ZN (middle), and T19 →Z4 (right). The region within the dashed black lines contains models with
↑ 7 parameters, and good fits, !2 ↑ 10.

shows the distribution of models found for a separate run that did not have the RZ(N) in the reward function and AMBer is
found to focus on Z3. Z2 is very rarely employed. This is likely due to the fact that for Z2, it would be difficult to accommodate
a good model with a small number of parameters. Finally, the capability of AMBer to find good models is also compared
against that of a random scan. The results are presented in Table 4.

4.3 Search in T19 →Z4 with n∀ ↑ 6
In the T19 →Z4 space with up to six flavon multiplets, AMBer explores a subspace of models that, to the best of our knowledge,
has not been explored in the literature. This search space is more complicated due to the larger T19 group. In this group, there
are six irreducible triplet representations which can be multiplied to form a number of singlet or triplet representations, as
shown in Appendix B. Figure 8 shows the distribution of found models for this search. As compared to the A4 run, a more
uniform distribution of models across the different representations are found, although there is a slight preference to place Ei in
singlets, Li,Ni in respective triplets

This flavor symmetry allows AMBer to pack all lepton flavors, Li,Ei,Ni, into their respective triplets, and still obtain the
observed hierarchy. For example, consider the Dirac mass term for the charged-lepton sector, L̄E∀iHd where L and E are in the
31 and 32 representation, respectively. Their tensor product decomposes into a 32 ↓33 ↓ 3̄3, which can subsequently be made
into a singlet if there is a flavon in any of the conjugate representations present in the decomposition. This also points to a
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More details studies for these new theory models also performed
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Curious what an example new theory look like?

Lepton doublets ( )L1, L2, L3 Right handed neutrinos
5 Flavons ϕiHiggs doublet

G
ro

up
s

Irreducible representation assigned to fields

Fields:

See paper for gory details: arXiv:2506.08080

Charges

Table 9. A model found by AMBer in the A4 →ZN search (in this case N = 7), with 5 parameters and !2 = 0.79. Here
↑∀2↓/(0.1!) = ↑∀3↓/(0.1!) = (1,1,1).

L E1 E2 E3 N Hu Hd ∀1 ∀2 ∀3

A4 333 111↔↔↔↔↔↔ 111↔↔↔ 111 333 111 111↔↔↔↔↔↔ 111↔↔↔ 333 333
Z7 1 2 2 2 2 2 2 2 5 2

Table 10. A model found by AMBer in the T19 →Z4 search with 5 parameters and !2 = 0.24. Here ↑∀1↓/(0.1!) = (0,0,1),
↑∀2↓/(0.1!) = ↑∀5↓/(0.1!) = (0,1,↗1), ↑∀3↓/(0.1!) = (1,#,#2) and ↑∀4↓/(0.1!) = (1,#2,#).

L E N Hu Hd ∀1 ∀2 ∀3 ∀4 ∀5

T19 3331 3332 3̄331 111 111↔↔↔↔↔↔ 3̄332 3̄333 3̄332 3̄333 3̄333
Z4 3 2 0 0 0 3 2 3 1 3
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with ∃9 =↗0.057,∃11 = 0.00027,∃2 = 1.7,∃5 = 0.52,∃6 = 1.1,∃7 =↗0.42.
Second, a model that was found during the A4 →ZN is explicitly presented. The model is given by Table 9. It has 5

parameters and !2=0.79.
The mass matrices for this model are
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with ∃4 = 0.19,∃7 =↗0.13,∃6 =↗0.13,∃8 = 0.00027, and ∃9 = 0.057.
Finally, we show an additional model that was found in the T19 →Z4 search. The model is given in Table 10, and has 5

parameters with !2 = 0.24.
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3 Lepton singlets

Excitement in flavour physics community, 
including from veterans of the field 
(arXiv:2507.19278, arXiv:2510.25495)LLMs (eg. GPT5) fail at such search tasks!
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Deep dive into what the agent is doing over time

LLMs (eg. GPT5) fail at this! 

Black dots are search 
trajectory for one agent in 
one environment 

Pink are ‘good models’ 

Explores widely in the 
beginning, but realises that 
zero-parameter models are 
useless. 

Focuses on few parameter 
models towards the end

Early stage of search Middle stage of search

Late-middle stage of search Late stage of search

Visualised in 2D space created by an auto-encoder
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