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Better theory predictions

Theory [Lots of talks here]

· pdf sets [talks: Stefano Forte & Eva Groenendijk]

· perturbative QFT

· resummed QFT [talk: Rikab Gambhir]

· hadronization

→ ‘Modeling’ in terms of first principles

Tools moving to AI

· NNPDF, Colibri

· MadGraph, Sherpa

· MC@NLO, Powheg

· Pythia, Herwig → MLhad, HadML

· NNLO/N3LO...

Enhancements
· more precise

· faster

· user-friendly

detectors EventsQCDscattering decay fragmentationshowerTheory

forward

inverse
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Neural importance sampling

Generative Jacobians
· VEGAS → normalizing flow [i-flow: Gao, Höche, Isaacson, Krause, Schulz]∫

dx f (x) =
∫

dx gθ(x)
f (x)

gθ(x)
≡

〈
f (x)

gθ(x)

〉
x∼gθ

· w/ neural multi-channel weights [Heimel, Hütsch, Maltoni, Mattelaer, TP, Winterhalder]

nc∑
i=1

∫
dx αi,φ(x) f (x) =

nc∑
i=1

〈
αi,φ(x)f (x)

gi,θ(x)

〉
x∼gi,θ
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Neural importance sampling

Generative Jacobians
· VEGAS → normalizing flow [i-flow: Gao, Höche, Isaacson, Krause, Schulz]∫

dx f (x) =
∫

dx gθ(x)
f (x)

gθ(x)
≡

〈
f (x)

gθ(x)

〉
x∼gθ

· w/ neural multi-channel weights [Heimel, Hütsch, Maltoni, Mattelaer, TP, Winterhalder]

nc∑
i=1

∫
dx αi,φ(x) f (x) =

nc∑
i=1

〈
αi,φ(x)f (x)

gi,θ(x)

〉
x∼gi,θ

MadNIS [Sherpa/Pepper similar]

· VEGAS pre-training of spline flows

· online + buffered training

· fewer channels

→ MadGraph7
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Neural control variates

Negative weights [Heimel, TP, Revelli, Vent, Winterhalder]

· learned subtraction ∫
dx f (x) =

∫
dx

[
f (x)− Cϕpϕ(x)

]
+ Cϕ

∫
dx pϕ(x)

=

〈
f (x)− Cϕpϕ(x)(x)

gθ(x)

〉
x∼gθ

− Cϕ

〈
1
〉

x∼pϕ

· LO: reduce weight range
move evaluations to cheap flow

· benchmark pp → t t̄gg

· NLO: avoid negative weights
finite soft/collinear subtraction

· benchmark e+e− → t t̄g, qq̄g

→ Proof of concept for now...
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Amplitudes

Accurate surrogates [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· training data: loop amplitudes gg → γγg(g)

· curse of dimensionality unavoidable [Bahl, Breso, Butter, Iturriza]

ANN({pi}) vs ANN({(pi pj )})

· Accuracy from symmetric input...
...activation, ensemble, training, regularization, factorization

[Janßen, Maitre, Schumann, Siegert, Truong; Villadamigo, Frederix, TP, Vitos, Winterhalder]
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Amplitudes

Accurate surrogates [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· training data: loop amplitudes gg → γγg(g)

· curse of dimensionality unavoidable [Bahl, Breso, Butter, Iturriza]

ANN({pi}) vs ANN({(pi pj )})

· Accuracy from symmetric input...
...activation, ensemble, training, regularization, factorization

[Janßen, Maitre, Schumann, Siegert, Truong; Villadamigo, Frederix, TP, Vitos, Winterhalder]

Lorentz equivariance [Brehmer, Breso, de Haan, TP, Qu, Spinner, Thaler,...]

· equivariant transformers: L-GATr & LLoCa

· learnable symmetry breaking

1 amplitudes qq̄ → Z + 1...4 g

Z + 1g Z + 2g Z + 3g Z + 4g
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Amplitudes

Accurate surrogates [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· training data: loop amplitudes gg → γγg(g)

· curse of dimensionality unavoidable [Bahl, Breso, Butter, Iturriza]

ANN({pi}) vs ANN({(pi pj )})

· Accuracy from symmetric input...
...activation, ensemble, training, regularization, factorization

[Janßen, Maitre, Schumann, Siegert, Truong; Villadamigo, Frederix, TP, Vitos, Winterhalder]

Lorentz equivariance [Brehmer, Breso, de Haan, TP, Qu, Spinner, Thaler,...]

· equivariant transformers: L-GATr & LLoCa

· learnable symmetry breaking

1 amplitudes qq̄ → Z + 1...4 g

2 jet tagging

3 event generation

→ Knowledge driving performance [also OmniLearned]
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Calibrated learned uncertainties

Statistics vs systematics [Bahl, Elmer, TP, Winterhalder]

· variational inference [Gaussian likelihood]

⟨A⟩ =
∫

dA p(A) A

σ2 =

∫
dA p(A) (A − ⟨A⟩)2

p(A) =
∫

dλ p(A|λ) p(λ|T ) ≈
∫

dλ p(A|λ) q(λ)

· conjugate prior [p(A|λ) = N (A) → inverse Gamma fct]

qγ,v,α,β(λ) =
βα

√
v

Γ(α)
√

2πσ2

(
1
σ2

)α+1

exp

(
−2β + v(γ − A)2

2σ2

)
· integrating to Student-t

p(A) = St
(

A
∣∣∣∣γ, β(1 + v)

vα
, 2α

)
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Calibrated learned uncertainties

Statistics vs systematics [Bahl, Elmer, TP, Winterhalder]

· variational inference [Gaussian likelihood]

⟨A⟩ =
∫

dA p(A) A

σ2 =

∫
dA p(A) (A − ⟨A⟩)2

p(A) =
∫

dλ p(A|λ) p(λ|T ) ≈
∫

dλ p(A|λ) q(λ)

· conjugate prior [p(A|λ) = N (A) → inverse Gamma fct]

qγ,v,α,β(λ) =
βα

√
v

Γ(α)
√

2πσ2

(
1
σ2

)α+1

exp

(
−2β + v(γ − A)2

2σ2

)
→ Learned uncertainties [heteroscedastic, BNN, ensembles, conformal, evidential]

ANN = γ σ2
stat =

∫
dλ

[
A(λ)− ANN

]2
q(λ) =

β

v(α− 1)

σ2
syst =

∫
dλσ2(λ)q(λ) =

β

α− 1
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Calibrated learned uncertainties

Statistics vs systematics [Bahl, Elmer, TP, Winterhalder]

· variational inference [Gaussian likelihood]

p(A) =
∫

dλ p(A|λ) p(λ|T ) ≈
∫

dλ p(A|λ) q(λ)

→ Learned uncertainties [heteroscedastic, BNN, ensembles, conformal, evidential]

Back to gg → γγg(g)

· systematics from artificial noise
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Ntrain
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σ
/A fsmear = 2%
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Calibrated learned uncertainties

Statistics vs systematics [Bahl, Elmer, TP, Winterhalder]

· variational inference [Gaussian likelihood]

p(A) =
∫

dλ p(A|λ) p(λ|T ) ≈
∫

dλ p(A|λ) q(λ)

→ Learned uncertainties [heteroscedastic, BNN, ensembles, conformal, evidential]

Back to gg → γγg(g)

· systematics from artificial noise

· pull over phase space

tsyst(x) =
ANN(x)− Atrue(x)

σsyst(x)

→ Calibration universal [ensemble-bias]
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Generalization uncertainties

Generative amplification [Bahl, Diefenbacher, Elmer, TP, Spinner]

· ‘How many events can I sample from a network trained on ntrain events?’ [Louis Lyons]

· smoothly learned pgen(x)
pgen(x) ≈ Dntrain

true (x) ∼ ptrue(x)

· Gaussian uncertainties on generated sample

σ2
gen,stat + σ2

gen,model =


σ2

gen,stat ∼
a

ngen
ngen ≪ ntrain

σ2
gen,model ∼

b
ntrain

ngen ≫ ntrain

· sweet spot

σ2
gen,stat

∣∣∣∣∣
ngen=nequiv

!
= σ2

gen,model

⇔
nequiv

ntrain
=

a
b

101 103 105 107

ngen

10−4

10−3

10−2

10−1

100

ntrain nequiv

σgen,model ∼ 1/
p

ntrain

σgen,stat ∼ 1/
p

ngen
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Generalization uncertainties

Generative amplification [Bahl, Diefenbacher, Elmer, TP, Spinner]

· ‘How many events can I sample from a network trained on ntrain events?’ [Louis Lyons]

· smoothly learned pgen(x)
pgen(x) ≈ Dntrain

true (x) ∼ ptrue(x)

· test with measure M

M
[
Dn

true, ptrue
] ∣∣∣∣∣

n=nequiv

!
= M

[
Dn

gen, ptrue

] ∣∣∣∣∣
n→∞

Surrogate Monte Carlo [Bahl, TP, Revelli]

· amplitude qq̄ → Z+gluons
· MI integral over tail region

nequiv

ntrain
=

560.000
7

= 80.000

→ Amplification works, better for surrogates
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p
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NLO

Putting everything together [DeCrescenzo, Marino Villadamigo, Elmer, Heimel, TP, Winterhalder, Zaro]

· virtual amplitude surrogates [Born ratios w/ uncertainties]

· real amplitude surrogates [w/ uncertainties]

· neural importance sampling & channel weights

· conditional on FKS sectors

→ How close to ‘NLO as fast as LO?’ [NNLO: Janßen, Poncelet, Schumann]
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NLO

Putting everything together [DeCrescenzo, Marino Villadamigo, Elmer, Heimel, TP, Winterhalder, Zaro]

· virtual amplitude surrogates [Born ratios w/ uncertainties]

· real amplitude surrogates [w/ uncertainties]

· neural importance sampling & channel weights

· conditional on FKS sectors

→ How close to ‘NLO as fast as LO?’ [NNLO: Janßen, Poncelet, Schumann]

Accelerated loop amplitudes [Breso, Heinrich, Magerya, Olsson; Bahl, Braun, Heinrich, TP, Revelli]

· HH 2-loop
calibrated with Student-t likelihood

· t t̄H 1-loop
clustered large uncertainties for adaptive training

→ Solving actual problems
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Hadronization: MLhad & HadML

Iterative HOMER [Kim, Ore, Palacios Schweitzer, TP, Szewc + MLhad]

· better hadronization within string model [talk: Steffen Schumann]

· learn weights between theory and data
transfer weights to theory description

· learned uncertainty

SciPost Physics Submission

fPYTHIA(z)

p(x)

w(x)p(x) w(S)p(x)

Simulate

Reweight

Factorize

Iterate

fHOMER(z)⌘ w(s) fPYTHIA(z)

Figure 1: Illustrative diagram of the HOMER method and its iHOMER extension: HOMER learns
a data-driven fragmentation function via the reweighting and factorization steps. iHOMER
improves upon its performance by iterating these steps.

Step 1 (Reweighting): A classifier is trained to distinguish experimental measurements from
predictions of a reference PYTHIA simulation. This yields an approximation to the like-
lihood ratio pdata(x)/pref(x).

Step 2 (Factorization): Using the reference simulation only, a regressor operating on string-
break features is trained to statistically match the Step 1 density ratio at the observable
level. This yields inferred string-break weights.

which are shown schematically in Figure 1, along with the iterative procedure introduced in
this work.

HOMER has been shown to work for qq̄ strings with and without parton showers [22, 23],
but some challenges remain. Among them is uncertainty quantification. Generally speaking,
we expect neural network training to be subject to both statistical and systematic uncertain-
ties [28]. Statistical uncertainties capture the effect of having training datasets of finite size,
while systematic uncertainties remain for arbitrary training statistics and capture, for instance,
noisy data, insufficient network expressivity, or a limiting training strategy. For HOMER, we can
make the following assumptions:

1. The classifier is sufficiently expressive to fit the true likelihood ratio pdata(x)/pref(x)
=) We consider dominantly statistical uncertainties in the reweighting Step 1.

2. A sufficiently large reference dataset is available
=) We consider only systematic uncertainties in the factorization Step 2.

Regarding the first assumption, we check that no systematic biases arise due to architectural
choices or imperfect network training (See App. C for validation). Additionally, because we
are performing a closure test using simulated datasets, we know that the simulator perfectly
captures all details of the data, except for the targeted hadronization model, and we can safely
neglect systematic uncertainties due to simulator mismodeling of non-hadronization effects.
We assume that for the correct hadronization model x =O(Sacc) induces the correct distribu-

8
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Hadronization: MLhad & HadML

Iterative HOMER [Kim, Ore, Palacios Schweitzer, TP, Szewc + MLhad]

· better hadronization within string model [talk: Steffen Schumann]

· learn weights between theory and data
transfer weights to theory description

· learned uncertainty

SciPost Physics Submission
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fHOMER(z)⌘ w(s) fPYTHIA(z)

Figure 1: Illustrative diagram of the HOMER method and its iHOMER extension: HOMER learns
a data-driven fragmentation function via the reweighting and factorization steps. iHOMER
improves upon its performance by iterating these steps.

Step 1 (Reweighting): A classifier is trained to distinguish experimental measurements from
predictions of a reference PYTHIA simulation. This yields an approximation to the like-
lihood ratio pdata(x)/pref(x).

Step 2 (Factorization): Using the reference simulation only, a regressor operating on string-
break features is trained to statistically match the Step 1 density ratio at the observable
level. This yields inferred string-break weights.

which are shown schematically in Figure 1, along with the iterative procedure introduced in
this work.

HOMER has been shown to work for qq̄ strings with and without parton showers [22, 23],
but some challenges remain. Among them is uncertainty quantification. Generally speaking,
we expect neural network training to be subject to both statistical and systematic uncertain-
ties [28]. Statistical uncertainties capture the effect of having training datasets of finite size,
while systematic uncertainties remain for arbitrary training statistics and capture, for instance,
noisy data, insufficient network expressivity, or a limiting training strategy. For HOMER, we can
make the following assumptions:

1. The classifier is sufficiently expressive to fit the true likelihood ratio pdata(x)/pref(x)
=) We consider dominantly statistical uncertainties in the reweighting Step 1.

2. A sufficiently large reference dataset is available
=) We consider only systematic uncertainties in the factorization Step 2.

Regarding the first assumption, we check that no systematic biases arise due to architectural
choices or imperfect network training (See App. C for validation). Additionally, because we
are performing a closure test using simulated datasets, we know that the simulator perfectly
captures all details of the data, except for the targeted hadronization model, and we can safely
neglect systematic uncertainties due to simulator mismodeling of non-hadronization effects.
We assume that for the correct hadronization model x =O(Sacc) induces the correct distribu-

8

Beyond toy model [preliminary, using AUSSIE]

· variable number of particles

· information loss

· expressive beyond string fragmentation?

→ Critical input to ML-tagger training [Jennifer Rohloff’s talk]
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Feynman diagrams

Conditioned autoregressive transformer

· qq̄ → e+e− conditioned on mZ → clearly possible

· event generation from Feynman diagrams?

Zero-shot generation [Bahl, TP, Schiller, Sivagnanalingam]

· train on 1352 processes [100k events each]

generate for 139 new processes
test with NN classifier
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Feynman diagrams

Conditioned autoregressive transformer

· qq̄ → e+e− conditioned on mZ → clearly possible

· event generation from Feynman diagrams?

Zero-shot generation [Bahl, TP, Schiller, Sivagnanalingam]

· train on 1352 processes [100k events each]

generate for 139 new processes
test with NN classifier

· t t̄H kinematics

→ Any use case?
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uū→ tt̄H

edge-list
image



ML4LHC

Tilman Plehn

Sampling

Amplitudes

NLO

Hadronization

Feynman diags

MadAgents

Neural networks everywhere

Examples for non-mentioned ML:

· high-dimensional & unbinned unfolding [talk: Hanfei Cui]

· SBI [talks: Robert Schöfbek & Chris Pollard]

· amplitude relations [Cai, Charton, Cranmer, Dixon,...]

· IBP simplifications [Shih]

· ISR transformers [Butter, Charton, Villadamigo, Ore, TP, Spinner]

· anomalies in jets [Das, Ostertag, TP, Vogel; talk: Radha Mastandrea]

→ Add your project...
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MadAgents

Agents running code, specifically MadGraph [TP, Schiller, Schmal]

· installation

· student training

· expert support

· autonomous generation

· new: SMEFT re-casting
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MadAgents

Agents running code, specifically MadGraph [TP, Schiller, Schmal]

· installation

· student training

· expert support

· autonomous generation

· new: SMEFT re-casting

Expert user support

· improvements
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Agents running code, specifically MadGraph [TP, Schiller, Schmal]
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Agents running code, specifically MadGraph [TP, Schiller, Schmal]

· installation

· student training

· expert support

· autonomous generation

· new: SMEFT re-casting

Expert user support

· improvements

· generate events
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MadAgents

Agents running code, specifically MadGraph [TP, Schiller, Schmal]

· installation

· student training

· expert support

· autonomous generation

· new: SMEFT re-casting

Expert user support

· improvements

· generate events

· compare events
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MadAgents

Agents running code, specifically MadGraph [TP, Schiller, Schmal]

· installation

· student training

· expert support

· autonomous generation

· new: SMEFT re-casting

‘Dramatically’ fast SMEFT update [Diefenbacher,TP, Schiller, Schmal; talk Matt LeBlanc]

· reproduce SFitter analysis

· search for news → t t̄Z

· implement mt t̄Z and pT ,Z

· re-simulate SMEFT

→ Just LLMs running codes...
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marginal  impact of adding the ttZ measurement     (bars: thick = 1 , thin = 2 )

without ttZ + pT(Z) + m(ttZ)
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ML-event generation

Scientific AI
· just another tool for a numerical field?

an avalanche wiping out Math and then us?
a great opportunity!

· QCD applications:
parton densities
event generators
higher orders
hadronization
simulation-based inference
unfolding
global analyses ...

→ It’s delivery time!

Modern Machine Learning for LHC Physicists

Tilman Plehna,b*, Anja Buttera,c, Barry Dillona,d,
Theo Heimela,e, Claudius Krausea,f , and Ramon Winterhaldera,g

a Institute for Theoretical Physics, Heidelberg University, Germany
b Interdisciplinary Center for Scientific Computing (IWR), Heidelberg University, Germany

c LPNHE, Sorbonne Université, Université Paris Cité, CNRS/IN2P3, Paris, France
d Intelligent Systems Research Centre, Ulster University, Northern Ireland

e CP3, Université catholique de Louvain, Louvain-la-Neuve, Belgium
f HEPHY, Austrian Academy of Sciences, Vienna, Austria

g TIFLab, Universitá degli Studi di Milano & INFN Sezione di Milano, Italy

April 25, 2025

Abstract

Depending on the point of view, modern machine learning is either providing an unprecedented boost to the numerical
methods of particle physics, or it is transforming the way we do science with vast amounts of complex data. In any case,
it is crucial for young researchers to stay on top of this development and apply cutting-edge methods and tools to all LHC
physics tasks. These lecture notes lead students with basic knowledge of particle physics and significant enthusiasm for
machine learning to relevant applications. They start with an LHC-specific motivation and a non-standard introduction to
neural networks and then cover classification, unsupervised classification, generative networks, data representations, and
inverse problems. Three themes defining much of the discussion are statistically defined loss functions, uncertainties, and
accuracy. To understand the applications, the notes include some aspects of theoretical LHC physics. All examples are
chosen from particle physics publications of the last few years, and many of them come with corresponding tutorials. 1

*plehn@uni-heidelberg.de
1Given that these notes are by definition always outdated, they will be updated frequently
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http://www.thphys.uni-heidelberg.de/~plehn/pics/modern_ml.pdf
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