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Outline

• What is Omnistat?

• Underlying architecture

• Support utilities to use and analyze Omnistat’s data

• Highlight some features:

• Low performance impact

• Hardware counter sampling

• Used-supplied figures of merit
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Omnistat – what is it?

Omnistat is a set of utilities and data collectors to support scale-out cluster telemetry targeting 

AMD Instinct GPUs/APUs:

• Tracks metrics available via AMD SMI interface(s)
• GPU utilization

• High-bandwidth memory (HBM) usage​

• GPU power, clock frequencies, thermals, power-caps

• RAS error counts, throttling events

• Additional metrics/features:
• application-supplied figures of merit

• network traffic

• hardware counters

• low overhead (target 1% or less)

• resource manager job tracking (SLURM, Flux, PBSPro)

• Targets two primary use cases
• system-mode

• user-mode
Open-source: https://github.com/ROCm/omnistat

https://github.com/ROCm/omnistat
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Scale-out Infrastructure - System Mode

Architecture

• Uses Prometheus and a “pull-

model” for telemetry aggregation 

across the system

• Prometheus client gathers relevant 

metrics and resource manager info

• Grafana dashboards

• We run this on production clusters 

for 24x7 monitoring
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Visualization & Analytics - System Mode 

Node-level overviewSystem-wide overview

For system administrators
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----------------------------------------------------------------------
Omnistat Report Card for Job Id: 168013
----------------------------------------------------------------------

Job Overview (Num Nodes = 1, Machine = HPC Fund)
--> Start time = 2025-03-05 13:48:00
--> End  time = 2025-03-06 01:03:00

GPU Statistics:

     | Utilization (%)  |  Memory Use (%)  | Temperature (C)  |   Power (W)   |
  GPU # |   Max   Mean  |   Max   Mean  |   Max   Mean  |   Max   Mean  |

  ------------------------------------------------------------------------------------
    0 |  99.00  86.18  |   0.69   0.68  |  51.00  48.83  |  326.00  304.85  |
    1 |  99.00  89.19  |   0.69   0.68  |  47.00  45.18  |   0.00   0.00  |
    2 |  99.00  89.08  |   0.69   0.68  |  52.00  50.12  |  328.00  309.31  |
    3 |  99.00  88.52  |   0.69   0.68  |  57.00  54.66  |   0.00   0.00  |
    4 |  99.00  88.50  |   0.69   0.68  |  42.00  40.87  |  298.00  281.52  |
    5 |  99.00  89.15  |   0.69   0.68  |  46.00  44.50  |   0.00   0.00  |
    6 |  99.00  85.60  |   0.69   0.68  |  56.00  54.32  |  362.00  336.12  |
    7 |  99.00  86.22  |   0.69   0.68  |  54.00  51.46  |   0.00   0.00  |

Approximate Total GPU Energy Consumed = 13.84 kWh

Visualization & Analytics - System Mode 

Job-level overview

For system administrators and users

Job-level report
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Scale-out Infrastructure - User Mode

• User-mode designed entirely for user-space within a single job (e.g  SLURM)

• Targets usage on external supercomputing systems by application teams

• Omnistat provides plumbing to spin up monitoring infrastructure on all assigned compute nodes

• Time-series data can be downloaded locally for use with Omnistat Grafana container

• User-mode adopts a “push” model to 

VictoriaMetrics on a single compute node

• Default push occurs every 5 minutes

• Multi-threaded to support push while sampling 

new data

• Flask-based REST API for convenience to tear-

down (which flushes cached data)
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Primary CLI Tools for User Mode

• To enable data collection in user mode, a user needs to add omnistat-
usermode commands in their job script to spin up data collectors on each 

assigned compute node

• omnistat-query can be used to interrogate data collected at end of a job

omnistat-usermode --start --interval 1.0
omnistat-usermode --stop

Example setting up and tearing 

down data collection at 1 sec 

intervals

omnistat-query --job ${SLURM_JOB_ID} --interval 1.0
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----------------------------------------------------------------------
Omnistat Report Card for Job Id: 168013
----------------------------------------------------------------------

Job Overview (Num Nodes = 1, Machine = HPC Fund)
--> Start time = 2025-03-05 13:48:00
--> End  time = 2025-03-06 01:03:00

GPU Statistics:

     | Utilization (%)  |  Memory Use (%)  | Temperature (C)  |   Power (W)   |
  GPU # |   Max   Mean  |   Max   Mean  |   Max   Mean  |   Max   Mean  |

  ------------------------------------------------------------------------------------
    0 |  99.00  86.18  |   0.69   0.68  |  51.00  48.83  |  326.00  304.85  |
    1 |  99.00  89.19  |   0.69   0.68  |  47.00  45.18  |   0.00   0.00  |
    2 |  99.00  89.08  |   0.69   0.68  |  52.00  50.12  |  328.00  309.31  |
    3 |  99.00  88.52  |   0.69   0.68  |  57.00  54.66  |   0.00   0.00  |
    4 |  99.00  88.50  |   0.69   0.68  |  42.00  40.87  |  298.00  281.52  |
    5 |  99.00  89.15  |   0.69   0.68  |  46.00  44.50  |   0.00   0.00  |
    6 |  99.00  85.60  |   0.69   0.68  |  56.00  54.32  |  362.00  336.12  |
    7 |  99.00  86.22  |   0.69   0.68  |  54.00  51.46  |   0.00   0.00  |

Visualization & Analytics - User Mode 

Local or remote access to 

Grafana dashboards

Job-level reports

Job-level dashboard

Plain text, PDF, CSV.
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Sampling Interval and Overhead

• Push method allows us to achieve higher sampling frequencies

• Overhead target still <1%

[t008-001: 13:22:22] Initiating final data push...
[t008-001: 13:22:22] Pushing local node telemetry to VictoriaMetrics endpoint -> http://borg019:909
[t008-001: 13:22:22] Metrics pushed successfully!
[t008-001: 13:22:22]
[t008-001: 13:22:22] --> Sampling interval      = 0.1000 (secs)
[t008-001: 13:22:22] --> Total # of samples     = 6234
[t008-001: 13:22:22] --> Average time/sample     = 0.0024 (secs)
[t008-001: 13:22:22] --> Total data pushes      = 2
[t008-001: 13:22:22] --> Average push duration    = 0.0031 (secs)
[t008-001: 13:22:22] --> Data collection duration  = 10.6492 (mins)
[t008-001: 13:22:22] --> Base memory use at start  = 34.234 MB
[t008-001: 13:22:22] --> Memory growth at stop    = 60.895 MB

Linpack performance impact using GPUs and all host CPU cores (256 GPUs)

Generally, 

recommend 0.1s 

sampling or higher

Example log showing Omnistat performance stats
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Hardware counter sampling

Automate use of ROCprofiler-SDK to collect 

counters

• Enables deeper GPU performance insights with 

minimal setup and impact on performance

• Device collection: continuously samples GPU 

activity, independent of running workloads or kernel 

execution

Observed and actual aggregate FLOPS for a rocHPL execution

Challenges

Limit on number of concurrent counters you can define at a 

time (GPU block dependent)

→ Multiplexing allows rotating through counter sets to 

overcome hardware limits

High-level metrics derived from counters

→ Predefined sets of counters and aggregation



12 |

Hardware counter collection: constant and GPU ID sampling

GPU ID sampling (multiplexing)
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Hardware counter collection: predefined profiles

• FLOPS

• 16 instruction counters: SQ_INSTS_VALU_(ADD|MUL|TRANS|FMA|MFMA_MOPS)_(F64|F32|F16|BF16)

• FP64 (vector, matrix)

• FP32 (vector, matrix)

• FP16 (vector, matrix)

• BF16 (matrix)

• Only up to 8 counters per GPU at a time

• Multiplex

• GPU IDs 0, 2, 4, 6: FP32 and FP64 vector

• GPU IDs 1, 3, 5, 7: FP16 vector and all matrix

• HBM Bandwidth

• 2 derived counters: (FETCH|WRITE)_SIZE

• Constant sampling (MI2xx) or multiplex (MI3xx)

[omnistat.collectors.rocprofiler]
profile = flops_gpuid

[omnistat.collectors.rocprofiler]
profile = hbm
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Application Figures of Merit (FOM) with Telemetry

Many applications have a FOM we care about - wouldn’t it be nice if we could overlay that with telemetry as 

a function of time?

Consider iterative Pytorch example...

Epoch 1/10 | Train Loss: 1.8421 | Train Acc: 32.45% | Val Loss: 1.5217 | Val Acc: 45.12%
Epoch 2/10 | Train Loss: 1.4233 | Train Acc: 49.87% | Val Loss: 1.2984 | Val Acc: 53.09%
Epoch 3/10 | Train Loss: 1.2156 | Train Acc: 57.42% | Val Loss: 1.1022 | Val Acc: 61.44%
Epoch 4/10 | Train Loss: 1.0439 | Train Acc: 63.20% | Val Loss: 0.9837 | Val Acc: 65.78%
Epoch 5/10 | Train Loss: 0.9178 | Train Acc: 67.84% | Val Loss: 0.9041 | Val Acc: 68.92%
[…]

Can we log this 

whilst running?

stdout

Omnistat user-mode collector provides an endpoint to supply custom FOMs

• “name” and “value” supplied as JSON

• timestamp encoded at time of receipt

Omnistat  

user-mode 

collector

$ curl -X POST http://localhost:8001/fom  \
     -H "Content-Type: application/json" \
     -d '{"name": “train_loss", "value": 0.9178}'

FOM
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Figure of Merit (FOM) Example

• rocHPCG

• Iterated over each 

GPU in a single node

• Dashboards display 

FOMs and telemetry 

together
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Real world example: Omnistat collection with data export
Examine energy and runtime impacts as GPU frequency cap varies

• Normalized runtime and total energy 

consumption for Cholla executions 

• GPU frequency cap varied from 

500 MHz to 1700 MHz 

• Values normalized to the 1700 MHz frequency 

run

• Omnistat monitoring node-level energy as a 

function of time for each run,

delta between stop/start used to quantify total 

energy per run
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Upcoming Features

• MCP server to access and analyze Omnistat databases

• Anomaly detection

• Automated GPU control for energy efficiency

• Application-level GPU kernel tracing
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Omnistat Summary

• Open-source, scale-out telemetry tool

• Targets system 24x7 collection and user-mode 

collection on large clusters

• Designed for large scale and low overhead: used 

by AI developers on up to 68K GPUs on Frontier 

Courtesy: Pasini, et. al, J. Supercomputing 81, 618 (2025)

• We welcome suggestions for future enhancements and 

collaboration opportunities...
https://rocm.github.io/omnistat/

• Feel free to ping us with questions/issues
karl.schulz@amd.com, jorda.polo@amd.com

https://rocm.github.io/omnistat/
mailto:karl.schulz@amd.com
mailto:jorda.polo@amd.com
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Additional Discussion / Questions?
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