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What is ClusterCockpit?

= Job-specific Performance and Energy Monitoring
Framework for HPC computing centers
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Notable features

Global access to metric data
Access to configurable set of metrics
including  hardware  performance
counter data. Comes with powerful
HPC centric node agent but can also
be integrated with other node agent
solutions.

Job tagging

Jobs can be tagged manually or
automatically. The built-in job tagger
detects known applications (e.g.
MATLAB, GROMACS) and flags
pathological jobs automatically. Tags
are grouped by type and have a
configurable scope attribute for
visibility control.

Modern Web Ul
Responsive web interface with job-
specific, node, user, and system
views. Provides metric plots,
aggregate statistics, roofline plots,
resource table, and access to job
scripts. Fully user configurable. A
public dashboard is available for
unauthenticated external users.

Flexible job archive
Supports multiple archive backends:
JSON files, columnar Parquet files
(with zstd compression), SQLite blob
storage, and S3-compatible object
storage. Can be used to share job
data for research purposes.

User roles
Supports roles for users, project
managers, support personnel, and
administrators. Users can only see
their own jobs. Metrics can be
restricted to specific roles for fine-
grained access control.

Slurm integration
Comes with a ready to use Slurm
integration. Can be integrated with

any batch job scheduler via a
REST API.
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How is it different?

= Focus on simplicity and robust functionality _:w

Provide job and node focused views
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= Consider all stakeholders (admins, support, users) | =—=

Modern state-of-the-art web interface @

Community-driven Open-Source solution with long-term funding
= Used by several large academic HPC centers in production
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Automatic energy optimization

= Continuous job-specific optimization of node settings to

= Balance throughput and energy-to-solution
= Enforce cluster-wide power-cap without sacrificing throughput
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= Still experimental
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Show it to me!

DEMO
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