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Big Bang Nucleosynthesis

BBN is remarkably successful, 
connecting particle & nuclear physics 

to cosmology, and making a convincing 
case that we understand the Universe 
pretty well back to temperatures of 
O(MeV) — and it places important 

constraints on new physics.

Marcelle Soares-Santos | Dark Energy & Cosmic Acceleration
Snowmass Community Summer Meeting | Cosmic Frontier Panel |  July 21, 2022

Introduction
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Particle physics aims to understand the fundamental 
constituents of matter and energy, revealing profound 
connections underlying everything we see, from the 
smallest to the largest structures in the Universe. 

The cosmic frontier realizes this vision.

Dark energy and cosmic acceleration is a 
discovery-driven, high-visibility, rigorous and bold 
component of our program, which has matured and 
grown over the last two decades by both leveraging 
and driving new developments across the entire 
community.
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BBN Observations

★  Helium-4 observed in extragalactic HII regions

★  Deuterium observed in Quasar absorption systems

★  Helium-3 observed in the Solar neighborhood

★  Lithium-7 in the atmosphere of dwarf halo stars

Emission spectra of gas clouds (detailed line modeling required) 

Solar winds, meteorites, ISM … stellar nucleosynthesis uncertainties

Physics of convection, depletion indicators … needs support from data 

Damped Lyman-  spectra from intervening gas along l.o.s.α

✅

✅

?
E.g. Fields, Olive arXiv:2204.03167 

To compare with theory, we need quality measurements of the 
primordial abundances of the light elements:   D, 3He, 4He, 7Li

Cooke et al, arXiv:2605.00122 [astro-ph.CO]



astro-ph/9803071
arXiv: 1710.11129

Deuterium

(D/H) × 105 = 2.547 ± 0.025
PDG 2021:

% level  
measurement

Older



•PRyMordial is a new tool to investigate 
BBN both within the SM and beyond.

• It’s written in python, and runs very 
quickly using DiffEq.jl from the Sci 
Machine Learning kit implemented in Julia.

• It fully models neutrino decoupling and 
computes Neff., allowing for precise 
constraints on dark sectors.

•PRyMordial allows for precision treatment 
of electroweak rates, including mass 
effects and O(α) corrections.

• It implements network of  O(10/50) 
nuclear reactions in a modular format, 
making it easy to compare different 
nuclear treatments.

PRyMordial

arXiv:1106.1363,

arXiv:1806.11095
arXiv:1806.11095,

arXiv: 2011.11320

arXiv:0705.0290, arXiv:1712.04378, arXiv:2103.05027

PRyMordial

Escudero, arXiv:1812.05605
& arXiv: 2001.04466

Based on PRIMAT’s Mathematica
implementation, but in python!

NACRE & PRIMAT 
approaches

Burns, TMPT, Valli, 
arXiv: 2307.07061



Percent Di↵erence

H 9.964*10�4

Yp 3.032*10�3

D/H*105 3.064*10�2

3He/H*105 1.926*10�2

T/H*108 2.663*10�1

(3He+T)/H*105 1.712*10�2

7Li/H*1011 4.379
7Be/H*1010 9.692*10�1

(7Li+7Be)/H*1010 1.146

Table 1: Percent di↵erence between abundance values calculated using 63 nuclear reactions and

values calculated using 12 nuclear reactions.
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Figure 1: Minimal set of nuclear reactions

Further detail on the theromonuclear reaction rates used in this approach along with their estimates

of systematic errors can be found in the following references: [13, 65–67].

Our second approach for the thermonuclear reaction rates is to interpolate rates from the updated

NACRE compilation [68], comprising charged-particle-induced reactions. We use updated rates for

two of the reactions in this set of reaction rates: 7Be(n, p)7Li from Fields, et al. [69] and D(p, �)3H

from the LUNA collaboration [70].

Table 3 shows the full set of nuclear reactions used in our calculation and the sources from which

the reaction rates were obtained.

The evolution in time of the calculated abundances has the following form [79, 86],

– 15 –

Nuclear Rates



NACRE compilation
polynomial fits 

— data oriented —

PRIMAT compilation
nuclear modeling 

— theory oriented —

PRyMordial implements two different 
approaches, out-of-the box:

Nuclear Rates



•Recent work applies Gaussian-process ML 
regression of the raw S-factor data for the 
deuterium burning processes— using no 
nuclear theory at all.

•Based on this treatment, they find:

•~1.7σ below the Cooke et al. measurement 
(2.0σ with Planck+ACT+SPT).

•They identify the relevant window of 
energies for deuterium production/burning 
to be 14 keV – 0.6 MeV.

•The burning processes are the most 
important to further pin down.

• I’m pursuing a different approach— using 
EFT to try to control theory uncertainties.

Machine Learning

10⁵ D/H = 2.442 ± 0.040

Launders, Giovanetti, Liu, 
[arXiv:2604.16600]
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% Change

Parameter D/H YP
3He/H 7Li/H

!bh
2 -1.1080 0.0266 -0.3858 -0.7925

ωn 0.0051 0.0504 0.0081 0.1021

% Change

Reaction D/H YP
3He/H 7Li/H

p(n, ε)d -0.0884 0.0005 0.0371 -0.0739

d(p, ε)3He -0.7700 -0.0004 0.8370 -0.2358

d(d, n)3He -0.5952 0.0051 0.2222 -0.0737

d(d, p)t -0.5000 0.0042 -0.2791 -0.0517

t(p, ε)4He -0.0129 -0.0014 0.0708 -0.4250

t(d, n)4He -0.0005 -0.0016 0.0007 -0.0950

t(ϑ, ε)7Li -0.0007 -0.0016 0.0006 1.9822
3He(n, p)t 0.0367 -0.0012 -0.2088 -0.0497

3He(d, p)4He -0.0389 -0.0015 -0.8516 -0.6109
3He(ϑ, ε)7Be 0.0002 -0.0016 0.0010 1.3634
7Be(n, p)7Li 0.0003 -0.0016 0.0011 0.2689
7Li(p,ϑ)4He -0.0158 -0.0016 0.0012 -3.1029

TABLE V. Dependence of abundance predictions on uncer-
tainties of various parameters. The key PRIMAT 2023 network
is used here for illustration. Upper: Percent change in abun-
dances when the baryon abundance and neutron lifetime are
varied within one standard deviation of their mean values
(using !bh

2 determined by Ref. [21] and ωn determined by
Ref. [80]), compared to the case where all mean values are
used. Lower: Percent change in abundances when each re-
action in the “key” network is varied within one sigma of its
mean value. To obtain these values, we set qi to 1, i scanning
over each reaction in the “key” network, one at a time. Then
we compare the resulting prediction for the abundances to the
result from using all mean values.

8 elemental abundances, indexed by our choice of the
200 values of !bh

2 and 120 di”erent draws of ωn and qi.
Finally, the function jax.jit just-in-time compiles the
function, so that subsequent calls to the function with
inputs of the same datatypes and dimensions will use the
compiled version of the function, leading to significant
speed-up.

We are now ready to generate our data. We begin
by defining the abscissa of interest for !bh

2, or rather
the ratio of !bh

2 to the default value of !bh
2 stored in

const.Omegabh2:

from linx.const import Omegabh2

eta_fac = jnp.logspace(
jnp.log10(3e-3), jnp.log10(4e-2), num=200

) / Omegabh2

Next, we generate 120 di”erent draws of ωn and qi:

import jax.random as rand

# 0 is the random seed.
key = jax.random.PRNGKey(0)
key, subkey = jax.random.split(key)

# Should be 12 reactions in the key network
n_reactions = len(

abundance_model.nuclear_net.reactions
)

sig = 0.6 / 879.4
tau_n_fac = 1. + rand.normal(subkey, (120,)) * sig

nuclear_rates_q = rand.normal(
subkey, (120, n_reactions)

)

Finally, we can pass these arguments into get abundance
to obtain the abundances:

# Dimensions 200 x 120 x 8
res = get_abundance(

eta_fac, tau_n_fac, nuclear_rates_q
)

To make the Schramm plot, we obtain the mean value
of the abundances over all 120 draws of the nuclear rates
and also find the standard deviation:

# Output is Yn, Yp, Yd, Yt, YHe3, Ya,
# YLi7 and YBe7

Yp = res[:,:,5] * 4
D_H = res[:,:,2] / res[:,:,1]
# T decays to He3 promptly
He3_H = (res[:,:,3]+res[:,:,4])/res[:,:,1]
# Be7 decays to Li7 promptly
Li7_H = (res[:,:,6]+res[:,:,7])/res[:,:,1]

# Take mean/standard deviation along second
# axis, i.e. over 120 nuclear rate draws
Yp_mean = jnp.mean(Yp, axis=1)
D_H_mean = jnp.mean(D_H, axis=1)
He3_H_mean = jnp.mean(He3_H, axis=1)
Li7_H_mean = jnp.mean(Li7_H, axis=1)

Yp_sig = jnp.std(Yp, axis=1)
D_H_sig = jnp.std(D_H, axis=1)
He3_H_sig = jnp.std(He3_H, axis=1)
Li7_H_sig = jnp.std(Li7_H, axis=1)

The exact runtime of this cell will depend on the user’s
hardware. Executing all of the code shown above essen-
tially performs 24,000 BBN abundance calculations, but
takes approximately 800 seconds on an Apple M3 Mac-
book Pro, i.e. about 0.03 seconds per run.

Figure 6 shows the Schramm plot that is obtained from
the code detailed above. Lines show the predicted pri-
mordial abundances YP, D/H, 3He/H, and 7Li/H as a

Percent change in prediction corresponding to 
a 1σ variation of the rate from its central value.

Giovanetti et al, PRD112 (2025) 6, 063531, [2408.14538]
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FIG. 5. Gaussian process regression on d(d,n)3He S-factor
data. Top: GP S-factor mean, 1ω, and 2ω envelopes plot-
ted along with data used for regression [18–21] (red). Three
sample draws are overlayed (grey). Middle: The GP 1ω
reaction rate envelope and five samples thermally averaged
with Eq. (9) in the relevant BBN temperature range (red).
The 1ω rate envelopes used in PRIMAT [9] (green) and
PArthENoPE [8] (blue) are shown for comparison. All curves
are normalized to the GP mean rate. Bottom: The GP mean
S-factor with a prior mean of the calculation of Ref. [24]
(black) and experimental data (colored points, same as top
panel), normalized to the fiducial GP mean, with the fiducial
1ω envelope shown in red. The GP mean lies the same dis-
tance away from each highly correlated data points of BR90
and KR87M.

FIG. 6. Gaussian process regression on d(p,ε)3He S-factor
data. Top: GP S-factor mean, 1ω, and 2ω envelopes (red)
plotted along with data used for regression [31, 44–48]. Three
sample draws are overlayed (grey). Bottom: The GP 1ω re-
action rate envelope (red) and five samples thermally aver-
aged with Eq. (9) in the relevant BBN temperature range
(grey). The 1ω rate envelopes used in PRIMAT [9] (green)
and PArthENoPE [8] (blue) are shown for comparison. All
curves are normalized to the GP mean rate.

terior for d(d,n)3He are qualitatively similar to the GP
posterior for d(d,p)t (Figure 1). As for d(d,p)t, the poste-
rior is consistent with scatter between experiments and
not dominated by the small uncertainties of Refs. [19]
(dark blue) and [21] (light blue).

Both the mean and function samples appear jagged
from the small-ω Matérn kernel component we add to the
kernel (see Section III E below). These small-scale fluctu-
ations are smoothed from the thermal average, giving the
smooth rate samples shown in the middle panel of Fig-
ure 5. While the agreement with the PRIMAT network
is not as good as for the d(d,p)t rates, our d(d,n)3He rate
is nevertheless more similar to the rate in the PRIMAT
network than the PArthENoPE network. Our rate un-
certainties are larger than both.



• I work with an effective field theory (EFT) that 
keeps the nuclear states as degrees of freedom.

•At typical BBN temperatures, the momenta are 
typically much smaller than mπ, so nuclear 
interactions look point-like.  There are some 
similarities to the nuclear ‘pionless EFT’

•Every state of a nucleus looks like a separate 
‘particle’, and excitation/de-excitation processes 
look like decays, etc.

•Deviations from the point-like limit are encoded by 
higher dimensional local operators in the EFT.

•Nuclei have higher spin states for which there is no 
relativistic QFT description.

•One could use heavy particle effective theory 
(like HQET); instead, I will use the on-shell 
amplitude program which bypasses a Lagrangian 
entirely.

An EFT for Nuclei

<latexit sha1_base64="VudDomCFoBMSgUqgim0tPHWzCg0=">AAAB/XicdVDLSsNAFJ34rPUVHzs3g0VwFRKpfeyKblxWsA9oQphMJ+3QmSTMTIQagr/ixoUibv0Pd/6N0zaCih64cDjnXu69J0gYlcq2P4yl5ZXVtfXSRnlza3tn19zb78o4FZh0cMxi0Q+QJIxGpKOoYqSfCIJ4wEgvmFzO/N4tEZLG0Y2aJsTjaBTRkGKktOSbh66kHLqhQDhz8oz7bkJz36zYVtN2mud1uCCNakFqTehY9hwVUKDtm+/uMMYpJ5HCDEk5cOxEeRkSimJG8rKbSpIgPEEjMtA0QpxIL5tfn8MTrQxhGAtdkYJz9ftEhriUUx7oTo7UWP72ZuJf3iBVYcPLaJSkikR4sShMGVQxnEUBh1QQrNhUE4QF1bdCPEY6CaUDK+sQvj6F/5PumeXUrNp1tdK6KOIogSNwDE6BA+qgBa5AG3QABnfgATyBZ+PeeDRejNdF65JRzByAHzDePgEsc5W9</latexit>

→ 1

mω



On-Shell Amplitudes
One-particle states are labeled by the little group — the rotations that survive once 

the momentum is fixed: helicity for a massless leg, spin for a massive one.

Momenta are parameterized by spinors — the only building blocks:

Amplitudes are bracket polynomials of fixed little-group weight:

This is so restrictive that every three-point amplitude is fixed by symmetry alone, up to 
a finite number of over-all constants — the couplings.

Higher point amplitudes are assembled: 4-point amplitudes glue the 3-point vertices 
across every factorization pole, plus contact (“boundary”) terms:

For massive particles:
Arkani-Hamed, Huang, Huang, 

JHEP 11 (2021) 070 [arXiv:1709.04891]



n + p → d + γ

In the amplitude language, deuterium Production is built out 
of three factorized poles + local boundary (contact) terms.

Deuterium Production

n (p, d) γ

How to speak ‘nuclear’:
( : +
) : +

 ,  : →



Strong Vertex:  d – n – p

Spins (1, ½, ½): twelve naive structures collapse to two conserving parity:

Diagonalizing the n+p partial waves gives the deuteron’s own S and D states:

with couplings  C̃S = ½(C̃₁−C̃₂),  C̃D = ½(C̃₁+C̃₂)

The magnitude of the coupling can be related to the deuteron’s ‘asymptotic 
normalization constant’ (ANC):

Massive spinor-helicity: bold spinors |i⟩, |i] carry the little group of each massive 
leg. Symmetry fixes each 3-point amplitude up to constants.



Electromagnetic Amplitudes

The deuteron is a charged spin-1 field with three form factors, 
fixed by Z=1, μ_d, Q_d:

A spin-½ nucleon radiates through just two structures per helicity:

Z is the electric charge and κ is the anomalous moment.

All of these are measured much more precisely than the nuclear inputs, and far 
far below the precision necessary for BBN.



Boundary Terms

At leading order (dimension 6), there are five parity-even structures:

legs (1,2,3,4) = (d̄, n, p, γ); the cₐ are dimensionless and O(1) by NDA

Projecting onto two-nucleon channels maps the five cₐ onto multipoles:

At dimension 7, an electric dipole contributes to the ³P₀ channel:

Boundary terms encode the higher order EFT corrections.  At a given dimension 
they can be enumerated algorithmically. De Angelis, JHEP 08, 299, 

arXiv:2202.02681.



Cross Section

There are two multipoles adding incoherently at tree level:

The M1 (isovector, μp−μn) contribution dominates at threshold. 
E1 (proton convection) takes over above E ≃ 0.2 MeV.

Putting this all together into the unpolarized cross section:

<latexit sha1_base64="FNXPY8Opqtvfr63V2mbJs6EW2bw=">AAACDHicdVDLSsNAFJ34rPVVdelmsAiuQlJqH7uiCK6kgn1AE8JkOmmHziRxZlIooR/gxl9x40IRt36AO//GaRtBRQ8MHM45lzv3+DGjUlnWh7G0vLK6tp7byG9ube/sFvb22zJKBCYtHLFIdH0kCaMhaSmqGOnGgiDuM9LxR+czvzMmQtIovFGTmLgcDUIaUIyUlrxCseldQYfcJnQMnUAgnNrTtAS5Vi88Z4A4R1Odssy6ZddPq3BBauWMVOrQNq05iiBD0yu8O/0IJ5yECjMkZc+2YuWmSCiKGZnmnUSSGOERGpCepiHiRLrp/JgpPNZKHwaR0C9UcK5+n0gRl3LCfZ3kSA3lb28m/uX1EhXU3JSGcaJIiBeLgoRBFcFZM7BPBcGKTTRBWFD9V4iHSFeidH95XcLXpfB/0i6ZdsWsXJeLjbOsjhw4BEfgBNigChrgEjRBC2BwBx7AE3g27o1H48V4XUSXjGzmAPyA8fYJxpia3w==</latexit>

PN → 1

2mNEω

<latexit sha1_base64="Pw8OBVmRUvLQssdLomVTLAVvKuU="></latexit>

ee! → e
Znmp ↑ Zpmn

mn +mp
↓ ↑1

2
e

<latexit sha1_base64="dytE6v4rw7CHuF1NudoRWFKCROg=">AAACDHicdVDLSgMxFM3UV62vqks3wSJUxDIjtY9d0Y3LCvYBnWHIpGkbmpmJeRRK6Qe48VfcuFDErR/gzr8xnVZQ0QMhh3POJbkn4IxKZdsfVmppeWV1Lb2e2djc2t7J7u41ZawFJg0cs1i0AyQJoxFpKKoYaXNBUBgw0gqGlzO/NSJC0ji6UWNOvBD1I9qjGCkj+dlc3oEn0B0izpHfPIYuudV0BN1Q+xyeJvcsZReqtlM9L8M5qRQXpFSFTsFOkAML1P3su9uNsQ5JpDBDUnYcmytvgoSimJFpxtWScISHqE86hkYoJNKbJMtM4ZFRurAXC3MiBRP1+8QEhVKOw8AkQ6QG8rc3E//yOlr1Kt6ERlwrEuH5Qz3NoIrhrBnYpYJgxcaGICyo+SvEAyQQVqa/jCnha1P4P2meFZxSoXRdzNUuFnWkwQE4BHnggDKogStQBw2AwR14AE/g2bq3Hq0X63UeTVmLmX3wA9bbJwdHmco=</latexit>

(1 + ωV ) → µp ↑ µn



Rescattering
The ¹S₀ pair rescatters O(1) times: a virtual 

state sits 66 keV below threshold. The ladder 
must be resummed — we do this dispersively, 

from the on-shell amplitudes themselves.

The ‘effective range expansion’ (ERE)

The way to think about this in the EFT 
language is as a contribution from four-

nucleon scattering amplitudes, at loop level.  
One loop is a good approximation to the 
rescattering, but it is large enough that it 

must be resummed in σ.



Dressed Amplitude

(ρd is just a rewriting of the strong coupling  &  ℓ₁ is the dibaryon-literature form of cM1).

The final re-scattering dresses the tree level amplitudes into loops:

The electric channel is also dressed, but the scattering is weak enough not to resum:



Joint Bayesian Fit

Y. Chen et al., PRL136, 052701 (2026), [arXiv:2509.11743].

λS is the over-all scale, assigned the 3.6% systematic reported by SLEGS and treated as a 
nuisance parameter.

We construct a joint Bayesian fit that allows the EFT inputs to float.  The fit includes 
measurements at threshold, measurements of the crossed-channel photo-disintegration 

process at the Shanghai Laser Electron Gamma Source (SLEGS), and measured ERE 
parameters.

The SLEGS data, published in 2026, publishes cross section measurements folded over 
their (measured) beam energy spectrum D(E):



Fit Results

This represents the well-known 10% 
impulse deficit usually ascribed to  

meson-exchange currents.

The constraint on the E1 contact term is driven by the modern SLEGS data, and 
shifts by 3.5σ from the pre-2000 extraction.
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Parameter Prior Posterior

C̃S 1.4367± 0.0015 [48] 1.4369± 0.0015

a0 [fm] →23.715± 0.020 →23.717± 0.020

r0 [fm] +2.706± 0.060 +2.712± 0.060

cM1 Flat +0.162± 0.015

cE1 Flat →0.88± 0.21+0.16
→0.08 ± 0.03

ωS 1.000± 0.036 [13] 0.981± 0.006

εd [fm] Derived +1.763± 0.005

ϑ1 [fm] Derived +1.19± 0.11

LE1 [fm3] Derived +14.9± 3.5+1.3
→2.6 ± 0.5

gA [104] Derived +3.074± 0.067

gB [104] Derived →3.070± 0.067

gA + gB Derived +42.22± 0.04

TABLE II. Joint-fit posterior median values and 1ϖ uncertain-
ties, including the fitted quantities (above the rule) and quan-
tities derived from them (below). The second uncertainty on
cE1 and LE1 is the systematic spanning the SLEGS treat-
ments of Sec. IVC, quoted as an asymmetric envelope about
the primary fit. The third spans the treatment of the 3PJ

initial-state interaction.

ω(J)E1 [Eq. (31)], whose e!ect on εE1 stays at or below
the permille level across the nucleosynthesis window and
reaches 0.46% at the highest beam. They are held fixed
at their measured values, taken from the e!ective-range
form below Tlab = 5MeV, where the tabulated phases
are quoted to too few digits to recover the volumes, and
from the tabulation above it; the sensitivity of the fit to
that choice is quoted with cE1 in Sec. IV.

C. Fit and EFT Parameters

The posterior is collected in Table II. At its maximum
the data ϑ2 is 19.9 for the twenty-four points, with the
three theory terms contributing 0.04 and the normaliza-
tion prior on ϖS a further 0.29, for a total of 20.3. Each
of the four priors is counted as a datum and each of the
six parameters as a degree of freedom, leaving 22. The
fit is comfortable, and it does not strain any of the in-
puts. Also shown are the derived quantities, including
the dimensionless 1S0 four-nucleon couplings gA and gB
defined in Eq. (A3), obtained from (a0, r0) by inverting
Eq. (A16). They are almost exactly anticorrelated, each
of order 3 → 104 while the threshold combination they
control is ↑ 42. ϱ1 and LE1 are the two contacts in the
dibaryon normalizations of Refs. [14, 20], related to the
fit coe”cients by Eq. (30) and LE1 = ↓16.98 cE1 fm

3.
Fig. 3 shows the prediction for the crossed channel at the
best-fit point and its ±1ε error posterior band compared
to the SLEGS data, folded through each beam spectrum
(as the fit does).

FIG. 3. Crossed-channel deuteron photodisintegration
ϖ(ϱd ↑ np). Circles are the SLEGS folded cross sections ϖf

i ,
one per beam setting [13]; crosses are the fit folded through
the same spectra; the solid curve is the monochromatic cross
section, dashed with cE1 = 0. Lower panel: residuals from
the folded prediction, with the ±1ϖ posterior (solid) and the
total theory uncertainty (dashed outline).

1. cM1

The thermal cross section fixes cM1 = +0.162± 0.015.
Setting cM1 = 0 with every other parameter held at the
best-fit point would result in 306± 2mb, or 91.7± 0.8%
of the fitted 333.5 ± 0.8mb. This is the familiar state-
ment that single-particle currents under-predict thermal
capture by about ten percent, historically attributed to
meson-exchange currents. Here one contact operator cap-
tures the physics,

cM1 = +0.162± 0.015, (39)

or ϱ1 = +1.19± 0.11 fm in the dibaryon normalization of
Eq. (30). Its uncertainty follows from the range parame-
ter, through the correlation corr(r0, cM1) = +0.93. Naive
dimensional analysis would suggest cM1 = O(1), and
thus this result is in harmony with EFT expectations.
Strictly, the thermal cross section fixes cM1 together
with whatever the next order contributes at threshold,
so the statement is one about the combination rather
than about the leading constant alone.

An exact threshold matching maps cM1 onto the
pionless-EFT normalization, Lnp = ↓9.00 ± 0.04 fm2,
agreeing within 0.8ε with the ↓9.039 ± 0.027 fm2 ex-
tracted by Ref. [20] from the same data. The residual
is a matter of bookkeeping rather than physics. In the
counting of Ref. [20] the slope L̃np enters one order be-
yond Lnp and multiplies the same function of prel, so the

The nuclear inputs come out very 
consistent with the input measurements.

The magnetic contact term comes out 
with posterior:

Both contact terms are fit to be O(1), consistent with the expectations from 
naive dimensional analysis power-counting.



Confronting SLEGS



σ(E) & S-Factor



Thermonuclear Rate

Total theory uncertainty:

0.25–0.27%

across T₉ = 0.01–3, with no high-
temperature switch.

Propagated through PRyMordial with the full uncertainty,:

Δ(D/H) = −0.06% δ(D/H):  0.089%  →  0.050%
The production rate is essentially retired from the primordial D/H error budget.



d + p → ³He + γ

Fit to the LUNA + World Data
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FIG. 3. The d(p, ω)3He S-factor from the global Bayesian fit
within the BBN window: posterior band (±1ε on the fit pa-
rameters → the R(prel/p→)

2 truncation) through the LUNA
data [9, 12], with the ab initio Marcucci curve [17] (dashed)
and the Gaussian-process band of Launders et al. [22] (blue,
agreeing with the fit across the window) overlaid; the Türkat
data [15] sit high and are included with a floated normaliza-
tion (ϑ = 1.28), so they do not set the absolute scale. Lower
panel: per-point residuals.

TABLE II. EFT parameters from the global fit: posterior me-
dian and 68% interval. The electric dipole and the magnetic
strength are data-determined, whereas the quadrupole con-
tact terms are prior-limited.

Quantity Value

CS (ANC) 2.14± 0.04 fm↑1/2

tE1 ↑0.146± 0.021

|1 + tE1| 0.85± 0.02

Ce!
S = CS(1+tE1) 1.83± 0.03 fm↑1/2

SM1(0) 0.107± 0.008 eV b

tE2 0.0± 0.5

cM2 consistent with 0

ϑ (Casella, Mossa, Türkat) 1.01(3), 0.98(2), 1.28(6)

S(0) 0.209± 0.008 eV b

ϖ2/dof 0.83 (N = 73)

exact band widens to !S(0)/S(0) → 0.04 at threshold.
The exact band accompanies the paper as ancillary data.

The leading contribution to the electric-dipole sector is
the point-like piece ee!C̃S/md, with the vertex coupling
fixed by the 3He ANC through the residue relation of
Sec. III B. It is corrected by the next-to-leading contact
term cE1, with the fit returning,

tE1 = ↑0.146± 0.021, |1 + tE1| = 0.85, (17)

a ↓15% deficit in the E1 amplitude (↓30% in the rate).
The ab initio Marcucci curve, carrying its own two-body
currents, falls between the point-like (cE1 = 0) predic-
tion and the data (Sec. III C). The fit to the capture
data constrains the electric-dipole amplitude, fixing the
product

Ce!
S ↔ CS

(
1 + tE1

)
= 1.83 fm→1/2. (18)

The 3He ANC theory prior disentangles CS from cE1.
The resulting uncertainty of ±0.021 on tE1 is set mainly
by the ↓ 2% ANC prior, with the remainder from the
truncation-inflated data errors.

The fitted tE1 is of natural size, a non-trivial outcome
given that its prior was left wide. The naive-dimensional-
analysis scale of Sec. II (” ↓

↗
4ω p↑ ↘ 187MeV)

places a natural tE1 at O(10–40%), the upper end set by
ε/” ↘ 0.4. The fitted ↑0.15 sits comfortably inside, and
is the same size as the ↓10% two-body-current shift the
ab initio calculation carries in this channel (Sec. III C).
The contrast with the magnetic dipole is instructive. cM1

and cE1 are operators of the same order—the leading
dimension-6 contact terms—but the point-like magnetic
moment nearly cancels (Sec. III B), so cM1 dominates the
magnetic strength and carries the bulk of the magnetic
share of S(0). The unsuppressed Siegert convection cur-
rent instead leaves cE1 a small correction.

The fact that the o#set between ab initio theory and
data lives in the electric-dipole channel, not in a global
scale error or a higher-order truncation, is established by
two observations. It has the wrong shape to be trun-
cation: the omitted orders grow as (prel/p↑)2 (Sec. II),
whereas the o#set is already ↓10% at low energy, and a
free cubic term in the e#ective fit (Appendix B) comes
back consistent with zero. And it is E1-localized. Any
E1 e#ect must track the Coulomb-aware electric-dipole
fraction fE1(E) = SE1/(SM1 + SE1), which runs from
↘ 0.5 at threshold to ↘ 0.97 at the top of the window. A
global scale error is instead flat in fE1. Fitting the deficit
against fE1 favors the localized form over a constant by
!ϑ2

↘ 9. What this does not decide is the o#set’s nature
within the channel: a short-range two-body current cE1

and a correspondingly smaller e#ective ANC [Eq. (18)]
are indistinguishable to the angle-integrated S-factor.

The quadrupole contact terms are prior-limited. The
angle-integrated S-factor constrains only three combina-
tions (the a0, a1, a2 of the e#ective fit), and the gen-
uine quadrupole content of a2 sits at the percent level
(Sec. III A). Once the dipoles are fixed, cE2 and the M2
strength (floated as a single e#ective contact) are there-
fore in practice unconstrained: their posteriors return
the naive-dimensional-analysis priors (Table II). Sitting
one order in the expansion below the present sensitiv-
ity, they leave the electric-dipole determination and S(0)
unchanged whether floated or held fixed.



Outlook

d+d → n+³He and d+d → p+t reuse the same d–n–p vertex from both capture 
processes — correlations across all four reactions are built in from the start. 

 
They also include exchanges of the tower of He-4 states.

A simultaneous amplitude-level fit of the full deuterium network is the goal.

4

d

d

n

3He

4He→

(a)

d

d

n

3He

p

(b)

d

d

n

3He

(c)

FIG. 1. Representative contributions to the d(d, n)3He amplitude: (a) s-channel 4He resonance tower, (b) the t- (plus u→)
channel proton exchange, and (c) the short-range contact terms. The deuteron is shown as a double-wavy line, 3He a double
line, nucleons single lines, and 4He→ a dashed-and-wavy line.

three terms,

UX(E) = N U
tr

X (E) +
∑

A

gALS g̃AL→S→ M
2

A

s→M2

A + iMA!A

+
∑

a

ca

”na
B
X
a (pin, pout).

(8)

The first term encodes the t- and u-channel proton ex-
change, the second the sum over intermediate 4He states,
and the third the contribution from boundary terms. The
full amplitude is projected onto each 2S+1

LJ ↑
2S→

+1
L
→
J

transition:

U
1S0

1S0

= N U
tr
1S0

+
g0

+

d g̃0
+

1S0
M

2

0+

D0+(s)
+ c

1S0

1S0

,

U
1D2

5S2

=
g2

+

d g̃2
+

1D2
M

2

2+

D2+(s)
,

U
3D2

5S2

=
g2

+

d g̃2
+

3D2
M

2

2+

D2+(s)
,

U
3P0

3P0

= N U
tr
3P0

+
g0

↑

d g̃0
↑

3P0
M

2

0↑

D0↑(s)
+ c

3P0

3P0

pinpout

”2
,

U
3P1

3P1

= N U
tr
3P1

+
∑

1↑

g1
↑

d g̃1
↑

3P1
M

2

1↑

D1↑(s)
+ c

3P1

3P1

pinpout

”2
,

U
1P1

3P1

=
∑

1↑

g1
↑

d g̃1
↑

1P1
M

2

1↑

D1↑(s)
+ c

1P1

3P1

pinpout

”2
,

U
3P2

3P2

= N U
tr
3P2

+
∑

2↑

g2
↑

d g̃2
↑

3P2
M

2

2↑

D2↑(s)
+ c

3P2

3P2

pinpout

”2
,

U
3F2

3P2

=
∑

2↑

g2
↑

d g̃2
↑

3F2
M

2

2↑

D2↑(s)
.

(9)

Each channel contains the projection of the proton trans-
fer amplitude, the sum over the intermediate 4He which
contribute to the particular transition, labelled by their
J
ω, and combinations of the boundary terms defined in

Appendix A which contribute to the particular transition
(relabelled by the transition, for clarity).

1. Proton Transfer

The proton transfer contributes significantly to only
three of the transitions, the singlet S-wave and the diag-
onal 3

PJ :

U
tr
1S0

= ASCS
Q0(zt)

pinpout
, U

tr
3PJ

= aP ASCS
Q1(zt)

pinpout
,

(10)
where the over-all normalization

N =
8ωmdmp

↓
mnmh

µnp µpd
, (11)

contains the reduced masses µnp ↔ mnmp/(mn+mp) and
µpd ↔ mpmd/(mp+md). AS and CS encode the strong
couplings between d-p-n and d-p-3He in the EFT (see
Appendix A). They are related to the asymptotic nor-
malization constants (ANCs) for the deuteron and 3He
below. The QL→(z) are the Legendre functions of the
second kind,

Q0(z) =
1

2
ln

z + 1

z → 1
, Q1(z) = z Q0(z)→ 1, (12)

evaluated at

zt ↔
2EdEn →m

2

d →m
2

n +m
2

p

2pinpout
, (13)

where Ed, En are the center-of-mass energies of the
deuteron and neutron. The u-channel contribution is in-
cluded via QL→(→z) = (→1)L

→
+1

QL→(z). The coe#cient
aP is the 6j spin recoupling of the transferred proton,
shared between the S-wave d-n-p and d-p-3He vertices,

aP = →
↓
6

{
1

2

1

2
1

1 1 1

2

}
=

√
2

3
↗ 0.816, (14)

and is the same for all values of J at this order.
The corresponding quintet (S=2) 6j vanishes, and this

is what restricts the transfer to the three transitions of
Eq. (10). The transfer recouples the same three spins
(n, p and the spectator d), so it conserves the channel
spin; but the final state n + 3He is built from two spin-
1

2
particles and cannot reach S

→=2. The incoming 5
S2

I am currently working on the two d+d burning reactions: 
d+d → n+³He and d+d → p+t



Outlook
• An EFT built from on-shell amplitudes of the nuclear states now 

covers both radiative captures necessary to describe the production 
of primordial deuterium during BBN, at few-per-mille precision.

• n+p → dγ: rate to 0.25–0.27%, D/H error contribution halved — 
production retired from the uncertainty budget.

• We also make predictions for some polarization observables, which 
are not important for BBN, but allow us to further test our amplitude/
EFT machinery.

Coming up: 

d+d burning — plus a global fit of the whole deuterium network!



Thank you!



The BBN Era

For T  10 MeV, the SM contains relativistic species ( ):  ≳ γ, e±, ν

H2 ≃
1

3M2
Pl

π2

30 (2 + 2 × 2 ×
7
8

+ 2 ×
7
8

Nν) T4
γ

From the 2nd law of thermodynamics and energy-momentum conservation: 

d(sa3)/dt = 0 , s = (ρ + P)/Tγ

Tγ(t) , Tγ(a)

One can derive the temperature of the photons as a function of 
time/scale factor:

At the qualitative level, BBN is fairly easy to understand. 

(plus non-relativistic: nucleons with abundance set by the baryon asymmetry, and dark matter)



As the Universe expands and cools, eventually the weak interactions 
freeze out:

H ∼ Γweak ∼ n⟨σv⟩ ∼ T3 × G2
F T2 ⇒ T(weak)

f.o. ∼ MeV

Based on entropy conservation,  for   Tγ ≤ me :

Tν = ( 4
11 )

1/3

Tγ ⇔ Neff ≡
8
7 ( 11

4 )
4/3

(
ρtot. − ργ

ργ ) = 3.044

Tγ(t) , Tγ(a) , Tν(Tγ)

SM prediction

e.g.,  arXiv: 2210.10307

The BBN Era

Thus, one can relate the temperature of the neutrinos to the 
temperature of the photons:



 is relevant for the -equilibrium,   :Tν(Tγ) β n ↔ p

n + νe ↔ p + e−

n + e+ ↔ p + ν̄e (nn/np) |T≃MeV ≃ 1/6
Q ≡ mn − mp ≃ 1.3 MeV

Nucleosynthesis naively starts at MeV … BUT: Tnucl. ∼ BD ≃ 2.2

Γ(n + p → D + γ) ∼ nB⟨σv⟩Dγ

Γ(n + p ← D + γ) ∼ nγ exp(−BD/Tγ)⟨σv⟩Dγ

It really starts at  such that:   Tnucl ηB ≃ exp(−BD/Tnucl.)

The BBN Era

(nn/np) |T≳MeV ≃ exp(−Q/T )Q



The “deuterium bottleneck” implies  MeV.  After that : Tnucl ≃ 0.1

Essentially all of the neutrons are 
bound into helium-4…

(nn/np) |T ≃ 0.1 MeV ≃ 1/7

p n

YP ≡
m4He

mB
≃

4(nn/2)
nn + np

≃ 0.25

Baryon mass fraction in helium-4

 residual amount of deuterium and helium-3 relative to .

Lithium-7 “survives” in a much smaller relative abundance, .

𝒪(10−5) p

𝒪(10−10)

The BBN Era

n

p
n

n

p
p

n

p
p
n



Precision BBN

arXiv:1806.11095

PDG 2021:

YP = 0.245 ± 0.003

Subaru 2022:

·Yi ∼ nB (⟨σv⟩kl→ijYkYl − ⟨σv⟩ij→klYiYj)

•The answers to these questions require us to go 
beyond the qualitative picture of BBN to more 
precise modeling of the web of nuclear reactions, 
with a framework that allows us to more 
robustly explore uncertainties…

•A significant shift in the primordial abundance of 
4He is both interesting and alarming.

•The new result is about 2.5σ from the old one, 
which resulted in a very consistent picture with 
theoretical predictions from BBN in the SM.

•How significant are the differences, really?  What 
role do theory uncertainties play?

•What role do other measurements such as 
deuterium play?  Are there tensions within BBN?

• Is this a hint for BSM physics?  Are there 
surprises about cosmology to be gleaned from 
understanding BBN at the % level?



PRyMordial
Percent Di↵erence

H 9.964*10�4

Yp 3.032*10�3

D/H*105 3.064*10�2

3He/H*105 1.926*10�2

T/H*108 2.663*10�1

(3He+T)/H*105 1.712*10�2

7Li/H*1011 4.379
7Be/H*1010 9.692*10�1

(7Li+7Be)/H*1010 1.146

Table 1: Percent di↵erence between abundance values calculated using 63 nuclear reactions and

values calculated using 12 nuclear reactions.
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1. n+p → 2H+γ
2. 2H+p → 3He+γ
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4. 2H+2H → 3H+p
5. 3H+p → 4He+γ
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Figure 1: Minimal set of nuclear reactions

Further detail on the theromonuclear reaction rates used in this approach along with their estimates

of systematic errors can be found in the following references: [13, 65–67].

Our second approach for the thermonuclear reaction rates is to interpolate rates from the updated

NACRE compilation [68], comprising charged-particle-induced reactions. We use updated rates for

two of the reactions in this set of reaction rates: 7Be(n, p)7Li from Fields, et al. [69] and D(p, �)3H

from the LUNA collaboration [70].

Table 3 shows the full set of nuclear reactions used in our calculation and the sources from which

the reaction rates were obtained.

The evolution in time of the calculated abundances has the following form [79, 86],

– 15 –

PRyMordial

•To answer these questions, we have 
developed a new tool (PRyMordial) to 
investigate BBN both within the SM and 
beyond.

•PRyMordial is written in python, and runs 
very quickly using DiffEq.jl from the Sci 
Machine Learning kit implemented in Julia.

• PRyMordial fully models neutrino 
decoupling and computes Neff., allowing 
for precise constraints on dark sectors.

•PRyMordial allows for precision treatment 
of electroweak rates, including mass 
effects and O(α) corrections.

•PRyMordial implements network of  
O(10/50) nuclear reactions in a modular 
format, making it easy to compare 
different treatments of  T-dependence.

Burns, TMPT, Valli, 
arXiv: 2307.07061



runPRyM_XX_example.py

PRyM_main.py

PRyM_thermo.py

PRyM_nTOp.py

PRyM_nuclear_net.py

PRyM_eval_nTOp.py

PRyM_init.py

 🥳

#0

#1

#4
#7

#2 : b
ckg

 + Neff

#3 : weak rates#6
 : O

D
E system

s
#5 : interpolation

wikiHow: PRyMordial



Aggressive Approach to Nuclear Uncertainties

Conservative Approach to Nuclear Uncertainties

PDG-recommended 1æ range of observed values
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Launders et al.: three rates dominate D/H

+1σ rate shift
change in D/H

d(p,γ) −0.77%

d(d,n) −0.60%

−0.50%d(d,p)t



BBN energies expose a clean EFT hierarchy

E_cm
0.01–1 MeV

p_rel
3–31 MeV

Λ
162 MeV ~ mπ

Q ΛQ / Λ ≲ 0.2

Degrees of freedom

n   p   d   γ
Pions are unresolved; finite nuclear size 
appears as an expansion in local contact terms.



Gluing: the Factorized Amplitude

One pole per radiating leg; each 
residue is a product of on-shell 3-
point amplitudes.

η is an arbitrary reference spinor — 
the QED gauge freedom, made visible.

(d) collects the local boundary terms.



Selection Rules Pick Two Constants

Projecting onto two-nucleon channels maps the five cₐ one-to-one onto 
multipoles:

and a Jacob–Wick projection shows the ΔW=7 electric dipole reaches one 
entrance channel only:

The unpolarized fit measures the ³P₀ constant itself — a prediction polarization can test.



Gauge Invariance is a Derivation

Shifting η along the photon momentum probes the Ward identity:

Charge conservation kills the unshifted piece; the momentum-dependence of the 
strong vertex does not cancel — it derives a unique seagull BW with no free 

parameter.

Verified numerically component-by-component: η-independence at the 10⁻¹¹ level, all twelve 
massive-leg spin states, both photon helicities.



Gauge invariance fixes the local completion

The Ward identity fixes the local completion.

Gauge variation of the pole terms

Ward-completing boundary term

The boundary term removes the reference-spinor dependence and enforces the Ward identity.
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Quantity Source Value

Data

ωth (2200 m/s) Thermal capture [59] 334.2 ± 0.5 mb

ωth (2200 m/s) Thermal capture [60] 332.6 ± 0.7 mb

ωf (εd→np) SLEGS 22 points [13] 2.33–7.09 MeV

ϑS SLEGS normalization [13] 1.000 ± 0.036

Theory

C̃S ANC AS [48] 1.4367 ± 0.0015

a0 [fm] np 1S0 [54] ↑23.715 ± 0.020

r0 [fm] PWA93 [54] +2.706 ± 0.060

Fixed

1 + ϖV [61] 4.706

eeff/e [61] ↑0.500

! Eq. (14) 162.0 MeV

a(J)
1 [fm3] NijmII [55] ↑2.468, 1.529, ↑0.2844

Fit

cM1 Flat prior Isovector M1

cE1 Flat prior E1

TABLE I. Inputs to the joint fit of Eq. (35), including: exper-
imental measurements; fixed inputs with negligible uncertain-
ties; and theory parameters which are fit subject to the indi-
cated Gaussian uncertainties. The photodisintegration entry
is the folded cross section measured at each of the twenty-two
beam settings; the overall normalization ωS is fit subject to
the collaboration’s quoted common systematic.

and this freedom propagates into the derived quanti-
ties through the same posterior. This matters because
the posterior correlates them: for example, the thermal
cross section fixes the magnetic amplitude at threshold,
and r0 decides how much of that amplitude belongs to
the impulse contribution and how much is generated by
the boundary terms. Neither the pionless benchmark of
Ref. [20] nor the dibaryon calculation of Ref. [14] are
included in the fit; both are treated as independent com-
parisons in Sec. IVD.

The posterior → e↑ϱ2/2 is sampled with an a!ne-
invariant ensemble sampler [57, 58]: 48 walkers advanced
800 steps and then 5000, thinned by ten, at a mean accep-
tance fraction of 0.52. Parameters are quoted as posterior
medians with 68% intervals.

B. Inputs

1. Data

Two experimental measurements drive the fit, con-
straining di”erent EFT parameters. The thermal cap-
ture cross section at neutron velocity 2200m/s sits at
an energy where the magnetic dipole term is essentially
the entire cross section; it anchors the fit to cM1. It
has been measured twice, ωth = 334.2 ± 0.5mb [59] and
332.6± 0.7mb [60], and we carry both as separate terms
in Eq. (35). The two di”er by 1.9ω, giving ε2 = 3.5
for one degree of freedom, so we scale both uncertain-
ties by the factor S =

√
ε2/dof = 1.86 prescribed by

the Particle Data Group for discrepant input data [61].
The pair thus constrains the thermal cross section to
333.7± 0.8mb; without the scaling it would constrain it
to ±0.4mb, tighter than either measurement alone. This
cross section has also been calculated: two chiral-EFT
results that truncate the electromagnetic current before
the short-range isovector M1 operators sit 3.5–4% low—
321.0 ± 0.7 [23] and 322 ± 3mb [24]—while the lattice-
QCD calculation of Ref. [16], which determines the corre-
sponding two-body counterterm from QCD rather than
from data, gives 332.4+5.4

↑4.7 mb. These theoretical deter-
minations are not included in the fit.
The twenty-two SLEGS photodisintegration cross sec-

tions [13], spanning Eε = 2.327–7.089MeV from thresh-
old through the peak and into the tail, are related to
the capture channel by crossing through detailed balance
[Eq. (36)]; their energy dependence is largely what con-
strains cE1. Each enters with its statistical and method-
ological errors added in quadrature, the 3.6% scale sys-
tematic being carried by ϑS instead. Each is a folded
observable, measured at one beam setting: the quasi-
monochromatic ϖ beam carries a finite width, and the
experiment records the cross section convolved with that
beam’s energy distribution. We fit the folded cross sec-
tions directly, convolving the theory with the correspond-
ing beam spectrum and detailed-balance factor. The
overall normalization floats with the quoted 3.6% com-
mon systematic as its prior, returning ϑS = 0.981±0.006.

2. Strong-Interaction Inputs

Three quantities are well determined externally, with
uncertainties that move the amplitude at a level compa-
rable to those of the data. The deuteron vertex coupling
is tied to the asymptotic normalization through Eq. (4),
AS = 0.8846(9) fm↑1/2 [48], giving C̃S = 1.4367±0.0015;
the range parameter ϱd follows from it by Eq. (29)
and is not independently varied. The 1S0 scattering
length and e”ective range are included as measurements
a0 = ↑23.715±0.020 fm and r0 = +2.706±0.060 fm, the
width of the latter set by the spread across partial-wave
analyses rather than by any single determination. All
three remain at their central values in the fit, but their
uncertainties propagate into the contact coe!cients.
The two boundary coe!cients, cM1 and cE1, are left

free to adjust themselves with flat priors [-30.0, +30.0].
Their fit values provide a measure of how well naive di-
mensional analysis power counting succeeds at describing
the EFT higher order terms.

3. Fixed Inputs

The masses, the binding energy, the isovector moment
1 + ςV = 4.706, and the recoil charge ee” = ↑0.500 e
follow from quantities measured to far better than our
working precision. The 3PJ phases enter only through

Fit Inputs


