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Paris

Where have we come from?
How to optimize 
hyperparameters?

What’s the best 
performance?
… are we there yet?

Which architecture?

What data 
representation?
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A decade of ML defying expectations
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Data representation

Set of particle flow objects → jet

, Xjet = {Xi}n
i=1 Xi ∈ ℝm

: labels or pT regressionY

Learn: p(Y | X1, … , Xn)	
5

What data 
representation?



Data representation

Set of hits → tracks Set of cells → calo cluster

Set of jet → event

Set of events → dataset

→ particle flow objectsSet of hits
Set of calo clusters

Set of particle flow objects → jet
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Data representation

Set of hits → tracks Set of cells → calo cluster

Set of jet → event

Set of events → dataset

→ particle flow objectsSet of hits
Set of calo clusters

Set of particle flow objects → jet

Diverse tasks in ML4Jets reco with 
similar data structure. 6



Regress 
(e.g, pT) Generate 

(e.g, MET)Classify 
(e.g, tagging)

N×

7

h

a) Self attention

Pooling

All inputs condition all other input representations

Transformer: our architecture of choice



Transformer: our architecture of choice
Regress 

(e.g, pT) Generate 
(e.g, MET)Classify 

(e.g, tagging)

h1 h2

Input 
set 1

Input 
set 2 8

Softmax ( q1 kT
2

dk )v1h1 ←
b) Cross attention

One input set conditions the 
other (constrain dimensionality 

of the attn matrix).

a) Self attention

Pooling

All inputs condition all other input representations



Outline

1/ Building our jets (inputs)

2/ Scaling up jet models

3/ Understanding jets (calibration)

4/ Physics with our jets

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅
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Tracking

10

Task: Group hits into tracks Traditionally: iterative fit

Partition hits

Fit parameters

ML solutions
Graph NN Transformer

Sayed Heider Ali’s talk tmr

https://indico.global/event/15240/contributions/165371/
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Tracking: Maskformers

Summary ℱ

transformer 
decoder

MLP

N mask embeddings

N track queries

Extract event-level 
features

Learn a 

track-latent 

representation 

pixel 
dencoder

pixel 
encoder

Per-pixel 
embeddings

× N mask predictions

N track predictions

∅

⃗p : regress track

  parameters
: track or null

⃗m : group hits

Maskformer: 2107.06278; 2112.01527 
↳ for tracking 2411.07149 
    

11Longformer (loccal window φ) to constrain attention context

https://arxiv.org/abs/2107.06278
https://arxiv.org/abs/2112.01527
https://arxiv.org/abs/2411.07149
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Tracking: Maskformers

Maskformer: 2107.06278; 2112.01527 
↳ for tracking 2411.07149 
     ↳ in ATLAS: ATL-PHYS-PUB-2025-045

At the dense core of high pT jets, 
tracks are more likely to merge

For high pt tracks, Maskformer 
has improved tracking 

efficiency, by up to 30% 😱

Application: Tracking in 
dense environments

12⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://arxiv.org/abs/2107.06278
https://arxiv.org/abs/2112.01527
https://arxiv.org/abs/2411.07149
https://cds.cern.ch/record/2947765/files/ATL-PHYS-PUB-2025-045.pdf


Challenge: Pileup robustness

13

ECAL

HCAL

magnet

Primary vertex  
[Hard scatter]

ℛ = preco
T /ptrue

T

Jet energy scale

Jet energy 
resolution



Challenge: Pileup robustness
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ECAL

HCAL

magnet

Primary vertex  
[Hard scatter]

ℛ = preco
T /ptrue

T

Resolution 
with pileup

More on PU mitigation in Nathan Suri’s talk

Pileup vertices 

Challenge: topo-clusters 
robust to pileup?

https://indico.global/event/15240/contributions/165325/


Clustering (topocluster formation)

15

1 Cut on the cell time

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

Img: V. Cairo

Challenge: topo-clusters 
robust to pileup?

→ Deployed in Run 3 reco
EPJC 84 (2024) 455

https://arxiv.org/abs/2310.16497


2 Cut on the cluster error
SciPost Phys 19 (2025) 155 +

Bayesian Neural Networks /  
Mixture Desnity Networks 
define an error on the 
prediction

More on calib NN unc in Lorenz’s talk this morning!
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Challenge: topo-clusters 
robust to pileup?

→ Deployed in Run 3 reco
EPJC 84 (2024) 455

https://arxiv.org/abs/2412.04370
https://indico.global/event/15240/contributions/165263/
https://arxiv.org/abs/2310.16497
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Img: V. Cairo

Challenge: topo-clusters 
robust to pileup?

→ Deployed in Run 3 reco
EPJC 84 (2024) 455

Revealed missing 
dead material!

TileGap 
scintillator

https://arxiv.org/abs/2412.04370
https://indico.global/event/15240/contributions/165263/
https://arxiv.org/abs/2310.16497


Particle Flow
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Graphic from J. Pata, et. al., EJP  (2021)

Evolution: now using transformer (with 
global self-attention) instead of a GNN.

Impact: Imporved JER

CMS, EJC (2026)

Opportunity: 5x faster than traditional approach. 

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://link.springer.com/article/10.1140/epjc/s10052-021-09158-w
https://arxiv.org/abs/2601.17554


Tagging: inputs

17

Before (2025): Bespoke models, targetted inputs for each task

Transformer 
encoder

light 
ud,s,gluon

c
bTask 1: b-tagging 

Inputs: Tracker

Eur. Phys. J. C 83 (2023) 681 
Nature Commun. 17 (2026) 541

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://link.springer.com/article/10.1140/epjc/s10052-023-11699-1
https://www.nature.com/articles/s41467-025-65059-6


Tagging: inputs
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Before (2025): Bespoke models, targetted inputs for each task

Transformer 
encoder

light 
ud,s,gluon

c
b

Transformer 
encoder

g
q

Task 2: q/g-tagging 
Inputs: Calorimeter

Task 1: b-tagging 
Inputs: Tracker

Eur. Phys. J. C 83 (2023) 681 
Nature Commun. 17 (2026) 541
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https://www.nature.com/articles/s41467-025-65059-6


ATL-PHYS-2026-001

Tagging: mutlimodal inputs

Now (2026): Unified inputs = general purpose models
Track only (GN2)

Track+Calo+Lepton (GN3)

u/d

c

b

g

s

Track

Cluster

Transformer 
encoder

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

b-jet efficiency

 2x improvement in background rejection.

; also for H(bb) ATL-PHYS-2026-021
More in Alexander’s talk this afternoon!

https://cds.cern.ch/record/2953652
https://cds.cern.ch/record/2866601?ln=en
https://indico.global/event/15240/contributions/165269/


Circa 2020: Natural Language Processing

19

2005.14165

Setting
LAMBADA

(acc)
LAMBADA

(ppl)
StoryCloze

(acc)
HellaSwag

(acc)

SOTA 68.0a 8.63b 91.8c 85.6d

GPT-3 Zero-Shot 76.2 3.00 83.2 78.9
GPT-3 One-Shot 72.5 3.35 84.7 78.1
GPT-3 Few-Shot 86.4 1.92 87.7 79.3

Table 3.2: Performance on cloze and completion tasks. GPT-3 significantly improves SOTA on LAMBADA while
achieving respectable performance on two difficult completion prediction datasets. a[Tur20] b[RWC+19] c[LDL19]
d[LCH+20]

Figure 3.2: On LAMBADA, the few-shot capability of language models results in a strong boost to accuracy. GPT-3
2.7B outperforms the SOTA 17B parameter Turing-NLG [Tur20] in this setting, and GPT-3 175B advances the state of
the art by 18%. Note zero-shot uses a different format from one-shot and few-shot as described in the text.

and [Tur20]) and argue that “continuing to expand hardware and data sizes by orders of magnitude is not the path
forward”. We find that path is still promising and in a zero-shot setting GPT-3 achieves 76% on LAMBADA, a gain of
8% over the previous state of the art.

LAMBADA is also a demonstration of the flexibility of few-shot learning as it provides a way to address a problem that
classically occurs with this dataset. Although the completion in LAMBADA is always the last word in a sentence, a
standard language model has no way of knowing this detail. It thus assigns probability not only to the correct ending but
also to other valid continuations of the paragraph. This problem has been partially addressed in the past with stop-word
filters [RWC+19] (which ban “continuation” words). The few-shot setting instead allows us to “frame” the task as a
cloze-test and allows the language model to infer from examples that a completion of exactly one word is desired. We
use the following fill-in-the-blank format:

Alice was friends with Bob. Alice went to visit her friend . ! Bob

George bought some baseball equipment, a ball, a glove, and a . !
When presented with examples formatted this way, GPT-3 achieves 86.4% accuracy in the few-shot setting, an increase
of over 18% from the previous state-of-the-art. We observe that few-shot performance improves strongly with model
size. While this setting decreases the performance of the smallest model by almost 20%, for GPT-3 it improves accuracy
by 10%. Finally, the fill-in-blank method is not effective one-shot, where it always performs worse than the zero-shot
setting. Perhaps this is because all models still require several examples to recognize the pattern.
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GPT3, Fig 3.2

GN2 
(2m)

GN3 
(13m)

Comparing w/ size of SOTA 
jet tagging models

UParTv1 
(2m)

GloParT  
(16m)

UParTv2 
(6m)

Generative 
Pre 
Training

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://arxiv.org/abs/2005.14165


Scale translates to physics

ATL-SOFT-2026-002

1) Find smallest model 
that overfits the data

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

Kaplan et al, 2001.08361; 
Chinchilla prescription: 2203.15556 

Multi-epoch: 2305.16264

20

https://cds.cern.ch/record/2953659/
https://arxiv.org/pdf/2001.08361
https://arxiv.org/pdf/2203.15556
https://arxiv.org/abs/2305.16264
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Scale translates to physics

ATL-SOFT-2026-002

2) Dashed lines fit to:
R(Li) = AeBLi + C

1) Find smallest model 
that overfits the data
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Multi-epoch: 2305.16264
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Scale translates to physics

ATL-SOFT-2026-002

2) Dashed lines fit to:
R(Li) = AeBLi + C

1) Find smallest model 
that overfits the data

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
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8B jets

Q: Can we predict the 
performance of bigger model?

Kaplan et al, 2001.08361; 
Chinchilla prescription: 2203.15556 

Multi-epoch: 2305.16264
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Scale translates to physics

ATL-SOFT-2026-002

21

8B jets

TN25-86M: 
• New training on 8B jets  

20x ↑ than GN3* dataset  
• 86M param model  

7x ↑ than GN3*

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

Kaplan et al, 2001.08361; 
Chinchilla prescription: 2203.15556 

Multi-epoch: 2305.16264

https://cds.cern.ch/record/2953659/
https://arxiv.org/pdf/2001.08361
https://arxiv.org/pdf/2203.15556
https://arxiv.org/abs/2305.16264


What could we do?
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Rej could be 5x bigger!
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CMS-DP-2025-081
: CMS agrees!

ATL-SOFT-2026-002
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What could we do?
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⋅ More data helps

Prediction for 
100 billion training jets

Rej could be 5x bigger!

CMS-DP-2025-081
: CMS agrees!

Not only for jet tagging! 
Regressing Amplitudes, 2601.13308 
Generative models, 2605.28940 + Anna’s talk on Wed 
Symmetric networks, 2608.02735 + Jonas’s talk on Fri

⋮

ATL-SOFT-2026-002

https://btv-public.docs.cern.ch/DPNotesRun3/DP-2025-081/DP-2025-081/
https://arxiv.org/abs/2601.13308
https://arxiv.org/abs/2605.28940
https://indico.global/event/15240/contributions/165914/
https://arxiv.org/abs/2608.02735
https://indico.global/event/15240/contributions/165322/
https://cds.cern.ch/record/2953659/


How far can we transfer?

23

b / c / light

8 billion small R 
jets pretraining TN28-86M

ATL-SOFT-2026-002

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://cds.cern.ch/record/2953659/


How far can we transfer?

23

b / c / light

8 billion small R 
jets pretraining TN28-86M

ATL-SOFT-2026-002

Background rejection at a fixed 70% H→bb̄  signal efficiency working point, as a function of the number of large-R jets used for training, for 
QCD and top backgrounds. Three configurations are compared: GN3X (5.5M) Scratch and GN3X (86M) Scratch, two architectures with 5.5 
million and 86 million trainable parameters respectively, trained from scratch directly on large-R jets, and GN3X (86M) Fine-tuned from 
TN25-86M, the same 86M-parameter architecture pre-trained on 7.7 billion small-R jets and then fine-tuned on the same large-R samples. 
The lower panel shows the ratio of the fine-tuned model to each same-colour from-scratch baseline (blue: GN3X 5.5M; orange: GN3X 
86M). The plot highlights the large performance boost from small-R pre-training at low large-R training statistics, and shows that it persists 
even at 600M jets.

3

Figure 1:

H(bb) / top / QCD

GN3X

Start with small R 
NN weights

Finetune on 
large R

600M⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://cds.cern.ch/record/2953659/
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Figure 1:

H(bb) / top / QCD

GN3X

Start with small R 
NN weights

Finetune on 
large R

600M
How you finetune matters, ref⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅

https://cds.cern.ch/record/2953659/


Boosted H(WW) tagging
1 

le
pt

on

 Obs: 1.36σ  
Exp: 0.36σImpact :(1ℓ)

2603.22233
+ discussions with 

M. Quinnan

24

Wonky “isolated” letpon in a large R jet class not included

better

Latest GloParT model has 374 classes ( general for pretraining )

fine-tune⚙⚙

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://arxiv.org/abs/2603.22233


The real scientific method isn’t hypothesis 
testing, but a determination to catch 
potential errors.

✓ Error analysis

25⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅



Jet topics: q/g calibration

Key assumption:  independenceη

Fig: Samuel Jankovych
26

g q
g’

q’

 smallerxg  largexqqg

Metodiev & Thaler, PRL 120 (2018) 241602 
Komiske, Kryhinand, Thaler, PRD 106 (2022) 094021 
LeBlanc, Nachman, Sauer, JHEP 02 (2023) 150

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

talk

https://indico.cern.ch/event/745718/contributions/3202527/attachments/1754552/2844165/MLforJets2018_Topics_EMM.pdf


27

pquark(x) ≡
pF(x) − κFC pC(x)

1 − κFC

pgluon(x) ≡
pC(x) − κCF pF(x)

1 − κCF

Jet topic: q/g calibration

Central jets  
gluon-enriched

Forward jets  
quark-enriched

Experimental details
•  invariance not 

respected by detector 
‣ Reweight central → forward 

• Need to subtract off 
backgrounds 
‣ Apply this formula twice and 

solve two systems of equations

η

pquark

pgluon

FCpF pC

pFpC

CF

CF

FC

ATLAS Collab, 2512.03949
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅

https://arxiv.org/abs/2512.03949
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‣ Apply this formula twice and 

solve two systems of equations

η

pquark

pgluon

FCpF pC

pFpC

CF

CF

FC
κFC = min

x

pF(x)
pC(x)

Anchor bins: extracted from (ideally) pure bin sin x⚓

, and similarly for κCFpC(x)
pF(x)

FC

ATLAS Collab, 2512.03949
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅

https://arxiv.org/abs/2512.03949


Jet topic: q/g calibration

pquark(x) ≡
pF(x) − κFC pC(x)

1 − κFC

pgluon(x) ≡
pC(x) − κCF pF(x)

1 − κCF

pquark

pgluon

FCpF pC

pFpC

CF

CF

FC

Impact: 20% decrease in 
experimental uncertainty

ATLAS Collab, 2512.03949
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅
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Jet topic: q/g calibration

pquark(x) ≡
pF(x) − κFC pC(x)

1 − κFC

pgluon(x) ≡
pC(x) − κCF pF(x)

1 − κCF

pquark

pgluon

FCpF pC

pFpC

CF

CF

FC

Impact: 20% decrease in 
experimental uncertainty

ATLAS Collab, 2512.03949

Multi-class extensions in Gregorio + 
Johann’s talks this afternoon!⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅

28

https://arxiv.org/abs/2512.03949
https://indico.global/event/15240/contributions/165329/
https://indico.global/event/15240/contributions/165365/
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Extending to more dimensions

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅ 1) “Standard candles” to derive (and validate) uncertainties.

2) A probability dist in high dimenstions = generative models

 ➞ ?p(xsim) q(xdata)

[ref], Malte Algren

e+

μ
μ

e

ATLAS, 2505.13063
CMS, DP-2026-106

g

q

q

Z

https://indico.cern.ch/event/1387465/contributions/6019631/attachments/2924286/5133139/b_jet_calibration_using_optimal_transport_atlas_cms_WS.pdf
https://btv-public.docs.cern.ch/DPNotesRun3/DP-2026-106/DP-2026-106/
https://cds.cern.ch/record/2932483


DP-2026-106

30

1) Correct the flavor fractions
• Train in data to learn the flavor fractions 

Dery, Nachman, Rubbo, Schwartzman, 1702.00414 
• “Soft label” for data 

Learning Label Proportions + OT calibration

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://btv-public.docs.cern.ch/DPNotesRun3/DP-2026-106/DP-2026-106/
http://arxiv.org/abs/1702.00414


DP-2026-106

30

1) Correct the flavor fractions
• Train in data to learn the flavor fractions 

Dery, Nachman, Rubbo, Schwartzman, 1702.00414 
• “Soft label” for data 

Learning Label Proportions + OT calibration

2) Map from MC to data with conditional 
flow matching

• Learn the velocity field from MC -> data 
• Solve the OT per mini-batch  

• Also condition maps on pT and jet flavor

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://btv-public.docs.cern.ch/DPNotesRun3/DP-2026-106/DP-2026-106/
http://arxiv.org/abs/1702.00414


DP-2026-106

30

1) Correct the flavor fractions
• Train in data to learn the flavor fractions 

Dery, Nachman, Rubbo, Schwartzman, 1702.00414 
• “Soft label” for data 

Calibrations for all three flavors: b-jets 
( ), c-jets (W+c), light-jets (Drell-Yann)tt̄

Learning Label Proportions + OT calibration

2) Map from MC to data with conditional 
flow matching

• Learn the velocity field from MC -> data 
• Solve the OT per mini-batch  

• Also condition maps on pT and jet flavor

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://btv-public.docs.cern.ch/DPNotesRun3/DP-2026-106/DP-2026-106/
http://arxiv.org/abs/1702.00414


Can we calibrate this latent space?

2507.08867

YES! OT (normalizing flows) can calibrate high dim latent space!
31

tracks tracks tracks

jet 1 jet 2 jet 3

HH vs. bkg

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://arxiv.org/pdf/2507.08867


Domain adaptation

32

JINST 20 (2025) P12032

You want the data MC to agree? Put it in the loss function!

ℒ = ℒclass
Standard supervised 

learning loss

Ex: hadronic  identificationτ

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://arxiv.org/abs/2511.05468


Domain adaptation

32

JINST 20 (2025) P12032

You want the data MC to agree? Put it in the loss function!

ℒ = ℒclass
Standard supervised 

learning loss

Ex: hadronic  identificationτ

Impact: 20% non-closure 
improved to 1%!

Adversary: fail to 
discriminate data / mc 

−κ ⋅ ℒadv

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

https://arxiv.org/abs/2511.05468


Analysis: Background estimation

Fact: No hadronic analysis relies on MC for background estimation*

33*If you have an example, please enlighten me!

Challenges:

More in Theo and Michal's talks tmr!

(1) Accuracy

(2) Speed

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

PRD 108 (2023) 052003

https://indico.global/event/15240/contributions/165907/
https://indico.global/event/15240/contributions/165907/
https://arxiv.org/abs/2301.03212
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Analysis: Background estimation

Fact: No hadronic analysis relies on MC for background estimation*

33*If you have an example, please enlighten me!

Challenges:

More in Theo and Michal's talks tmr!

(1) Accuracy

(2) Speed

☠

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

Solution: Data driven bkg est
• Likelihood ratio estimation


• Density estimation

ATLAS: 4b+MET PRD 109 (2024) 112011; VH(qqbb) PRL 132 (2024) 131802; 
HH4b res PRD 105 (2022) 092002; nonres PRD 108 (2023) 052003 
CMS: HH4b, PRL 129 (2022) 081802, 2604.27044 
+ many others

PRD 108 (2023) 052003

https://indico.global/event/15240/contributions/165907/
https://indico.global/event/15240/contributions/165907/
https://arxiv.org/abs/2401.14922
https://arxiv.org/abs/2312.07605
https://arxiv.org/abs/2202.07288
https://arxiv.org/abs/2301.03212
https://arxiv.org/abs/2202.09617
https://arxiv.org/abs/2604.27044
https://arxiv.org/abs/2301.03212


Analysis: Background estimation

Fact: No hadronic analysis relies on MC for background estimation*

33*If you have an example, please enlighten me!

Challenges:

More in Theo and Michal's talks tmr!

(1) Accuracy

(2) Speed

☠

pϕ(x)Generative models:⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

Solution: Data driven bkg est
• Likelihood ratio estimation


• Density estimation

ATLAS: 4b+MET PRD 109 (2024) 112011; VH(qqbb) PRL 132 (2024) 131802; 
HH4b res PRD 105 (2022) 092002; nonres PRD 108 (2023) 052003 
CMS: HH4b, PRL 129 (2022) 081802, 2604.27044 
+ many others

PRD 108 (2023) 052003

https://indico.global/event/15240/contributions/165907/
https://indico.global/event/15240/contributions/165907/
https://arxiv.org/abs/2401.14922
https://arxiv.org/abs/2312.07605
https://arxiv.org/abs/2202.07288
https://arxiv.org/abs/2301.03212
https://arxiv.org/abs/2202.09617
https://arxiv.org/abs/2604.27044
https://arxiv.org/abs/2301.03212


Learn pϕ( x | y )

fθ1
(z0) fθi

(zi−1) fθi+1
(zi)

=

pT,1
pT,2
η1
η2

Δϕ12

Train

m

Img ref

Resonance 1

Resonance 2

ℒoss = − log pϕ(x |m) = − log pz( f −1
ϕ (x |m)) −

K

∑
i=1

∂f −1
ϕi

∂zT
i

m m

Mass: control variable to define 
signal-depleted regions

34⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅

CATHODE 
Hallin, et. al, PRD 106 (2022) 055006

: Normalising flows for background estimation

https://lilianweng.github.io/posts/2018-10-13-flow-models/


BSM Higgs searches
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅

35

Anomaly Detection

Cut on 
CwoLa score

CWoLa (Classification w/o Labels) 
Train data vs background

Method Bkg estimate

CMS
Rep. Prog. Phys. 
88 (2025) 067802

ATLAS
PRD 112 (2025) 
072009

QUAK: Norm flows estimate the density of S and B 
VAE-QR (1d cnn) over particle flow object ⃗p

CWoLA 
(TNT)

CATHODE

CURTAINS
SALAD

Use mjj sidebands (SB)  
(+ “normal” jets (jet-AE))

Norm flow to interpolate from mjj SB 

Norm flow & OT to map b/w mjj SBs 

NN reweight tsim to data in SBs

mjj [GeV]

En
tri

es

Review: Golling et. al, EPJC 84 (2024) 241; also Mark Fanselow’s talk (Thurs)!

https://arxiv.org/abs/2502.09770
https://arxiv.org/abs/2502.09770
https://cms-results.web.cern.ch/cms-results/public-results/publications/EXO-22-026/
https://cms-results.web.cern.ch/cms-results/public-results/publications/EXO-22-026/
https://arxiv.org/abs/2307.11157
https://indico.global/event/15240/contributions/165250/
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35

Anomaly Detection

Cut on 
CwoLa score

CWoLa (Classification w/o Labels) 
Train data vs background

Method Bkg estimate

CMS
Rep. Prog. Phys. 
88 (2025) 067802

ATLAS
PRD 112 (2025) 
072009

QUAK: Norm flows estimate the density of S and B 
VAE-QR (1d cnn) over particle flow object ⃗p

CWoLA 
(TNT)

CATHODE

CURTAINS
SALAD

Use mjj sidebands (SB)  
(+ “normal” jets (jet-AE))

Norm flow to interpolate from mjj SB 

Norm flow & OT to map b/w mjj SBs 

NN reweight tsim to data in SBs

mjj [GeV]

En
tri

es

Excellent post-fit agreement! 
Improved nonclosure c.f. NN reweighting baseline

ATLAS, accepted to PRD, 2607.18484
BSM Higgs searches

Review: Golling et. al, EPJC 84 (2024) 241; also Mark Fanselow’s talk (Thurs)!

https://arxiv.org/abs/2502.09770
https://arxiv.org/abs/2502.09770
https://cms-results.web.cern.ch/cms-results/public-results/publications/EXO-22-026/
https://cms-results.web.cern.ch/cms-results/public-results/publications/EXO-22-026/
https://arxiv.org/abs/2607.18484
https://arxiv.org/abs/2307.11157
https://indico.global/event/15240/contributions/165250/


Analysis: optimal discriminants

36

Jets

hadronic τs

Leptons
muon electron

NN output score

Background Signal

λHHH

Transformer = general-purpose backbone for 
encoding correlations across objects in an event.⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅

c
b

b



Physics impact: transformers for analysis

37

Charm yukawa coupling

ttH(cc)

World leading 
limits

c

HH sensitivity

bbττ

Obs (exp) 
2.6σ (1.2σ) 

Also HH→, bbyy, bbWW

EveNet

Do all the 
tasks at once

2601.17126

🍰

See also Vinny’s talk & Anna’s overview on FM

→ Rediscover 𝛶(μμ)

2604.27044

https://arxiv.org/pdf/2509.22535
https://cds.cern.ch/record/2945062/files/HIG-25-007-pas.pdf
https://cds.cern.ch/record/295850
https://atlas.cern/Updates/Briefing/DiHiggs-bbtautau
https://indico.global/event/15240/contributions/165360/
https://indico.global/event/15240/contributions/165914/
https://arxiv.org/abs/2601.17126
https://arxiv.org/abs/2604.27044


``There are a lot of deep mysteries about 
how the universe works… Most of the things 
we care about we don’t understand… 

The nature of reality — that’s ultimately what 
I’m after. And I want to use AI as a tool to 
help us understand the nature of reality 
around it.’’

38

?



``There are a lot of deep mysteries about 
how the universe works… Most of the things 
we care about we don’t understand… 

The nature of reality — that’s ultimately what 
I’m after. And I want to use AI as a tool to 
help us understand the nature of reality 
around it.’’

38

?Demis Hassabis 
Former CEO google DeepMind 
Nobel Laureate 
Interview with Cleo Abram, video

https://www.youtube.com/watch?v=C0gErQtnNFE


39

1/ Building jets: inputs

2/ Jet physics models benefit from scale

3/ ML in calibrations critical for performance

4/ ML now a vital tool for our physics program

ML4Jets: a new era for LHC reconstruction+analysis
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅⋅⋅
⋅⋅⋅

⋅



Backup

40

Normalising flows for bkg est



Backup

40

What might lie 
beyond?

Normalising flows for bkg est



Topoclustering

M. Le Blanc

https://indico.cern.ch/event/1144064/contributions/4952238/attachments/2492792/4280940/MLB_BOOST22.pdf


Data scouting… at L1

CMS

Demonstrated in Run 3: AXOL1TL / CICADA / GELATO

At HL-LHC CMS will have tracking at L1

SOTA transformer too 
large to fit on an FPGA….

42

L1TNGJetDPSNote2025

↪ Jet tagging 🎉

https://cds.cern.ch/record/2904695
https://arxiv.org/pdf/2510.15672
https://indico.nevis.columbia.edu/event/9/contributions/78/attachments/55/76/Cohen%20ATLAS%20AD%20Trigger%20(L1+HLT).pdf
https://twiki.cern.ch/twiki/bin/view/CMSPublic/L1TNGJetDPSNote2025


Data scouting… at L1

CMS

Demonstrated in Run 3: AXOL1TL / CICADA / GELATO

At HL-LHC CMS will have tracking at L1

SOTA transformer too 
large to fit on an FPGA….

42

L1TNGJetDPSNote2025

↪ Jet tagging 🎉

But a Deep Set (Particle Flow Network) does!
‣ Introduced Patrick Komiske, BOOST 2018 

15% improvement!

https://cds.cern.ch/record/2904695
https://arxiv.org/pdf/2510.15672
https://indico.nevis.columbia.edu/event/9/contributions/78/attachments/55/76/Cohen%20ATLAS%20AD%20Trigger%20(L1+HLT).pdf
https://twiki.cern.ch/twiki/bin/view/CMSPublic/L1TNGJetDPSNote2025
https://indico.cern.ch/event/649482/contributions/2993313/attachments/1689067/2717141/PTK_BOOST2018_compressed.pdf


Jet topics: q/g calibration

Extracted probability distributions

43



Optimal transport for dat → MC corrections

Malte Algren 

2505.13063

Architecture: Normalizing flow  

Constraint to enforce this is the 
optimal transport mapping.

44

x

Can we use ML to map from  ➞ ?p(xsim) q(xdata)

https://indico.cern.ch/event/1387465/contributions/6019631/attachments/2924286/5133139/b_jet_calibration_using_optimal_transport_atlas_cms_WS.pdf
https://cds.cern.ch/record/2932483


It works!! (Reproduces standard calibration)

Malte Algren 

2505.13063

https://indico.cern.ch/event/1387465/contributions/6019631/attachments/2924286/5133139/b_jet_calibration_using_optimal_transport_atlas_cms_WS.pdf
https://cds.cern.ch/record/2932483


Performance of ParT on JetClass

2602.15781

One JetClass 
(Delphes) we’re 
close to saturating 
what we can learn 
(w/ classification 
metric)

https://arxiv.org/pdf/2602.15781


When to finetune

Ex: Train / finetune on 1M large R jets

47

5

Validation loss as a function of training epoch for three 
GN3X (86M) large-R jet tagging training strategies, 
each trained on 1M large-R jets with a 86M parameter 
model: GN3X (86M) trained from scratch; GN3X (86M) 
fine-tuned with the backbone free from the start; and 
GN3X (86M)  fine-tuned with central transformer blocks 
freed only after 12 epochs of frozen training. Stars 
mark the best epoch. Fine-tuning from a small-R pre-
trained backbone always reaches a lower loss than 
training from scratch. Fine-tuning with the backbone 
free from the start converges quickly and then overfits. 
The learnable input embeddings specialise heavily on 
the small-R pre-training data and are not representative 
of large-R jets, so allowing them to update alongside 
the transformer propagates unrepresentative features 
into - and disrupts - the pre-trained transformer 
weights. Holding the transformer frozen while the 
initialisation networks adapt avoids this, and freeing it 
only after 12 epochs of frozen training gives the lowest 
overall validation loss and the best tagging 
performance.

Figure 3:

Finetune 
backbone

Freeze 
backbone

Clever finetuning 😍

From scratch 😕

Finetune 😁

Impact: improved rejection



How far can we transfer?

48

b / c / light

8 billion small R 
jets pretraining TN28-86M

ATL-SOFT-2026-002

H(bb) / top / QCD

GN3X

Start with small R 
NN weights

Finetune on 
large R

600M

Background rejection at a fixed 70% H→bb̄  signal efficiency working point, as a function of the number of large-R jets used for training, for 
QCD and top backgrounds. Three configurations are compared: GN3X (5.5M) Scratch and GN3X (86M) Scratch, two architectures with 5.5 
million and 86 million trainable parameters respectively, trained from scratch directly on large-R jets, and GN3X (86M) Fine-tuned from 
TN25-86M, the same 86M-parameter architecture pre-trained on 7.7 billion small-R jets and then fine-tuned on the same large-R samples. 
The lower panel shows the ratio of the fine-tuned model to each same-colour from-scratch baseline (blue: GN3X 5.5M; orange: GN3X 
86M). The plot highlights the large performance boost from small-R pre-training at low large-R training statistics, and shows that it persists 
even at 600M jets.

3

Figure 1:

https://cds.cern.ch/record/2953659/


How to finetune

Impact of dedicated fine-tuning 
techniques on GN3X large-R jet 
tagging performance. The ROC 
curves show QCD and top 
background rejection versus 
H→bb̄ signal efficiency, evaluated 
on large-R jets. Four training 
strategies, each trained on 1M 
large-R jets with an 86M 
parameter model, are compared: 
GN3X (86M) trained from scratch; 
GN3X (86M) fine-tuned with a 
frozen backbone; GN3X (86M) 
fine-tuned with the backbone free 
from the start; and GN3X (86M) 
fine-tuned with central transformer 
blocks freed only after 12 epochs 
of frozen training. This last 
strategy is the one used in Figures 
1, 4, and 5. The plot highlights that 
a poorly chosen fine-tuning 
strategy results in substantially 
degraded tagging performance. 4

Figure 2:

Train/finetune 
1M large R jets



Mass sculpting (or lack thereof)

6

Normalised large-R jet mass distributions 
for H→bb̄ and QCD jets, shown before 
tagging (pre-tag) and after applying the 
GN3X (86M) Fine-tuned tagger trained 
on 600M jets at the 70% working point. 
Evaluations are carried out on Standard 
Model Higgs samples and QCD. The 
lower panel shows the ratio of the tagged 
to pre-tag distribution for each flavour, 
quantifying the mass sculpting introduced 
by the tagger. The tagged and pre-tag 
distributions agree closely, reflecting the 
mass decorrelation of the tagger. 

Figure 4:

70% WP

Sanity check: no significant mass 
sculpting after finetuning.

ATL-PHYS-PUB-2026-013

https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PUBNOTES/ATL-PHYS-PUB-2026-013/


7

This plot shows H→bb̄  tagging efficiency as a 
function of large-R jet pT, comparing two 
GN3X (86M) models each trained on 1M large-
R jets : one trained from scratch and one fine-
tuned from a small-R pre-trained backbone. 
The efficiency is measured at a fixed 0.15% 
QCD mis-identification rate. Evaluations are 
carried out on Standard Model Higgs 
samples and QCD. The fine-tuned model 
outperforms scratch across the entire pT 
range.

Figure 5:
Performance vs pT

Train/finetune 
1M large R jets

Performance gains persists 
across large R jet pT spectrum



How else to improve? MORE INPUTS

2602.15781

Increasing the number of input 
features LOWERS the  floorℒ∞

Dictates a research program we 
should follow for the next few years 
→ Use the highest-dim inputs! 

52

https://arxiv.org/pdf/2602.15781


Flows for high dimensional interpolation

m
H

2 [
G

eV
]

mH1 [GeV]

p(x, mH1, mH2) =  p(x| mH1, mH2)  p(mH1, mH2)

Train 
here

Hierarchical 
model:

Use the smoothly 
varying (mH1, mH2) to 
predict out of domain 

kinematics.

x: Event kinematics 
pT,H1, pT,H2, ηH1, ηH2, ΔϕHH, XWt [top veto]

Normalizing flow Gaussian process

Evaluate  
here

Thesis

NH thesis

https://searchworks.stanford.edu/view/14422995


/ 31

Input processing : HH → 4b background modeling

54

Variable transformations
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Instead of learning a density ratio, p4b/p2b

↪ Learn the 4b density directly
p4b(x, m reco

H ) = p4b(m reco
H ) ⋅ p4b(x |m reco

H )

Same strategy for resolved and mixed!

Fig 4

Background estimation

`
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Δ Δ
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Fit Gaussian Process
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Instead of learning a density ratio, p4b/p2b

↪ Learn the 4b density directly
p4b(x, m reco

H ) = p4b(m reco
H ) ⋅ p4b(x |m reco

H )

Background estimation

Gaussian Process

Normalization + mH shapeFig 5(a)

Train the Gaussian Process



56

Instead of learning a density ratio, p4b/p2b

↪ Learn the 4b density directly
p4b(x, m reco

H ) = p4b(m reco
H ) ⋅ p4b(x |m reco

H )

Background estimation

Gaussian Process

Normalization + mH shapeFig 5(a)

Train the Gaussian Process

Prediction in 
(blinded) 

Signal Region
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Instead of learning a density ratio, p4b/p2b

↪ Learn the 4b density directly
p4b(x, m reco

H ) = p4b(m reco
H ) ⋅ p4b(x |m reco

H )

Background estimation

Conditional 
Normalizing flow

Density estimation: way to generalize a `histogram’ in high dim, §2.2

x =

preco
T,S

preco
T,H

ηreco
S

ηreco
H

Δϕreco
SH

mreco
S

Fig 6(a) Fig 6(b)

https://arxiv.org/abs/1910.13233
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Instead of learning a density ratio, p4b/p2b

↪ Learn the 4b density directly
p4b(x, m reco

H ) = p4b(m reco
H ) ⋅ p4b(x |m reco

H )

Background estimation

Conditional 
Normalizing flow

Density estimation: way to generalize a `histogram’ in high dim, §2.2

x =

preco
T,S

preco
T,H

ηreco
S

ηreco
H

Δϕreco
SH

mreco
S

Retrained 25x → error bar (visualized above)

Fig 6(a) Fig 6(b)

https://arxiv.org/abs/1910.13233
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What have we learned?

NH+ATLAS Colllab, arXiv:2607.18484

Results
X → SH → 4b

(1) We haven’t found the new 
physics (yet)!

(2) Very good agreement between 
the expectation and observation. 
Triumph for the norm flow + UQ

mS

https://arxiv.org/abs/2607.18484


ATLAS HH(bbττ)

Gabriele d'Anniballe ICHEP2026 59

https://indico.cern.ch/event/1522800/contributions/6987254/attachments/3322690/5949248/GabrieleDAnniballe_ICHEP2026-15.pdf


Performance translates to physics

ATL-SOFT-2026-002

17

Dashed lines fit to:
R(Li) = AeBLi + C

Rejection improvement 
could could be as large 
as 100x! 😱

Only gain factor of 3 on Delphes 
Vigl, NH, Kagan, Heinrich, 2602.15781 

https://cds.cern.ch/record/2953659/
https://arxiv.org/pdf/2602.15781


Boosted Jet tagging

Impact: 5% improvement in signal eff 
at a constant background rejection

61

Latest GloParT model has even more classes: 374 classes (+ regression nodes!)

↪ General for pretraining for downstream tasks



Small-R (b-tagging)

DP-2025-081

Adapted from FTAG-2023-01 with ATL-PHYS-PUB-2026-001

+ ATL-PHYS-PUB-2026-002

62

https://btv-public.docs.cern.ch/DPNotesRun3/DP-2025-081/DP-2025-081/
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PLOTS/FTAG-2023-01/
https://cds.cern.ch/record/2953652/files/ATL-PHYS-PUB-2026-001.pdf?version=1
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PUBNOTES/ATL-SOFT-PUB-2026-002/


Physics impact
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Boosted Higgs evidence

Obs (exp) 3.8σ (2.5σ) 



Rob Les slides 
2407.20127

Graph NN

Deep Set

Physics Constrained NN

CNN

Better tagger

(EFN)

(Particle Net)

Larger 
uncertainties
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https://agenda.infn.it/event/37093/contributions/234314/attachments/124117/182402/ATLAS_HadronicClassification.pdf
https://arxiv.org/abs/2407.20127


Where is our HEP training data?

Eur. Phys. J. C 85 (2025) 234

This will change what a particle 
physics foundation model looks like!

LHCC-G-182
Simulation

DATA

https://arxiv.org/abs/2404.06335
https://cds.cern.ch/record/2802918


Outgoing 
particles

How to get more simulation?

Hildebrandt… Heinrich, arXiv:2605.06591 66

Key idea: just simulate little bricks

Incident 
electron

e−

γ
e+

p(Edep, {xsec}, {n} | xinc, λ)

= p({n} |xinc, λ) p(Edep, {xsec} |{n}, xinc, λ)

Generative model on the manifold
Riemannian Flow Matching

Deposited 
energy

Set of 
secondaries

Number of 
secondaries

Incident 
particle

Material 
properties

https://arxiv.org/abs/2605.06591
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particles
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Public data + code

https://arxiv.org/abs/2605.06591
https://huggingface.co/lego-erc
https://github.com/lego-erc/FM-Transformer
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How to get more simulation?
Impact: Stitch bricks together to build complicated structures 

68

→ Faster than GEANT4

Hildebrandt… Heinrich, arXiv:2605.06591

Neural surrogates with 0-shot 
transfer across detector geometries!

Public data + code

Material A
Material B

https://arxiv.org/abs/2605.06591
https://huggingface.co/lego-erc
https://github.com/lego-erc/FM-Transformer


How do we calibrate jets?

ℛ = preco
T /ptrue

T

JES

JER

Adapted from Max Swiatlowski’s 
Searches 2025 slide

69

ATLAS EJP C (2021) 689

https://indico.cern.ch/event/1522665/timetable/#5-new-approaches-in-reconstruc
https://link.springer.com/article/10.1140/epjc/s10052-021-09402-3
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ℛ = preco
T /ptrue

T

JES

JER

Adapted from Max Swiatlowski’s 
Searches 2025 slide
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ATLAS EJP C (2021) 689

How to decrease this uncertainty??

https://indico.cern.ch/event/1522665/timetable/#5-new-approaches-in-reconstruc
https://link.springer.com/article/10.1140/epjc/s10052-021-09402-3


What about calibrated inputs?

Adapted from Max Swiatlowski’s 
Searches 2025 slide

W± → τ±( → π±ντ)ντ

High purity selection for high pT π±

Graphic inspired 
by P. Loch

ptrk
T

EEM
T
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https://indico.cern.ch/event/1522665/timetable/#5-new-approaches-in-reconstruc
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https://indico.cern.ch/event/1522665/timetable/#5-new-approaches-in-reconstruc


What about calibrated inputs?

Adapted from Max Swiatlowski’s 
Searches 2025 slide

W± → τ±( → π±ντ)ντ

High purity selection for high pT π±

Graphic inspired 
by P. Loch

ptrk
T

EEM
T

70JETM-2022-06

Then can derive a bottom-up 
uncertainty by correcting & 
smearing the inputs.

https://indico.cern.ch/event/1522665/timetable/#5-new-approaches-in-reconstruc
https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PAPERS/JETM-2022-06/


Impact: dijet analyses (!)

2512.19073

71

JES uncertainties = leading 
systematic for dijet measurements.

https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PAPERS/STDM-2021-18/


Impact: dijet analyses (!)

2512.19073

71

JES uncertainties = leading 
systematic for dijet measurements.

Improves the uncertainty by 2-3x! 🎉

↪ latest ATLAS dijets measurement includes 
 response uncertainty improvement.π±

Also comparisons of NNPDF4.0

https://atlas.web.cern.ch/Atlas/GROUPS/PHYSICS/PAPERS/STDM-2021-18/


Anomaly detection (further details)

72

1) Define a SR (blinding strategy)  
2) Train a bkg est 

3) Train data vs bkg estimate classifier 
(CWoLa, Classification W/o Labels) 
4) Cut on this CWoLa score (↓ qcd bkg) 
5) Fit the mjj spectrum as usual

Review of resonant AD methods: Golling et. al, EPJC 84 (2024) 241

• (Vanilla) CWoLA: mjj sidebands (SB) 
• TNT: mjj sidebands + “normal” looking jets (as 

defined by jet level AE) 
• CATHODE: NF conditioned on mjj SB 
• CURTAINS: NF trained w/ OT loss to map SB to 

SR 
• FETA: NF to map sim to data 
• SALAD: NN reweighting to map sim to datamjj [GeV]

En
tri

es

Cut on 
CwoLa score

https://arxiv.org/abs/2307.11157

