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Standard CNN



: s Standard CNN on sparse input
* Do computation on all pixels

no matter what

Sparse CNN on sparse input
* Do computation on active pixels only

Here, 3 out of 9 pixels are active
What if there are 3000 input pixels and only 30 are active



o

What if the inputs become extremely sparse, say <1% of input pixels are active?
» Most computations are wasted on inactive pixels if using standard CNNs
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* Environments requiring low inference latency, e.g.,
* Level-1 trigger at CERN LHC experiments <O(1 us)
* Triggering in neutrino experiments <O(1 ms)

* Need efficient hardware for deployment - FPGAs



Problem statement

Question

Can we improve CNN processing efficiency on FPGAs for image-like data with

sparse features?

Applications in HEP

Trigger with tight latency constraints
 Muon tracking at LHC
 Calorimeter objectdetectionat LHC

* Neutrino detection in LArTPC



SparsePixels framework

Sparse convolution
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* Core: five new layers to construct sparse CNNs

Pixels view

Sparse array view



1. Sparse input reduction



Dynamic storage of active input pixels

Input Active pixels thresholding Extraction
X >t? 1 2 3 4 5 6
1
L] 2 ?
N s| | |/
6 /

Qfeat = (xfr/x%f_m)
anhash = (2,3,5,5,5,6,0,0,0,0)

* Active pixels: pixels with feature value > a predefined threshold
* ldea: create two sparse arrays to dynamically store active pixels

* Fix a max number of active pixels to be considered in the dataset Njoive < H X W X C

*  Ggeqt: features of active pixels (array length = Njote X C)

*  apash: height/width of active pixels (array length = Njoiv . X 2)

* All subsequent sparse layers will operate on dfeat, Anash ONLY

* Challenge: locations of active pixels vary event by event, this creates so many possible combinations, HLS

synthesis will need to include all these paths if a simple loop over the input pixels is used for extraction
10



Threshold =1

Max no. of active pixels=4 5 | 0 | 0 | O

i Binary tree splitting

Flat input array
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Zero out the fetched pixel in the input array for the next iteration

Sparse input reduction algorithm
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Reduction tree depth (dashed arrow part) is ceil(log,(H X W)) (= 4 here)
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Latency [clock cycles]

FFs [%] (c-synth)

FPGA latency/resource scaling

Input reduction
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The discrete latency
dependence on
input size is due to ~
ceil(log,(H x W))

* Solid: 8-bit
* Dashed: 16-bit
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2. Sparse convolution
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Dilation in standard convolution

/

(/ Regular conv.
(dilation)
-

J ] JH
Sparse conv. ‘ ‘
(sparsity-preserving)

Standard convolution will quickly dilate active pixels and make data not sparse anymore and it

loses the meaning of efficient computations on sparse data

Solution: consider a special class of CNNs that preserves the sparsity pattern between in/out
* Anoutput pixel is active iff the input pixel at the same location is active

* At the cost of further constraining pixels communicating to their neighbors »



Sparse convolution algorithm

1 2 3 4 5 6

;
1.1 [P0 [B-1
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0,1 | 0,0 | 0,-1

4 i | <ol i

e

Iterate over sparse output pixels - | - —N = 6 | .
I

Iterate over sparse input pixels - | -

A\ 4 v Y A J \ 4 v

Compute offset positions

betwesn Input & output pixels (010) (-3,1-2) (-31-3) (-,l-) (Sf) (010) (011) (-i-) (313) (0i1) (OiO) (-i-)
Fetch weight from offset index Wi 0 0 0 0 Woo  Wo—1 0 0 Wo1 Wo,0
Accumulate multiplications X = wopr 7 = wor +wo_q 25 = wx +wop

Wi1 | Wio [Wi-1 [ Wo,1 | Woo |Wo,-1 (W-1,1 [W-1,0 W-1,-1

xin x;n 0 R xi)ut xg“t JC?(.Jut 0

Number of iterations to perform one conv layer (nested loops of multiplications)
 Standardconv: H X W X Cj;; X Cout X K X K

« Sparse conv: N2 X NJn2X X Cip, X Cout (NOt scale directly with kernel size K)
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FPGA latency/resource scaling

These are C-synth results which could have overestimation in actual resource utilization
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* The sparse conv algorithm does not loop over all kernel weights, so it does not directly scale with kernel size
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3. Sparse activation
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Sparse activation

/ Sparse activation \

Apply element-wise activation to sparse feature array
« Standardconv: H X W X C elements ‘ ‘ \
R . ymax
Sparse conv: N, iive X C elements
 x"" = Act(x"
Qfeat Ahash Afeat Qhash

ul,v1

Uy, Uy

Uiz, V3




Latency [clock cycles]

—
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FPGA latency/resource scaling

Sparse activation (RelLU)
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These are C-synth
results which
could have
overestimationin
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4. Sparse pooling
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Sparse pooling

Sparse pooling
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Compute pooling
operation for matched
pooled positions
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Latency [clock cycles]

FFs [%] (c-synth)

FPGA latency/resource scaling

Sparse average-pooling
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5. Sparse flattening
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Sparse flattening

Kparse flattening rat
0
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[] — P
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‘ _ _ 0
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— | N :
o
Xy

* w,v 2idX  Eyflat array
o x'"" > flat arr(idx)

24



Latency [clock cycles]

—
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FPGA latency/resource scaling

Sparse flattening
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Partial unrolling
implemented, so
not monotonic
curves here
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Dataset demo: MicroBooNE open samples
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time

1000 4

800

600

200

Dataset

500 1000 1500 2000 2500
wire

3000

[ sig window
bkg window

MicroBooNE open samples dataset [github: uboone/OpenSamples dataset: 10.5281/zenodo.7262009]

Simulated neutrino interactions overlaid on top of cosmic ray datain LArTPC
Readout time window is O(1 ms) [2010.08653]
Input size: 6400 time ticks * 3456 wires (or 2400 wires in other two planes)

Labeling for a binary classification

Window size 256*512
Windows containing a MC truth neutrino vertex -> signal
Windows randomly cropped elsewhere -> background

27


https://github.com/uboone/OpenSamples
https://zenodo.org/records/7262009
https://arxiv.org/pdf/2010.08653

Dataset

A signal window A background window

100 100
80 80
60 60
W [
E E
E 5
40 40
20 20
o 0 100 200 300 00 500 0 .
wire Downsampling
2000 2000
1750 1750
1500 1500
1250 1250
1000 1000
750 750
500 500
250 250
0 ]
Thresholding
2000 2000
1750 1750
1500 1500
N 1250 1250
E
¥=] 1000 1000
750 750
500 500
250 250
o

wire

*  Downsampling to reduce window size -> 64*64

* Thresholding to suppress low-energy hits and further sparsify 28



Models

Standard CNN (QKeras layers) Sparse CNN (our SparsePixels layers)

Model: "cnn_full" Model: "cnn_sparse"

- Layer {type) Output Shape Param # Connected to
Layer (type) OQutput Shape Param #

m ==== ==== ==== %_in (InputLayer) [{None, 63, 63, 1)1 )] [1
¥x_in (InputLayer) [{Mone, 63, 63, 1]]

input_reduce (InputReduce) ({Mone, 63, 63, 1), ] ['x_in[@][@]"']

convl (QConv2D) {None, 63, 63, 1) (None, 63, 63, 1))

convl (QConv2DSparse) (None, 63, 63, 1) "input_reduce[@][8]",
relul (QActivation) (None, &3, 63, 1) ‘input_reduce[®][1] ']

conv? (QConv2D) {None, 63, 63, 3) relul {QActivation) (None, 63, 63, 1) "convi[@][@]']

conv2 (QConv2DSparse) (None, 63, 63, 3) 5 'relull@] [e]",

relu2 (QActivation) (None, "input_reduce[8][1]']

pooll (AveragePooling2D) (Mone, reluz (QActivation) (Mone, 63, 63, 3) 'conv2[@] [@]"']

pooll (AveragePooling2DSpa ((Mone, 9, 9, 3), 'relu2[@][e]l",

flatten (Flatten) (None, - {None, 9, 9, 1)) ‘input_reduce[@][1]"

densel ((QDense) (None, flatten (Flatten) (None, 243) ‘pool1[@][@]"']
relu3 (QActivatieon) {None, densel (QDense) (None, 16) 'flatten[@] [0] ']

Lu3 Activation) M , 16 ‘d 1[e][e]"
dense2 (QDense) (None, relud (QActivation (None ) ensel[@] [@]']

dense2 ((Dense) (None, 1) 'relu3[@][@]']
sigmoid (Activation) (None,
sigmoid (Activation) (None, 1) 'dense2 [0] [@] ']

TGT?L params: 4121 (16.10 KB) Total params: 4121 (16.18 KB8)
Trainable params: 4121 [16.1@ KB) Trainable params: 4121 (16.10 KB)
Non-trainable params: @ (9.08 Byte) Non-trainable params: @ (0.0@ Byte)

Same base model architecture

For sparse CNN, consider four N23X : 8 (tiny), 12 (small), 16 (medium), 20 (large)

active*




Performance

ch0 ch0 chl ch2

. . 10
Sparsity-preserving

convolution 20

v

60

Same base model architecture
* Standard CNN [standard]
«  Sparse CNN with NJo&% . = 8 [sparse-t]

« Sparse CNN with Njo&v, = 12 [sparse-s]

« Sparse CNN with N oive = 16 [sparse-m]
ac
= - « Sparse CNN with N oive = 20 [sparse-|]
Precision
—— 16-bit
-—- 8bit

Model

sparse-t (AUC [16(8)-bit]=0.891(0.887))

sparse-s [AUC [16(8)-bit]=0.908(0.900))

sparse-m (AUC [16(8}—bit]=0.918(0.9133) . Some pe rformance loss as expected
sparse-l (AUC [16(8)-bit]=0.924(0.927)) ’
standard (AUC [16(8)-bit]=0.940(0 943)) but will see great efficiency gainin

0.6 08 10 HLS implementation

0.0 T
0.0 0.2 0

T

30
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Our HLS implementation for sparse CNN

< data_T, hash_T, N_h, M _w, N_c, N_sparse>
sparse_input_reduce{data T input_arr[N_h * N_w * N c],
data_T threshold,
data_T sparse_arr_feat[N_sparse * N_c],
hash_T sparse_arr_hash[N_sparse * 2]} {

< data T, res T, hash_T, wT, b T, N_sparse, n_chan, n_filt, ker_sizex>

sparse_conv{data_T sparse_arr_feat_in[N_sparse % n_chan],
res T sparse_arr_feat out[N_sparse % n_filt],
hash_T sparse_arr_hash[N_sparse * 2],
w_T wlker _size * ker_size % n_chan % n_filt],
b_T bIn_filt]) {

< data T, res T, N_sparse, n_chan=
sparse_relu(data_T sparse_arr_feat_in[N_sparse * n_chan], res_T sparse_arr_feat_out[N_sparse % n_chan]) {

< data_T, res_T, hash_T, N_sparse, n_chan, pool_size>
sparse_pooling_avg({data_T sparse_arr_feat_in[N_sparse * n_chanl,
res_T sparse_arr_feat_out[N_sparse % n_chan],
hash_T sparse_arr_hash_in[N_sparse * 2],
hash_T sparse_arr_hash_out[M_sparse % 2]} {

< data_T, hash_T, n_height; n_width, n_chan;, N_sparse=
sparse_flatten{data_T sparse_arr_feat[N_sparse * n_chan],
hash_T sparse_arr_hash[N_sparse * 2],
data T flat_arr[n_height * n_width % n_chan]} {

" thefive sparse operations illustrated earlier

* Will eventually integrate into hls4ml for auto conversion
31



Model latency and resource utilization

Standard CNN: io_stream, fully serialized Model bit width =8

Sparse CNN: io_parallel, fully parallelized
Standard CNN vs sparse CNNs

Latency [clock cycles (5 ns)] Initiation Interval [clock cycles (5 ns)] BRAMSs [%] (logic-synth) DSPs [2%] (logic-synth) FFs [%] (logic-synth) LUTs [%] (logic-synth)
12000 12000 100 100 100 100
9733
B (487 us) i
10000 10000 80 4 80 4 80 804
8000 4 8000
60 + 60 60 4 60 4
5029
6000 6000 251 5)
40 4 40 - 40 4 40 4
4000 + 4000
F000 1 2000 - 7 20
9 90 111 133 35 52 67 84
0.3 us) (0.5 s) (0.6 ps) (0.7 s 02 s) (0.3 prs) (03 pos) (0.4 is) 0.0z 106 130 145 |go2 0z 03 04 05|01 23 25 28 32 |py
0 0 0L —— * : 0 y ——1 0 fjl-—-l-——ﬁ : 0
92 sv""segpa“"e ‘)pars g,a“ pat® wa:sﬁ;pafse ;,pa"-";andz‘d ' 593'529 > x5 593‘5 ';anda o ;.93‘5 -,,cse a,:_.e ‘»a(s .;_a“d i3 ﬂ,ars a:se a,:_.e ‘»ars ;and i3 ;.93‘5 -,,rse al“—‘e ;.93‘5 ﬁané rd
Latency [clock cycles (5 ns)] BRAMs [%] (logic-synth) DSPs [%] (logic-synth) FFs [%] (logic-synth) LUTS [%] (logic-synth)
2.5 0.8 4.0 25
i 133 | | 210
150 (067 ps) 07 3.3 32 B input reduction
11 2.0 1 20 A 1
125 1 0.56 us) 0.6 4 3.0 4 28 166 B sparse conv.
00 (0.56 s Las 05 25 _ B sparserelul
100 4 1.5 130 - 0.5 1 s 254 23 151 129 Bl sparse conv. 2
69 0.4 4 N 2.0 B sparse relu 2
(0.35 s} 106 10.7
51a 1.0 A 0.3 10 4 I sparse avgpool
0.3 . 157 BN sparse flatten
0 0.2 1.0 = mip
| 0.5 1 51 mm fifo
25 0.1 0.5
0.02
0- 0.0 - 0.0 - 0.0 - 0 -
sparse‘t spa(‘:‘e‘sspa‘se'm sparse“ spatse‘t gpaTSE‘ssparSE‘m spaISE‘I' sparSE‘t sparse&sparse-m spa(SE"' sparse‘t spa(‘-"e‘sgpal"-'ve‘m sparse“ spatse‘t sparsE‘Sspa(se-m sparse"'

Per-module breakdown in sparse models

* Sparse CNNs are orders of magnitude faster than standard CNN of same base arch, given both are well within the available resources

* Now these sparse CNNs are fully parallelized, but one could potentially tune the reuse factors to lower the resources 32



Model latency and resource utilization

Standard CNN: io_stream, fully serialized Model bit width =16

Sparse CNN: io_parallel, fully parallelized
Standard CNN vs sparse CNNs

Latency [clock cycles (5 ns)] Initiation Interval [clock cycles (5 ns)] BRAMs [%] (logic-synth) DSPs [%] (logic-synth) FFs [%] (logic-synth) LUTs [%] (logic-synth)
12000 12000 100 100 100 100
9736
] (48.7 us) i
10000 10000 80 4 80 4 80 | 80 4
8000 8000 4
60 60 60 60
5029
6000 6000 @25.1ym5)
40 40 A 40 4
4000 - 4000 +
000 2000 - o 20 207
71 94 116 136 35 52 67 84 45 50 55 61
0.4 ps) 0.5 s} (0.6 pis) (07 ps) (0.2 us) (0.3 ps) (0.3 ps) (0.4 pis) 08 12 17 21 |gp N _ 13
0l 0l PR ol 0 __—_-_- :
wars wa:s waﬁe 5.93‘5 ';and wd wars 9"ars ‘paﬁe wafsi;ndﬂd ipars ﬂ’aﬁ' ipa\-se wacs g.aﬂdz 4 593'5 wa:s ‘paﬁe wacs g,aﬂd 8 wars wa:s a‘-se 5.93'5‘ g.a“d oo wars 9"a:s. ‘paﬁe wars ;and o
Latency [clock cycles (5 ns)] BRAMs [%] (logic-synth) DSPs [%] (logic-synth) FFs [%] (logic-synth) LUTs [%] (logic-synth)
3.0 60 8 35
150 - 136
e 0e8He) 50 4 7 61 30 27.9 | mEE input reduction
125 (0.58 ps) 6 55 25 | 247 W sparse conv. 1
94 a 38.7 5.0 22.0 BN sparserelul
100 4 (0.47 us) .. 34.0 54 45 204 20.0 mm sparse conv. 2
0] 3?51;:;} 304 279 - 4 B sparse relu 2
759 15 1 I sparse avgpool
20 3 B sparse flatten
507 24 10 1 s mip
25 4 10 4 1] 54 mm fifo
0- 0- 0- 0 -
sparset sparse-Sgparse ™ sparse”! spatse - parse S parse ™ gparse” -\ sparset sparse-Sparse-m sparse sparset sparse-Sparse ™ sparse”! sparset sparseSparse-m sparse’!

Per-module breakdown in sparse models

* Sparse CNNs are orders of magnitude faster than standard CNN of same base arch, given both are well within the available resources

* Now these sparse CNNs are fully parallelized, but one could potentially tune the reuse factors to lower the resources 33



Summary

SparsePixels developed for implementing efficient CNNs for sparse data on FPGAs with low-latency demands

Outlook

Dynamically pick up sparse active pixels and only do computations on them (N3 e X Nicine < H X W)
Allows for parallelization for large input size while not possible for standard CNNs

Could be orders of magnitude faster than standard CNN of same size, with small performance loss
Demonstrated on microBooNE neutrino OpenSamples (LHC jet and MNIST in backup)

Python library developed to support training sparse CNNs

C++ modules developed to support HLS implementation

 Currentimplementationis fully parallelized, reuse factor tuning and streaming could be developed in future

* Paper/codes will be out soon (stay tuned!!)

*  Will eventually integrate into hls4ml
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Backup
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Choose how many active pixels to consider
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Dataset demo: hlsdml LHC jet
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g [active=56/(100*100)]

q [active=48/(100*100)]

Dataset

W [active=18/{100+100}]

Z [active=27/(100*100)]

t [active=45/(100*100)]

w0 00 100 100
10! 10? 10? 10?
804 8 TR [E B
1 - 1 1 1
601 JEW 10 L =5 0 63 1o 60+ ' 10 ] o
Er ¥ we
- ' 00 2 00 . f 109 . ' 100 CouR
204 1071 5 1070 . 1071 - 1070
2 . 2 . 2 LI
o m -ml 0 w1 10 ue F) a0 l 0 an 10 Do 0 & lm A 150 10 0 & I.n Ao 180 10 it o & 1 88 180
active=23f{56*56) active=31/{56%56) W [active=14/{56%56) Z [activa=22/(56"56 t [active=28/(56*56
al 1 10 ql | 100 I 1 100 [ [ )] 100 [ [ )|
o
« 0 40 43 L]
.. -1 -1 -1 -1
. - 10 N . 10 N . 10 N - 10 . ‘.- ., T
N . ¥, Y. 7.
-
. E L -I F 0 !
-2 -2 -2 -2 -
"] 07, 1077, 107 4, 107,
i 1 g 1 " 1 8 1 - 1
] w n l.u U P ] w m l)u ] = o ® w t Q = w ] J:l ] = 9 ] 20 E l «© 20
active=23/{56*56) active=30/({56%56) W [active=14/{56"%56) Z [active=22[{56%56 t [active=2B/{56%56
al 1 10 ql | 107 I 1 100 [ { 1] 107 [ { ]
=0 0 0 3 1 nl
P
& an an aa - 45 " Emsm
- - 1071 107t : 107! et 107 .. .
: . * . L o tr o,
0 " b E F] Tun . Fa -
2 2 2 23 :E:
w 107 w 107 aw 10~ 1 10~ i "
a a ] -1 - LS -
o 1w m 0 U s ° w Y i # 50 o ® 2 » P =0 w 2 3 a ] 9 ] 20 = =

Original hisdml LHC jet dataset (150 particles) [10.5281/zenod0.3602260]
* 100*100*1 input pixels, 5 classes (g, q, W, Z, 1)

Pooled and inflated to sparsify
*  56*56*1 input pixels
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https://zenodo.org/records/3602260

Models

Standard CNN (QKeras layers) Sparse CNN (our SparsePixels layers)

Model: “cnn_full" Model: “cnn_sparse"

Layer (type) Output Shape Layer (type) Output Shape Connected to

= = x_in (InputLayer) 56, 56, 1)1
¥x_in (InputLayer) [{Mone, 56, 56, 1)1
input_reduce (InputReduce) ((None, 56, 56, 1), ['x_in[@][@]"]

convl (QConv2D) {None, 56, 56, 3) (None, 56, 1))

convl (QConv2DSparse) (None, 56, 56, 3) ['input_reducel@]l[0]"’,

relul (QActivation) {None, 56, 56, 3) ‘input_reduce[@][11']

conv2 (QConv2D) (None, 56, 56, 1) relul (QActivation) (None, 56, 56, 3) ['convi[@][@]']

relu2 (QActivation) (None, 56, 56, 1) conv2 (QConv2DSparse) (None, 56, 56, 1) ['relulla][e]",
¥ ’ ' "input_reduce[@][1]']

pooll (AveragePooling2D) (None, 14, 14, 1) relu2 (QActivation) (None, 56, 56, 1) ['conv2(el[@]']

flatten (Flatten) {None, pooll (AveragePooling2DSpa ((MNone, 14, 14, 1), "relu2 (o] [@]°,
rse) (None, 14, 14, 1)) "input_reducel@][1]’

densel (QDense) (None, flatten (Flatten) (None, 196) [*poolil[e][e]']

relu3 (QActivation) (None, densel (QDense) (None, 28) ['flatten[@] [8]"']

dense? [QDense) {None relud (QActivation) (None, 28) ['densel[8] [@]"]

dense2 ((QDense) (None, 5) ['relu3[0] [@]"]
softmax (Activation) (None,
softmax (Activation) 5) ['dense2[8] [8] "]

Total params: 4535 (17.71 KB)

) i Total params: 4535 (17.71 KB)
Trainable params: 4535 (17.71 KB) Trainable params: 4535 (17.71 KB)
Non-trainable params: @ (@.08 Byte) Non-trainable params: @ (8.00 Byte)

Same base model architecture

For sparse CNN, consider four N23X : 8 (tiny), 12 (small), 16 (medium), 20 (large)

active*




Performance

ch0 cho chl ch2

Sparsity-preserving
convolution

v

g8 e B8 B§ A

: Same base model architecture
0.7 : * Standard CNN [full]
06 g . * Sparse CNN with N3 &ve = 8 [sparse-t]
: « Sparse CNN with N& = 12 [sparse-s]

0.5 1

Model !
® standard «  Sparse CNN with N xive = 16 [sparse-m]
041 A sparse-t E .
S— orecision * Sparse CNN with N &%, = 20 [sparse-|]
034 P9 sparse-m ! O 8-bit
sparse-| ' @ 16-bit
o2 AUC-g AUC-q AUCW AUCZ AUCt Accuracy
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Model latency and resource utilization

Standard CNN: io_stream, fully serialized Model bit width =8

Sparse CNN: io_parallel, fully parallelized
Standard CNN vs sparse CNNs

Latency [clock cycles (5 ns)] Initiation Interval [clock cycles (5 ns)] BRAMs [%] (logic-synth) DSPs [%] (logic-synth) FFs [%] (logic-synth) LUTs [%] (logic-synth)
10000 2250 10000 100 100 100 100
(42.0 us)
8000 8000 80 4 80 80 4 80 4
6000 - 6000 - 60 + 60 60 4 60 +
4340
(217 us)
4000 4 4000 - 40 40 - 40 4 40
Pt 2000 r tr 20 20
75 97 119 140 35 52 67 84 27
(0.4 s) (0.5 ps) (0.6 pis) (0.7 pis (02 ps) (0.3 pis) (0.3 ps) (0.4 pis) pa 10 30 > 0.1 0.04 0.04 0.04 0.04|0.05 22 25 28 34 |4
0 0 0 “ : 01— — 1 0 ,_FM : 0
5,;,acs&! s < e spaﬁe o * % * e a,:_.e a5y A aard ‘)Qacse .,,cse . : (52 593:59 e O 5,;,acs&! rse” ar‘ﬁ 02 g.a“d i Sq,ar‘ﬁ e a,:_.e 0ot #nd i 5,;,acs&! sy < 52D a:se Lnaftd
Latency [clock cycles (5 ns)] BRAMSs [%] (logic-synth) DSPs [%] (logic-synth) FFs [%] (logic-synth) LUTs [%] (logic-synth)
0.08 4.0 30
175
140 61 | | 34
150 (0.70 us) 0.07 35 25 4 24.4 | ooy input reduction
119 5 0.06 4 3.0 4 29 W sparse conw. 1
125 + 97 . 25 20 4 18.7 B sparserelul
3 0.05 A 2.5+
1004 75 (0.48 ps) 0.04 0.04 0.04 0.04 22 148 Em sparse conv. 2
(0.38 us) - 0.04 4 2.0 15 A B sparse relu 2
75 4 m 11.6 [ sparse avgpool 1
0.037 1.5 10 BN sparse flatten
507 0.02 1.0 1 = mip
- 54 mm fifo
251 . 0.01 0.5
0- 0.00 - 0.0 - 0 -
spal'Se‘t spa(‘:‘e‘sspa‘se'm sparse“ spatse‘t gpaTSE‘ssparSE‘m spaISE‘I' sparSE‘t wars@‘ssparse-m gpa(SE"' sparse‘t spa(‘-"e‘sgpal"ie‘m sparse“ spatse‘t spaf‘:‘e‘sspa(‘-"e‘m sparse"'

Per-module breakdown in sparse models

* Sparse CNNs are orders of magnitude faster than standard CNN of same base arch, given both are well within the available resources

* Now these sparse CNNs are fully parallelized, but one could potentially tune the reuse factors to lower the resources 41



Model latency and resource utilization

Standard CNN: io_stream, fully serialized Model bit width =16

Sparse CNN: io_parallel, fully parallelized

10000

Latency [clock cycles (5 ns)]
100

Initiation Interval [clock cycles (5 ns)]
00 100

BRAMs [%] (logic-synth)

DSPs [%] (logic-synth)

Standard CNN vs sparse CNNs

FFs [%] (logic-synth)

LUTs [%] (logic-synth)

8390
(2.0 s)
8000 8000 80 80 80 80
6000 6000 4 60 60 60
4340
217 ps)
4000 - 4000 + 40 A 40 4 40 4
it 2000 4 o 20 20
78 101 120 143 35 52 67 84 a0
0.4 s} (0.5 pis) (0.6 is) (0.7 ) (0.2 25) (0.3 ps) (0.3 15) (0.4 prs) 14 24 30 SU .. _—_—_- 16
0- 0- 0 __*_—_—_ : 0 - 0
593"5 a:sﬂ aﬁ,e 593:5 ';ané 7o 593\‘5 acsﬂ a,ge 593‘53.30‘53‘6 waﬁ a;s.';p e s?aﬁ g.a"‘dz 4 par® wa:sﬁ:»aﬁe =),;,acs ;a"‘d 4 593"5 5?"“5 spa,g.e ‘)Qars g.a“d od 593"5 a:se a,g.e 593"5 ;and o

Latency [clock cycles (5 ns)]

BRAMs [%] (logic-synth)

/

DSPs [%] (logic-synth)

/

FFs [%] (logic-synth)

LUTs [%] (logic-synth)

20
175 1 143 6 1 60 54.4 71 6.1 B input reduction
(0.71 ps .
150 TG s} 5 <0 | s 6 2 B sparse conv. 1
- - B sparserelul
125 101 (060 us) 10 s | 47 5
(051 ps) 44 40 37.6 42 B sparse conv.
1004 78 10 322 4 m sparserelu 2
(039 p5) 3 24 " 30 B sparse avgpool 1
75 3 B sparse flatten
50 27 14 207 24 m mip
mm fif
25 4 17 107 11 ¢
0- 0- 0- 0-

spatse‘t gpafs?‘sgpat‘ie‘m spa(SE"'

spatse‘t gpafs‘?‘sgpatﬁe‘m spa(SE"'

spal'se‘t spa(se‘sspa(se‘m spal’SE"'

gpal'5e‘t gparse&sparse‘m sparSE“

gparse‘t sparse&sparse‘m sparsE“

Per-module breakdown in sparse models

Sparse CNNs are orders of magnitude faster than standard CNN of same base arch, given both are well within the available resources
Now these sparse CNNs are fully parallelized, but one could potentially tune the reuse factors to lower the resources
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Dataset demo: sparsified MNIST
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Dataset
Original Modified

Original MNIST dataset
e 28*28*1 input pixels

Modified to emulate sparse datasets

* Pooled + padded+ inflated
* 48*48*1 input pixels
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Our python library to support sparse CNN training

Standard CNN (QKeras layers)

Model: "cnn_full"

Layer (type)

Qutput Shape

¥_in (InputLayer)

convl {QConw2D)

relul (QActivation)

pooll (AveragePooling2D}

conv2 (QConw2D)

reluz (QActivation)

pool2 (AveragePooling2D}

flatten (Flatten)

densel (QDense)

relud (QActivation)

dense2 (QDense)

softmax (Activation)

Param #

[{(None, 48, 48, 1)1

(None,

(None,

(None,

(None,

(None,

(None,

(None,

(None,

(None,

(None,

Total params: 4422 (17

Trainable params: 4422 (17.27 KB)
Mon-trainable params: @ (9.00 Byte)

48, 48, 1)

48, 48, 1)

12, 12, 1)

12, 12, 3)

12, 12, 3)

&, 6, 3)

1688)

36)

36)

Sparse CNN (our SparsePixels layers)

Model: “cnn_sparse”

Layer (type)

Qutput Shape

Param #

Connected to

x_in (InputLayer)

input_reduce (InputReduce)

convl (QConv2DSparse)

relul (QActivation)

pooll (AveragePooling2DSpa
rse)

conv2 (QConv2DSparse)

relu2 (QActivation)

pool2 (AveragePooling2DSpa
rse)

flatten (Flatten)
densel (QDense)
relu3 (QActivation)
dense? (QDense)

softmax (Activation)

[{None, 48, 48, 1)]

({None, 48, 48, 1),
(None, 48, 48, 1))

(Mone, 48, 48, 1)

(None, 48, 48, 1)

{(None, 12, 12, 1),
(None, 12, 12, 1))

(None, 12, 12, 3)

(None, 12, 12, 3)

((None, 6, 6, 3),
(None, 6, &, 1))

(None, 108)
(None, 36)
(None, 36)
(None, 18)

(None, 18)

@

@

[1

['x_in[@][B] "]
"input_reduce[@] [@] ',
"input_reduce[@][1]1']
'‘convi[e] [@]']

'‘relulle] [e]"*,
"input_reduce[@][1]"'

'pooll[e] [@]"*
‘pooll[e][1]"*

'conv2[@] [e]"

'reluz[e] [e]"
'pooll[e][1]"

'pool2[@][@]"']
‘flatten(@] [8]"]
'‘densel[@][@]']
"relu3[@][el']

'dense2 [8] [@] ']

Total params: 4422 (17.27 KB)

Trainable params: 4422 (17.27 KB)
Mon-trainable params: @ (@.08 Byte)

Same base model architecture

For sparse CNN, consider four NJ2&% : 8 (tiny), 12 (small), 16 (medium), 20 (large)



Performance

cho ch0 chl ch2

Sparsity-preserving
convolution

v

00 25 50 75 100 0.0 25 50 75 100 00 25 50 75 10.0 0.0 25 50 75 100

) R 08 88 g8 O %l e gy gm %Q
0.95 - A A A A ; OB
0.90 A @0 Same base model architecture
. & - Standard CNN [full]
050 «  Sparse CNN with NJ%3% . = 8 [sparse-t]
» Sparse CNN with Njo&v, = 12 [sparse-s]
0.75 1 Model i
@ standard a « Sparse CNN with Njoiv, = 16 [sparse-m]
0.70 1 sparse-t | .
O sparsess re—m— * Sparse CNN with N &%, = 20 [sparse-|]
065+ [ sparse-m O 8-bit
sparse-| @ 16-bit
0:60 AU(‘S-O AU&:-l AU&:-Z AU(‘S-B AU&:—4 AU&:-S AU(‘S-G AU&:—? AU&:-S AU(‘S-B I Acc ulra(y
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Model latency and resource utilization

Standard CNN: io_stream, fully serialized

Sparse CNN: io_parallel, fully parallelized

Latency [clock cycles (5 ns)]

Initiation Interval [clock cycles (5 ns)]
4000 100

BRAMSs [%] (logic-synth)

DSPs [%] (legic-synth)

Model bit width =8

Standard CNN vs sparse CNNs

FFs [%] (logic-synth)

LUTs [%] (logic-synth)

100
3232
3500 62| 3500 A 3124
156! 80 - 80 - 80 - 80 -
3000 1 3000 4
2500 4 2500 4 60 4 60 4 60 4 60 4
2000 4 2000 4
1500 § 1500 40 1 40 40 4 40 4
1000 q 1000 2
U 4
5004 79 104 124 146 5004 35 s2 &7 84
(0.4 u5) (0.5 ) 0.6 k5) (07 k5 0.2 5] 10.3 ps) 0.3 i) 04 ) 01 09 13 17 |g5 01 01 01 | o1 20 22 24 28 |gg
04 o 0 S w—— 1 0 . . : 0 ,W - 0
2 sva;st;p e Toars 5;0 315 51,.‘,:56;‘, >se” ;,pa'ﬁgmwd 2 593'529 I ,;andﬁ o 2 s‘ﬁ,;st;" 58" ;.93(52.;:\30‘! 4 2%y © e aﬁe Thpars ;and 4 %25 © aree’ acse Tpats ,;,an‘* 7
Latency [clock cycles (5 ns)] BRAMs [%] (logic-synth) DSPs [%] (logic-synth) FFs [%] (logic-synth) LUTS [%] (logic-synth)
2.00 0.12 3.5
175 1 146 L7s 17
0.73 <12 J 3.0 A 28
150 4 s U7H 0.10 201 188
104 06249 [ | 01 0.1 01 01 25 24
1251 (052 us) 0.08 1 20 22 15.0
1004 79 - 2.0 - 5 12.2
(0.40 ps) 0.06 4 101
5 . -3 10 1
0.04 1
50 | 1-0 | .
5 -
25 - 0.02 4 0.5
0- 0.00 - 0.0 - 0 -

g‘;pal":vi?‘It spa(seéq}a(se-m gparSE“

s\;atse‘t gpaTSE‘ssparSE‘m ﬂ;.a(SE"-

gparSE‘t gparse@q)ars&m gpa(SE"-

gparse‘t q)a(‘i‘?‘sq)ar‘ie‘m gparSE“

spatse‘t wars@‘swa(s&m gparSE"-

input reduction
sparse conv. 1
sparse relu 1
sparse avgpool 1
sparse conv. 2
sparse relu 2
sparse avgpool 2
sparse flatten
mip

fifo

Per-module breakdown in sparse models

* Sparse CNNs are orders of magnitude faster than standard CNN of same base arch, given both are well within the available resources
* Now these sparse CNNs are fully parallelized, but one could potentially tune the reuse factors to lower the resources
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Model latency and resource utilization

Standard CNN: io_stream, fully serialized Model bit width =16

Sparse CNN: io_parallel, fully parallelized
Standard CNN vs sparse CNNs

0 Latency [clock cycles (5 ns)] 4Olon(;tial:ion Interval [clock cycles (5 ns]]mo BRAMs [%] (logic-synth) 100 DSPs [%] (logic-synth) 100 FFs [%] (logic-synth) 100 LUTs [%] (logic-synth)
3232
3500 4 162 u)| 3500 A 3124
A58l gp 80 1 80 - 80 1
3000 - 3000 A
2500 2500 50 4 60 4 60 4 60 4
2000 4 2000
1500 1500 401 407 40 7
1000 - 1000 20
o 20 R
s00{ e 106 127 150 500 { 35 52 67 84 44 51
(0.4 us) (0.5 ) (0.6 ) (0.8 s (0215) 0 3 15) 0.3 ps) (0.4 ) 09 13 18 22 g, 35 39 44 S fgg
0l ol 0 - —— —. : 0 ,“—- - 0
593:5 acse a‘ge 593'5 ga“ pat® wa:se a,g.e 593'5‘;3063‘6 593;5 a;s.e a;se 593:5 é@ndﬁ & 593:5 a;se a(ge 593(5 g.a“d rd 593'5 a:se a(ge ‘)Qars #nd rd 593:5 arse a;c_.e 5,;,a:s» ,;an‘* id
Latency [clock cycles (5 ns)] BRAMSs [%] (logic-synth) DSPs [%] (logic-synth) FFs [%] (logic-synth) LUTs [%] (logic-synth)
3.0 6 30
175 4 150 S5 40 6.7 5 5.1 25 25 B input reduction
150 4 127 07 = 22 1 44 7 : W sparse conv. 1
106 (0.64 us) - 20 30 X 4 39 20 20.2 B sparserelul
1257 (053 us) ] 18 ] 264 1 35 ] 17.3 . B sparse avgpool 1
15.2 B sparse conv. 2
81 P
100 (0.41 ps) [ L5 1 13 201 31 15 1 [ sparse relu 2
75 1 0.9 mmm sparse avgpool 2
so Loq - 21 107 sparse flatten
7] 10 - e mip
254 0.5 11 51 . fifo
0- 0.0 - 0- 0- 0 -
g\-_pal":vi?‘It spa(‘-'*e‘sq)a(se‘m q_.arse“ q_.a(se‘t 5pat59‘sspar59‘m q)aISE‘I' gparSE‘t gparse@q)arse-m gpa(SE"' gparse‘t q)a(‘-"e‘sgpal"-'ve‘m q_,arse“ spa(se"t sparsE‘Sspa(se-m gparse"'

Per-module breakdown in sparse models

* Sparse CNNs are orders of magnitude faster than standard CNN of same base arch, given both are well within the available resources
* Now these sparse CNNs are fully parallelized, but one could potentially tune the reuse factors to lower the resources 48
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