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Abstract—Superconducting tokamak fusion facilities continu-
ously generate large volumes of plant data that must be archived
reliably and queried efficiently to support monitoring, fault
analysis, and long-term operation. Current fusion devices widely
adopt the Experimental Physics and Industrial Control System
(EPICS), but plant data are still commonly archived in files
or relational databases, which scale poorly for large time-series
workloads. This motivates the use of time-series databases (TS-
DBs), designed for high-throughput ingestion and efficient time-
range queries. We propose the EPICS-TSDB Real-Time Archiv-
ing Framework (ETRA), which stores EPICS process variables
(PVs) in a TSDB backend through three cooperating modules:
a Channel Access (CA) acquisition module that subscribes to
PV updates via preemptive callbacks, an aggregation module
that groups updates into batched writes under configurable size
and time thresholds, and a persistence module that commits the
batches through a connection pool. Results on the Experimental
Advanced Superconducting Tokamak (EAST) show that ETRA
sustains real-time ingestion from 100,000 PVs, while range
queries over billions of stored points reach about 15.9M points/s,
outperforming the Archiver Appliance (AA) by up to 16.6
times on wide multi-PV workloads; moreover, machine-learning
inference runs directly on the archived data through AINode,
eliminating extract-transform-load (ETL) transfer. Production
deployment on EAST is planned.

Index Terms—EAST, EPICS, Time-series database, Fusion
plant data, Real-time archiving

I. INTRODUCTION

UPERCONDUCTING tokamak plants rely on large-scale

distributed control systems to supervise cryogenics, power
supplies, vacuum subsystems, and related engineering systems.
In these environments, EPICS [1]-[3] has become a widely
adopted framework for control and monitoring because it
provides a standard PV model, the CA [4] communication
protocol for efficient client—server data exchange, mature
input/output controller support, and a rich ecosystem of client
tools. Within this ecosystem, the EPICS AA [5] has become
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the de facto standard for archiving PV data and is the most
widely deployed archiving solution across EPICS-based facil-
ities.

Yet the demands on plant data archival are growing rapidly.
Relative to present devices such as EAST [6]-[10], future
tokamaks will instrument more equipment and adopt higher
sampling rates, so the volume, velocity, and diversity of plant
data will continue to rise. Such data exhibit typical time-
series characteristics, including high write concurrency, strict
timestamp semantics, chronological generation, and frequent
range queries over recent or historical intervals. An archival
framework with efficient real-time ingestion and strong range-
query capability is therefore essential for EPICS-based plant
data in fusion devices.

In this work, we aim to develop a real-time archiving
framework from EPICS to a time-series database (TSDB) [21],
enabling continuous PV ingestion, efficient range plant data
query, and direct data access for downstream analytics and
Al applications. TSDB 1is a specialized database optimized
for storing, indexing, compressing, and querying timestamped
data at high write rates and large scale. Therefore, we propose
the EPICS-TSDB Real-Time Archiving Framework (ETRA),
using [oTDB as the representative TSDB backend to enable
high-throughput, low-latency archiving of large-scale PV data
from EPICS-based control systems into a distributed TSDB.
ETRA consists of three core modules: a CA acquisition mod-
ule that leverages the native CA client library to receive PV up-
dates through event-driven callbacks within a single runtime,
thereby eliminating inter-process communication overhead; an
aggregation module that buffers PV events and packs grouped
samples into TSDB-native Tablets; and a persistence module
that writes these Tablets to the TSDB backend through a
connection-pooled RPC mechanism. We evaluate ETRA on a
large-scale EPICS deployment with 100,000 PVs and demon-
strate its capability to sustain stable archiving throughput while
providing native support for complex historical queries and
seamless integration with Al training and inference platforms.

To summarize, our contributions are threefold:

1) We propose a novel EPICS-to-TSDB archival architec-
ture for fusion plant data, which continuously archives
EPICS PVs into a time-series database and provides
efficient support for large-scale real-time ingestion, his-
torical query, and unified data access.

2) We design an event-driven acquisition and concurrent
batch-writing mechanism, in which a CA-based PV
acquisition module is coupled with grouped aggregation
and pooled write workers to improve throughput, reduce
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communication overhead, and sustain stable archival
performance under large-scale PV updates.

3) We develop an EPICS fusion-data archival platform
with integrated Al-oriented data services, which enables
archived data to be accessed directly by downstream
analytics and inference workflows, thereby reducing data
movement, integration complexity, and the cost of Al or
machine-learning deployment.

II. METHODOLOGY

ETRA is organized into three modules: the CA Acquisition
Module, the Aggregation Module, and the Persistence Module.
Their layout is shown in Fig. 1. This separation lets each stage
operate at its own rate, so the asynchronous events from EPICS
CA are decoupled from the slower batched writes to the TSDB.
Events captured on the CA side are buffered and grouped,
then shipped to the TSDB in batches. The rest of this section
describes each module in turn.

A. CA Acquisition Module

The CA Acquisition Module is the entry point of ETRA.
It subscribes to PV updates published by EPICS IOCs and
forwards each event into a per-PV queue, from which the
Aggregation Module consumes.

As shown in Fig. 1, each PV is assigned its own independent
queue so that the event streams of different plant signals never
contend for a shared buffer. This per-PV isolation keeps a
high-rate signal from delaying or overflowing the records of
slower ones and lets the Aggregation Module track the arrival
progress of each PV separately.

B. Aggregation Module

After PV updates are captured by the CA Acquisition
Module, they must be reorganized before being persisted to
the TSDB backend. Writing every event to TSDB one by one
is impractical: each RPC carries a fixed Thrift round-trip cost,
and at thousands of PVs per second this overhead dominates.
The Aggregation Module sits between the callbacks and the
database to amortise that cost.

To make this precise, let N be the number of configured
PVs, and let each PV emit events at an average rate r, so that
ETRA ingests A = Nr events per second in aggregate. Writing
each event individually would force the backend to sustain A
RPCs per second, every call paying a fixed round-trip cost cg
for connection handling and Thrift (de)serialization:

Cnaive = NTCO' (1)

Since ¢y is incurred per call regardless of payload size, this
cost grows linearly with the PV count and saturates the
backend long before the full plant is online. Aggregation
attacks the cy term directly by carrying many samples in a
single call.

The queues are then partitioned into G groups, each con-
taining about [N/G] PV queues. Each group is handled by
one aggregator goroutine, which drains the queues and writes
the samples into a column-oriented buffer. In this way, the

number of Thrift calls per flush cycle is reduced from O(N)
to O(G), giving a grouping gain
N
=G 2

meaning that, on average, 7 PVs share one Tablet and one
RPC.

Let |Qg4| denote the number of buffered samples in group
g and At, the time elapsed since its last flush. A group is
flushed whenever either of two conditions is met:

|Qg| Z Bmax \ Atg Z Tﬂush- (3)

The size condition |Q4| > Bmax keeps memory use bounded
when high-rate PVs burst, while the time condition At > Thysn
keeps latency bounded when updates arrive slowly. Using both
conditions gives the aggregator a practical balance between
throughput and freshness.

These two conditions also determine how aggressively the
RPC cost is amortized. On average, each flush of a group ships
one Tablet of

b = min(Bmaxa anﬂush) 4

samples—the smaller of what the size threshold admits and
what actually arrives within one time window. The backend
therefore sees an RPC rate of A\/b instead of A, reducing
the per-event round-trip overhead by a factor of b. Two
regimes follow naturally: under heavy traffic the size threshold
dominates (b = Bax) and every Tablet is filled to capacity;
under light traffic the time threshold dominates (b = 77 Tjysh),
trading a smaller batch for bounded latency. The grouping gain
n enlarges the batch attainable within a fixed window, which
is why grouping pays off most precisely when individual PVs
are slow.

C. Persistence Module

The Persistence Module is the final stage of ETRA: it takes
the Tablets packed by the aggregators and commits them to
the TSDB backend.

To overlap network I/0O with aggregation, the module main-
tains a session pool of ¢ persistent connections to the backend.
An aggregator acquires an idle session, issues the batch write,
and returns the session on completion; reusing established
connections avoids repeated handshake cost and lets multiple
flushes proceed concurrently. Let 7, denote the mean round-
trip time of one Tablet write; then the peak write throughput
the pool can sustain is

C: Bm b'e
Twrite = —= . (5)

Trpc
The pool keeps pace with the plant as long as the aggregate
event rate stays within this ceiling, A < Ty.. Equivalently,
with flush request rate Ay = \/Bpax in the size-bound regime
and per-session service rate {1 = 1/7y., the pool utilization
oy A
P C- U Twrite S ! (6)
must stay below one; otherwise flush requests accumulate and
the aggregator buffers grow without bound. In practice c is
tuned jointly with G and By,ax so that the pool matches the
ingest capacity of the TSDB instance.
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Fig. 1. Architecture of ETRA.

TABLE I
EXPERIMENTAL ENVIRONMENT.

Component Specification

CPU QEMU Virtual CPU v2.5+ (KVM), 4 vCPUs
Memory 32GB (2 x 16 GB DIMM)

Operating system  Rocky Linux 8 (x86_64)

EPICS Base 7.0.8.1

Time-series DB Apache IoTDB 2.0.5

Al engine IoTDB AINode 2.0.5

Python 3.11

Go 1.26

III. EXPERIMENT

To evaluate the effectiveness of ETRA, we conducted
three experiments covering different aspects of the system:
(i) throughput and scalability under large-scale EPICS PV
workloads, (ii) range query performance on archived plant
data, and (iii) an in-database Al inference case study.

A. Experimental Environment and Fusion Data

All tests were executed on the same server and same
virtualised host to ensure consistent measurement conditions
across configurations. The query and Al inference experiments
use real plant data collected from the cryogenic and vacuum
systems of the EAST tokamak, while the throughput test is
driven by a configurable IOC workload generator modelled
after the PV update patterns observed in EAST, allowing us
to evaluate the archiving capability of ETRA under varying
PV sampling rates. This setup enables controlled scaling
experiments while preserving workload characteristics repre-
sentative of real EAST operation. The hardware and software
configuration of the test environment is summarized in Table I.
Apache-IoTDB was selected as the TSDB in these experiments
because prior studies have demonstrated its superior query
performance [23], [24] and Al inference capability for plant
data.

B. Throughput and Real-time

This study characterizes the behavior of ETRA under large-
scale EPICS archiving workloads and verifies that ingestion
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Fig. 2. Scalability and throughput evaluation of ETRA under different PV
counts and update frequencies.

keeps pace with the incoming event stream in real time. The
number of PVs was set to 10k, 50k, and 100k, and the sam-
pling rate to 1 Hz, 5Hz, and 10 Hz. For each configuration we
measured CPU usage, memory consumption, write throughput,
and archival completeness. The results are shown in Fig 2.

As shown in Fig 2(a), CPU usage grows with both the
number of PVs and the sampling frequency, from about 1.5%
at 10k PVs & 1Hz to roughly 68% at 100k PVs & 10Hz,
tracking the event arrival rate. Memory consumption (Fig 2(b))
is instead driven mainly by the number of subscribed PVs,
rising from about 85MB at 10k PVs to around 500 MB at
100k PVs while remaining largely insensitive to the sampling
frequency, since it reflects the maintained CA channels and
per-PV buffers rather than the event rate.

The real-time behavior is established by Fig 2(c) and (d)
together. Under the heaviest 100k PVs & 10Hz configuration
the offered load reaches about 1 Mpts/s, and ETRA sustains
a write throughput of approximately 960 kpts/s while archival
completeness (Fig 2(d)) remains 100% across all nine config-
urations. Because the achieved throughput tracks the offered
load and no PV updates are dropped, events are persisted as
they arrive without backlog accumulation; combined with the
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Fig. 3. Query-performance heatmap of ETRA under different PV counts and
returned-row scales.

bounded staleness § < T, guaranteed by the aggregation
module, this confirms that ETRA ingests data in real time
rather than merely at high average rate. Here T'yjys, = 1s
sets only the worst-case freshness bound for slow or idle
PVs: under load a group buffer reaches the size threshold
Bz well before T'pys, elapses, so the size-based flush
dominates and the effective persistence latency is on the
order of By,q./(nr), far below one second. The bound is
moreover tunable-reducing T’y tightens freshness at the
cost of smaller batches and lower peak throughput, letting
deployments trade write throughput for latency according to
their real-time requirements.

Overall, ETRA stably archives 10k-100k PVs at 1-10Hz
with bounded CPU and memory overhead and no data loss,
confirming that the framework is suitable for large scale real-
time EPICS archiving.

C. Query Performance

In this experiment, we randomly selected 600 PVs from the
cryogenic and vacuum systems of EAST as the query dataset.
Each PV contains more than 14 million historical records,
providing a sufficiently large data volume for evaluating range-
query performance. Specifically, the query workload was var-
ied along two dimensions: the number of queried PVs and the
number of returned rows. The number of queried PVs was set
to 1, 10, 50, 100, 300, and 600, while the returned rows limit
was set to 1k, 10k, 100k, and 1M. Each configuration was
repeated five times, and the average latency, P95 latency, and
effective returned-value throughput were recorded.

As shown in Fig 3, the query latency increases as the
number of returned rows grows, which is consistent with the
larger volume of historical data being scanned and transferred.
A similar trend is observed along the PV dimension: querying
a larger number of PVs results in higher latency, and this effect
becomes more pronounced under larger row limits.

To further compare ETRA with AA, which is also a rep-
resentative EPICS archive solution in the broader community
[5], we evaluated both systems under matched returned row
workloads and measured the P95 query latency. As shown in
Fig. 4, the two systems are comparable at a single PV with
10k returned rows, AA is in fact marginally faster (0.9x), but
ETRA’s advantage widens rapidly as the number of queried
PVs grows, reaching 16.6 times lower P95 latency at 600 PVs
for 1k returned rows per PV and 10.8 times at 10k rows per
PV.

E5 Query Performance

(a) ETRA p95 latency (ms) (b) AA p95 latency (ms)

(c) AA/ ETRA latency ratio

Retured rows per PV

1 50 100 300 600 10
PV scope

5 100 300 600
PV scope

5 100 300 600
PV scope

Fig. 4. P95 query-latency comparison between EPICS AA and ETRA under
matched returned-row workloads.
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Fig. 5. Al inference case study on EAST plant data using IoTDB AINode:
(a) Timer-XL multi-step forecasting, (b) Sundial multi-step forecasting, (c)
one-step-ahead forecasting comparison using four classical models, and (d)
anomaly detection using the Stray model. The shaded region in (a) and (b)
indicates the forecast horizon; the dark blue curve is the held-out ground truth.

In terms of query throughput, ETRA achieves higher
throughput under wider multi-PV queries, with the highest
effective throughput reaching approximately 15.9M values/s in
the largest query configuration. Together with the AA-ETRA
comparison, this confirms that the TSDB-based storage design
of ETRA is well suited for range-based data access and large-
scale time-series analysis workloads.

D. Al Inference Case Study on EAST Plant Data

In this experiment, six built-in time-series models provided
by IoTDB AlNode were selected to cover three complemen-
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tary analysis tasks: multi-step forecasting using large founda-
tion models, one-step-ahead forecasting using classical statis-
tical models, and unsupervised anomaly detection. Figs 5(a)
and (b) show the multi-step forecasting results for Timer-
XL and Sundial over a 96-step horizon. Both models capture
the general direction of the cryogenic temperature signal in
the near-term forecast window, with mean absolute errors of
1.88 K and 1.30K respectively. The predictions diverge from
the ground truth as the horizon extends, which is consistent
with the inherent difficulty of zero-shot long-horizon forecast-
ing on domain-specific industrial signals without fine-tuning.
Fig 5(c) shows the one-step-ahead forecasting results from
the four classical models. All four predictions fall within a
narrow range close to the last observed value, with the naive
forecaster achieving the smallest absolute error, indicating that
the short-term evolution of this cryogenic channel is dominated
by local persistence rather than long-range trend or seasonality.
Fig 5(d) shows the anomaly-detection result produced by the
Stray model on a 10,000-sample archived segment.

IV. CONCLUSION

In this work, we presented ETRA, a real-time framework
that archives EPICS-based fusion plant data into a time-
series database and makes the archived data directly usable
for Al analysis. Motivated by the poor scalability of file-
based and relational archives on EPICS large-scale plant
data, ETRA decomposes the archiving workflow into three
cooperating modules: event-driven CA acquisition, size and
time bounded aggregation, and pooled batch persistence, so
that the asynchronous PV event stream is decoupled from the
slower batched writes to the backend.

The framework was evaluated on EAST cryogenic and
vacuum systems. ETRA sustains real-time ingestion from
100,000 PVs and serves plant data range queries that span
billions of stored points, reaching an effective query through-
put of about 15.9M points/s and outperforming the EPICS
AA by up to 16.6 times on wide multi-PV workloads. A
case study further showed that machine-learning inference,
covering both forecasting and anomaly detection, can run
directly on the archived data through AINode without ETL
transfer. Its planned deployment on EAST will allow these
results to be verified in continuous production, and the design
may offer a useful reference for archival-system design in
future tokamaks.

REFERENCES

[1] L. R. Dalesio, A. J. Kozubal, and M. R. Kraimer, “EPICS architecture,”
Los Alamos National Lab., NM, USA, Tech. Rep. LA-UR-91-3543;
CONF-911116-9, 1990.

[2] E. J. Coyle, L. H. Jamieson, W. C. Oakes et al., “EPICS: Engineering
projects in community service,” International Journal of Engineering
Education, vol. 21, no. 1, pp. 139-150, 2005.

[3] A. Kozubal, L. Dalesio, J. Hill, and D. Kerstiens, “Experimental physics
and industrial control system,” in ICALEPCS89 Proceedings, vol. 288,
1989.

[4] L. B. Dalesio and L. Island, “Evolution of the EPICS channel access
protocol,” unpublished manuscript, 1994.

[5] M. Shankar, L. F. Li, M. A. Davidsaver et al., “The EPICS archiver
appliance,” in Proceedings of ICALEPCS, vol. 15, 2015, pp. 761-764.

[6]

[7]
[8]
[9]

[10]
[11]

[12]

[13]

[14]

[15]

[16]

(17]

(18]

[19]

[20]

[21]

[22]

[23]

[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

X. Gong, E. Team, and Collaborators, “Overview of recent experimental
results on the EAST tokamak,” Nuclear Fusion, vol. 64, no. 11, p.
112013, 2024.

J. Hu, W. Xi, J. Zhang et al., “All superconducting tokamak: EAST,”
AAPPS Bulletin, vol. 33, no. 1, p. 8, 2023.

G. S. Xu, J. G. Li, B. N. Wan et al., “EAST superconducting tokamak,”
AAPPS Bulletin, vol. 23, no. 1, 2013.

F. Wang, Y. Wang, Y. Chen et al., “Study of web-based management for
EAST MDSplus data system,” Fusion Engineering and Design, vol. 129,
pp. 88-93, 2018.

Y. Chen, S. Li, F. Wang er al.,, “Upgrade of EAST data acquisition
system,” Fusion Engineering and Design, vol. 195, p. 113942, 2023.
P. Barabaschi, A. Fossen, A. Loarte et al., “ITER progresses into new
baseline,” Fusion Engineering and Design, vol. 215, p. 114990, 2025.
G. Manduchi, A. Luchetta, C. Taliercio et al., “New EPICS channel
archiver based on MDSplus data system,” IEEE Transactions on Nuclear
Science, vol. 58, no. 6, pp. 3158-3161, 2011.

R. Castro, Y. Makushok, L. Abadie et al., “Data model implementation
in ITER data archiving system,” Fusion Engineering and Design, vol.
146, pp. 1903-1906, 2019.

R. Castro, Y. Makushok, L. Abadie et al, “Storing EPICS process
variables in HDFS files for ITER,” Fusion Engineering and Design,
vol. 194, p. 113697, 2023.

K. H. Kim, C. J. Ju, M. K. Kim et al., “The KSTAR integrated control
system based on EPICS,” Fusion Engineering and Design, vol. 81, no.
15-17, pp. 1829-1833, 2006.

T. Tak, J. Hong, K. Park et al, “Conceptual design of new data
integration and process system for KSTAR data scheduling,” Fusion
Engineering and Design, vol. 129, pp. 330-333, 2018.

G. Kwon, W. Lee, T. Lee et al, “Development of a real-time data
archive system for a KSTAR real-time network,” Fusion Engineering
and Design, vol. 127, pp. 202-206, 2018.

G. S. Lee, M. Kwon, C. J. Doh et al., “Design and construction of
the KSTAR tokamak,” Nuclear Fusion, vol. 41, no. 10, pp. 1515-1523,
2001.

R. Yamazaki, S. Sakata, and H. Urano, “Data management system for
the plant data in JT-60SA,” Fusion Engineering and Design, vol. 190,
p. 113485, 2023.

R. Yamazaki, S. Sakata, T. Oshima et al., “Development of JT-60SA
experiment database system,” Fusion Engineering and Design, vol. 155,
p. 111555, 2020.

D. Namiot, “Time series databases,” in DAMDID/RCDL, vol. 1536,
2015, pp. 132-137.

H. Chen, G. F. Liu, D. Zhang, T. Qin, and X. K. Sun, “A study of
performance comparison of databases for HALF data archiving system,”
Journal of Instrumentation, vol. 18, no. 12, p. P12015, 2023.

G. Yang, F. Wang, and D. Fan, “EAST plant data storage system based
on [oTDB time series database,” Fusion Engineering and Design, vol.
207, p. 114648, 2024.

C. Wang, J. Qiao, X. Huang, Z. Song, X. Zhang, T. Z. J. Fu, R. Rui,
J. Sun, and J. Wang, “Apache IoTDB: A time series database for IoT
applications,” Proceedings of the ACM on Management of Data, vol. 1,
no. 2, pp. 1-27, 2023.

R. Liu, J. Yuan, and X. Huang, “Benchmarking time series
databases with IoTDB-benchmark for IoT scenarios,” arXiv preprint
arXiv:1901.08304, 2019.

C. Wang, X. Huang, J. Qiao et al., “Apache IoTDB: Time-series database
for internet of things,” Proceedings of the VLDB Endowment, vol. 13,
no. 12, pp. 2901-2904, 2020.

X. Huang, D. Mao, J. Wang et al., “The design of Apache IoTDB
distributed framework,” Scientia Sinica Informationis, vol. 50, no. 5,
pp. 621-636, 2020.

Y. Liu, H. Zhang, C. Li et al., “Timer: Generative pre-trained trans-
formers are large time series models,” arXiv preprint arXiv:2402.02368,
2024.

Y. Liu, G. Qin, X. Huang et al., “Timer-XL: Long-context transformers
for unified time series forecasting,” in International Conference on
Learning Representations, 2025, pp. 83 982-84 006.

Y. Liu, G. Qin, Z. Shi et al., “Sundial: A family of highly capable time
series foundation models,” arXiv preprint arXiv:2502.00816, 2025.

A. F. Ansari, O. Shchur, J. Kuken et al., “Chronos-2: From univariate
to universal forecasting,” arXiv preprint arXiv:2510.15821, 2025.



