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Einstein Telescope

• Einstein Telescope is the 
proposed European third 
generation GW detector 
for the 2030s

• 10 times greater 
sensitivity, ~1000 times 
more events than 
LIGO-Virgo-KAGRA (LVK)

• 1000 times higher 
information density

• Expect at least one sister 
detector in the US 
(Cosmic Explorer) 
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https://www.et-gw.eu/
https://cosmicexplorer.org/
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GW detection and GW data

• Strain data, h(t), is the time-series needed for analysis, recorded at 16 kHz
• This will be the same for Einstein Telescope as it is today for LVK
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GW data analysis

Matched filtering with large template banks is the canonical method used for analysis
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GW detector networks

• LIGO and Virgo GW detectors 
share data in low latency using 
Kafka

• Improve signal detection 
(coincidence, increase SNR)

• Improve parameter estimation 
including sky localisation

• The latter is crucial for 
multi-messenger astronomy
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https://kafka.apache.org/
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Swiss role in ET computing

• UniGe is leading the ET Computing Model, in preparation

• Main question: Can we analyse data that contains 1000 
times more events, including long-lasting and overlapping 
signals?

• Main strategy: Build on the experience of LVK, leverage 
expertise particularly from CERN

• Much of LVK computing relies on the “Open Science Grid” 
(OSG), used to provision resources for the CERN 
experiments (WLCG) - tools like HTCondor and Rucio

• For ET, there are also synergies with EOSC / ESCAPE

• Main challenges: There is no LVK Computing Model 
document; ET’s site and geometry have not been decided
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https://osg-htc.org/
https://wlcg.web.cern.ch/
https://htcondor.org/
https://rucio.cern.ch/
https://eosc.eu/
https://doi.org/10.1051/epjconf/202429510007
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Data Challenges for Einstein Telescope

• The main observable of interest is the “strain”, h(t), one 
time series sampled at 16 kHz

• This doesn’t change much, although ET will consist of 
either 4 or 6 interferometers (final design not decided)

• Data rates will be similar to today

• Over-estimate ~100 PB/year of raw detector data (very 
many auxiliary channels)

• This is significant, but largely for archive

• To first order, most analysis only needs h(t)

• about 10-100 TB/year

• Plus data quality and some metadata
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Compute Challenges for Einstein Telescope

• Low latency computing will deal with 1000 times more 
events, some of which will overlap

• It currently takes ~30s to analyse data promptly and 
generate alerts using ~20k cores + ~500 GPUs

• Increased signal sensitivity for ET means signals are 
also in-band for much longer (minutes, hours, days)

• A huge deal for multi-messenger science!

• Naively, ET could need 40M cores just for low latency

• AI/ML and GPUs are being aggressively pursued, see 
the Science Blue Book
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https://arxiv.org/abs/2503.12263
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Onsite computing for Virgo
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The onsite data storage 
needs are significant, while 
the computing power is 
modest:

 ~500 cores



Paul Laycock

Scaling data rates to ET

The scaling model per 
IF is 

ET = Virgo * 5

The number depends 
on geometry, and 
allows for more 
auxiliary channels and 
higher sampling freq.

We think this is very 
conservative
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Onsite Computing needs for ET
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While the computing power needed is modest, there is still a relatively large amount of data needed 

onsite and, particularly during commissioning, an efficient data reduction strategy will be a priority

The scaling model per IF is 

ET = Virgo * 5 (storage)

ET = Virgo * 3 (CPU and RAM)

The number depends on geometry, 
and allows for more auxiliary 
channels and higher sampling freq.

We think this is very conservative
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Low latency alerts - challenges

Shared infrastructure 
between LIGO and Virgo

Streaming data (Kafka)

Heterogeneous, ad hoc 
deployments of 
components

Public-facing database 
also serving LVK

End-to-end testing is very difficult for the current LVK infrastructure, increasing the load on 

operations and introducing risk to the science
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https://kafka.apache.org/
https://gracedb.ligo.org/
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The UniGe end-to-end testbed

UniGe is creating a low latency computing end-to-end testbed for LVK

• Deployed on kubernetes, building on work of the Virgo k8s team
• Focus on making pipeline deployment more uniform
• Validation test suite: scientific validation of end-to-end tests
• Monitoring test suite: monitor and eventually optimise resource usage

https://kubernetes.io/
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Low latency alerts for ET

Scaling up to ET, the biggest challenge 
will be to keep compute under control for 
a 50 year lifespan

There is a clear need for a common 
software framework, and professional 
software engineers to provide support 
and ensure science and performance 
goals are met sustainably
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Figure from draft ET Computing Model
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Software development best practice

The most challenging aspect of software development for LVK is integration testing: components are 
deployed, often on bare metal, with a range of dependencies.  End-to-end testing is practically impossible

Containerization goes a long way to enabling Continuous Integration (CI) testing and moving towards 
making best software development practice a requirement

ET foresees a core team of software engineers and infrastructure experts

Is Kubernetes a good deployment platform for ‘everything’ for ET?  To be seen!
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UniGe: ET Computing sustainability

16

Funded through EOSC/OSCARS cascading 
grants, a jupyterhub-based platform built on 
the CERN VRE:

• Rucio for data management

• REANA for workflow capture

• UniGe is adding:

• A unified helm chart

• HSF conditions database

• Monitoring and accounting for 
predicting ET’s needs and 
addressing sustainability

Oscars: ETAP project page

https://oscars-project.eu/
https://github.com/vre-hub/
https://rucio.cern.ch/
https://docs.reana.io/
https://bnlnpps.github.io/nopayloaddb/
https://oscars-project.eu/projects/etap-einstein-telescope-analysis-portal
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Conclusions
• Einstein Telescope is the proposed third generation European gravitational wave detector, planned to 

run for five decades for thousands of scientists. ET presents significant computing challenges:

• Analysis data volumes are modest, but archival storage needs are significant
• Thankfully this is a solved problem with tools like Rucio

• Traditional CPU-based algorithms must be replaced by tools like ML to keep computing needs 
under control, while moving to best practice software practices and a common framework
• As ET will run for over 50 years, this presents a serious software engineering challenge

• Virgo has very few computing/software professionals:
• Training, hiring and retaining software and computing expertise has to be a priority for ET

• Collaboration will be essential, especially as we move more and more toward shared infrastructure

Let’s keep talking!
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