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MOTIVATION

Signal

• In this study, we focus on the exotic decay  where the ALP subsequently decays into a bottom quark-antiquark 

pair ( ).  

• Here Z is produced on-shell

Z → aγ

a → bb̄

• The ALP interactions with the electroweak bosons are described by the 

Wess-Zumino-Witten (WZW) term     

 LWZW = a(g2 CW

Λ
WμνW̃μν + g′￼2 CB

Λ
BμνB̃μν)

<latexit sha1_base64="jHeB76AeP+MUb6JuMSsmv/WzpQY="></latexit>
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ℒaqq̄ = i
mq

fa
a q̄γ5q

•The effective Lagrangian describing the interaction between the 

axion field a to quarks q is given by:
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A primary background to the  signal is the direct production of  where a bottom quark-antiquark pair is 

produced alongside a photon .  

This background is DrellYan + photon and mimics the signal’s final state.

Z → bb̄γ pp → jjγ

Background

*/ Zγ

Dominantly occurs via QCD processes the photon originates from  initial- or final-state radiation. 

Why is this signature unique and difficult to work with?  

The signature combining two b-jets and an isolated photon, 

distinguishes it from typical Z boson decays.   

This final state is particularly valuable at the HL-LHC for constraining 

ALP parameter space due to the significant Yukawa coupling to bottom 

quarks.  

The branching ratio (fraction of Z decays going to aγ) is small ~ 10-9 to 

10-12
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High cross-section at LHC requires kinematic cuts to suppress this background and enhance signal sensitivity. 

The high luminosity increases the background dominance, necessitating precise b-tagging, photon identification, and 

sophisticated Machine Learning aided classification methods to isolate the signal.

How to distinguish signal from the background?  
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Event Selection and Jet Multiplicities

Jet Multiplicity Comparison: 

• With higher PT threshold, both signal and background show 
lower jet multiplicities 

• For the background, jet multiplicity distribution, peaks at low 
multiplicities (0-1 jets) and decreases rapidly for higher counts. 
This reflects typical QCD processes where hard jets are less 
frequent.

Event Selection: 
• Anti-kT clustering algorithm is used to cluster 

the jets.     

• Minimum Jet PT = 10 GeV  
• Pseudorapidity filter (|η| ≤ 2.5) 
• Jet Radius R = 0.4

dij = min(p−2
T,i , p−2

T,j )
ΔR2

ij

R2
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Efficiencies

b-Tagging Efficiency: 

• typically ~70-72% at high PT,  

• dropping to ~32-47% at PT ∼10-20 GeV.

• Case1: Heavier axions decay into b-jets with high 
Transvese momentum 

• Case 2: High axion mass -> softer photons 
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KINEMATIC VARIABLES

1. Transverse momentum of Isolated photon 

✦ For lower axion masses the photon  distribution peaks at 
higher values with the bulk of events in the  range of 30–50 
GeV. This trend reflects the kinematics of the decay: as the 
axion becomes heavier, it takes a larger share of the Z boson 
energy, leaving less energy for the photon. 

✦ The background shows a broad distribution, peaking at lower  
values, similar to the high-mass axion signals

The  PT of the isolated photon is a powerful variable for separating signal from background, especially for low-mass axion scenarios where the 
photon tends to be more energetic. For higher axion masses, however, the photon  spectrum becomes softer and more similar to the background, 
reducing its discriminating power.
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KINEMATIC VARIABLES

2.  of two b-tagged jets ΔR

★ For low axion masses -> small opening angle, resulting in a 
sharp peak at low ΔR values (ΔR ≈ 0.5–1). This is because a 
light axion is highly boosted, causing its decay products (the 
b-jets) to be collimated. 

★ The background exhibits a broad ΔR distribution, generally 
peaking at higher values .

ΔR between the two b-tagged jets is a powerful variable for distinguishing signal from background specially for low-mass axions. 
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KINEMATIC VARIABLES

3. Invariant Mass of two b-tagged jets 

✦ For each axion mass, the invariant mass of the two b-tagged jets peaks 
around the value of the axion mass.  

✦ The background exhibits a broad distribution, with no distinct peak. 
This is characteristic of QCD processes, where the invariant mass of 
two b-tagged jets arises from random combinations and does not 
correspond to a resonance.

*/ Zγ

Is it from the signal or 
background ???
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KINEMATIC VARIABLES

4.  Invariant Mass of two b-tagged jets + isolated photon 

★ For each axion mass, the invariant mass distribution of the (2 
b-jets + 1 photon) system peaks at a value close to the parent 
Z boson mass (~91 GeV).  

★ The background exhibits a much broader and flatter 
distribution, without a pronounced peak at the Z mass.
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These variables, with their unique distributions for signal and background, serve as powerful 
inputs for machine learning models to enhance discrimination beyond traditional cut-based 

methods, capturing complex correlations and patterns. 
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 Boosted Decision Trees 
(BDTs)

For a given input x, the Random Forest 
prediction F(x)  is the aggregate of predictions 
from  M  individual trees: 

Prediction:  ,  

where   is the  mth tree’s output, and   is 
its weight.

F(x) =
M

∑
m=1

αmhm(x)

hm(x) αm

Graph Neural Networks (GNNs)

1

0

1

e 0
1

e02

e12

Photon

B-jet 2

B-jet 1
Nodes :   

Node Features:( η, φ, node-label (0 for photon, 1 for jet) ) 

Edges: Represent relationships or potential interactions between 
particles, often defined by proximity .  Edges are fully connected 

 

Global features:  Invariant mass, PT of isolated photon.  

V = {γ, b1, b2}

ΔR

E = {(γ, b1), (γ, b2), (b1, b2)}

 Types of Graph Neural Networks 

1. Graph Convolutional Network (GCNConv)  

2. Edge-Conditioned GNN(NNConv) 

3. Graph Attention Network (GATConv) 

4. Lorentz Net Convolution

h(l+1)
i = σ W(l) ∑

j∈𝒩i∪{i}

1
deg(i)deg( j)

h(l)
j

x(l+1)
i = Θ(l)x(l)

i + ∑
j∈N(i)

x(l)
j ⋅ hΘ(eij)

h(l+1)
i = σ ∑

j∈𝒩i∪{i}

α(l)
ij W(l)h(l)

j , α(l)
ij =

exp(LeakyReLU(aT[W(l)h(l)
i ∥W(l)h(l)

j ]))

∑k∈𝒩i∪{i} exp(LeakyReLU(aT[W(l)h(l)
i ∥W(l)h(l)

k ]))

ml
ij = ϕe (hl

i, hl
j, ψ(∥xl

i − xl
j∥

2), ψ(⟨xl
i, xl

j⟩)), ⟨xl
i, xl

j⟩ = xl,0
i xl,0

j − xl
i ⋅ xl

j

Invariant mass of 2bjets+ 1 γ

PT of isolated photon

 between 2 b-tagged jetsΔR

Invariant mass of 2bjets
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RESULTS

Model AUC Accuracy Precision Recall F1

BDT 
(Random-Forest) 0.94879 0.89172 0.90625 0.78940 0.84380

GCN Conv 0.93118 0.87437 0.85538 0.79656 0.82493

GAT Conv 0.92918 0.87437 0.85612 0.79561 0.82475

NN Conv 0.92485 0.87297 0.86287 0.78128 0.82005

Lorentz Net 0.93177 0.87190 0.86397 0.77650 0.81791

GCNConv+ NNConv 0.92783 0.86483 0.84963 0.77173 0.80881

GCNConv+NNConv
+GATConv 0.92898 0.87403 0.86178 0.78606 0.82218

Axion Mass = 15 GeV, Minimum Jet PT = 10GeV

AUC — the Area Under the ROC Curve, which measures how well the model separates the signal from background across different thresholds.
Accuracy — the fraction of total predictions that are correct.
Precision — how many of the predicted signal events are actually signal.
Recall — how many of the true signal events the model correctly identifies. 
 F1: balances precision and Recall
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Conclusion - Variables as predicted by the model 

Based on a given threshold (0.7), we would like to see how well the reconstruction looks like for an event with 
axion mass = 15GeV
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Conclusion and Future Work
Conclusion:  

• Traditional kinematic cuts were found to be insufficient for effective discrimination between signal and background 
events. 

• We developed multiple machine learning models, including BDTs and Graph Neural Networks (GNNs), which achieved 
strong performance —with AUC values around 0.93. 

• Models discriminate the signal and background well on the low mass axion datasets compared to that of the higher mass. 

• Both BDT and Graph based models  performed comparably, likely due to being trained on the same set of input features. 

Future Work 

1. Regression-Based ML Models: 
We aim to build regression models capable of directly predicting the axion mass, enabling a more continuous and 
interpretable output rather than binary classification. 

2. Constituent-Level Graphs: 
Instead of representing final-state particles as graph nodes, we plan to explore graph construction using low-level features 
of jet constituents. This could enhance the model's sensitivity, particularly for complex or high-mass axion events. 
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Thank you
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1. Graph Convolution Network (GCNConv ): aggregates features from a node’s 
neighbors in a graph to update its representation. 

        

• It uses normalized adjacency weights   to account for node degrees, 

ensuring balanced contributions. 
• A learnable weight matrix   and nonlinearity    transform the aggregated 

features.

h(l+1)
i = σ W(l) ∑

j∈𝒩i∪{i}

1
deg(i)deg( j)

h(l)
j

1
deg(i)deg( j)

W(l) σ

 Types of Graph Neural Networks (Backup slide)

2. Edge-conditioned GNN (NNConv): 

The NNConv layer extends GCN by dynamically computing edge-conditioned weight 
matrices using a neural network. The update rule is:    

 

Where,  

   is a learnable transformation matrix for self-node features. 

     is a neural network (typically an MLP) that maps edge features   to a weight        
   matrix    

     is the edge-conditioned weight matrix. 

  The summation aggregates transformed neighbor features. 

x(l+1)
i = Θ(l)x(l)

i + ∑
j∈N(i)

x(l)
j ⋅ hΘ(eij)

Θ(l)

hΘ eij
Θ(l)

ij

Θ(l)
ij ∈ ℝd×d

3. Graph Attention Network (GATConv):  enhances graph neural networks by 
using attention to weigh neighbor contributions dynamically, focusing on relevant 
nodes for tasks like signal identification 

For node i at layer l  the updated representation is: 

h(l+1)
i = σ ∑

j∈𝒩i∪{i}

α(l)
ij W(l)h(l)

j , α(l)
ij =

exp(LeakyReLU(aT[W(l)h(l)
i ∥W(l)h(l)

j ]))

∑k∈𝒩i∪{i} exp(LeakyReLU(aT[W(l)h(l)
i ∥W(l)h(l)

k ]))

where   are attention coefficients,  is a weight matrix,     is a learnable vector, 
and  is a nonlinearity (e.g., ReLU). 

α(l)
ij W(l) a

σ

LorentzNet is a graph neural network preserving Lorentz invariance, ideal for jet tagging 
in high-energy physics. It uses Lorentz Group Equivariant Blocks (LGEB) to update 
node embeddings   and coordinate embeddings   hl xl

For node  i  at layer  l , LGEB updates are: 
ml

ij = ϕe (hl
i, hl

j, ψ(∥xl
i − xl

j∥
2), ψ(⟨xl

i, xl
j⟩)), ⟨xl

i, xl
j⟩ = xl,0

i xl,0
j − xl

i ⋅ xl
j

xl+1
i = xl

i + c ∑
j∈[N]

ϕx(ml
ij) ⋅ xl

j

where   are neural networks, , and  c  is 
hyperparameter to control the scale of  to avoid scale exploding 

ϕe, ϕx, ϕh, ϕm ψ(z) = sgn(z)log( |z | + 1)
xl+1

i

hl+1
i = hl

i + ϕh hl
i, ∑

j∈[N]

wijml
ij , wij = ϕm(ml

ij)

Minkowski dot product attention is given as The scalar feature for particle I is forward as

4. Lorentz Net Classifier: 
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