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Introduction

Background, Motivation and This Work
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Background: Integrated Modelling in Tokamaks

• Describe plasma profile evolution 
on confinement time scales 

• Combines outputs of many physics 
codes

• Uses: Tokamak Design, ITER 
Scenario Simulations, Discharge 
Analysis

• Local Turbulent transport models 
make up 99.5% of runtime
• 104-105 calls per second of simulation
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The Bottleneck: Turbulent Transport Models

• Inputs: Temperature 
Gradients, Densities, …

• Outputs: Heat, Particle, 
Momentum fluxes

• Non-Linear Simulations are 
very costly

• Quasi-Linear (QL) models
• Much faster
• Reduced models often used in 

Integrated modelling

• 3 to 30+ CPU hours per 
second of simulated plasma 
using reduced QL models
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The Solution: Machine Learning Surrogates

• Machine Learning (ML) 
models trained on 
simulation data

• 1:1 replacement in 
Integrated Modelling

• Extremely rapid, potential 
for real time applications

• QL surrogates dependent on 
the Saturation Model

• Linear surrogates decouple 
output from the saturation 
model
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Which Machine Learning Algorithm?
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ML Algorithms

• Neural Networks

• Gaussian Processes

• Decision Trees

• Many more

Turbulent Transport 
ML models

• Neural Networks
[Citrin NF 2015],
[Meneghini NF 2017],
[Narita NF 2019], 
[Van De Plassche PoP 2020], 
[Ho PoP 2021],
[Citrin PoP 2023],
[Fransson PoP 2023]

• Gaussian Processes
[Hornsby PoP 2023]

Decision Trees

• No published works 
for Turbulent 
Transport

• XGBoost
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This Work

• Compare two ML algorithms:
• Neural Networks

• Decision Trees (XGBoost)

• Linear Surrogates predicting 
QLK growth rates

• Classification on stability & 
Regression on growth rates

• Focused study using 105 
training points

• Scaling study from 102-107 
training points
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Structure

1. Machine Learning and Training Dataset
1. Decision Trees and XGBoost

2. Neural Networks

3. Training Dataset

2. Results
1. Classification Accuracy

2. Regression Accuracy

3. Predicted Growth Rate Spectrum

4. Training and Inference Speeds

5. Scaling with Training Set Size

3. Summary

4. Future Work
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Machine Learning 
& Training Dataset

Decision Trees, Neural Networks, 
QLK Dataset
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Decision Trees and XGBoost

• Decision Trees (DTs):
• Performs well in similar problems 

(tabular data)

• Partitions the input space into 
regions with simple if/else 
statements

• XGBoost is a DT algorithm
• Boost(ing): many sequential trees, 

each correcting the previous ones

• G(radient): Trained with gradient 
descent

Matisse Lanzarone - 21st European Fusion Theory Conference 9/2426/09/2025
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Neural Networks (NNs)
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• Inputs flow through layers of connected 
nodes

• Each node transforms values and passes 
them onward

• Final layer produces predictions

• Outputs continuous, mostly smooth 
functionsActivation functions produce 
nonlinearities
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• Inputs flow through layers of connected 
nodes

• Each node transforms values and passes 
them onward

• Final layer produces predictions

• Outputs continuous, mostly smooth 
functions

• Activation functions produce nonlinearities

Neural Networks (NNs)
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Training Dataset

• QuaLiKiz (QLK) Simulations
• local δf reduced linear gyrokinetic model
• s-α geometry, electrostatic (ITG, TEM, ETG)

• QLK-JET Dataset[1]

• Filtered & Converted to IMAS
• 256M QuaLiKiz simulation points over the JET experimental domain
• 22 Input Dimensions (Temperature/Density Gradients, Wavenumber, Densities, etc…)
• Outputs: Growth Rate of most unstable mode

• Training Subsets
• Randomly sampled subsets of the QLK-JET IMAS Dataset
• Classification: 50/50 mix of stable and unstable modes
• Regression: Only unstable modes

Matisse Lanzarone - 21st European Fusion Theory Conference 11/24

[1] https://doi.org/10.5281/zenodo.7418107
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Focused Study 
Model Performance

Prediction Accuracy, Example Predictions, Inference and Training Times
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Stability Classification
• ~92% accuracy for both algorithms

• Very similar distribution
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Growth Rate 
Regression

•  R2≈0.94 for both models:

• Small XGBoost edge in 

relative error:

• Both maintain good predictions at larger values
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• Classifier + Regressor

• Classifier “shuts off” regressor when 
stable

• Good predictions as expected from 
statistics

• Visible step function of XGBoost 
predictions
• Problematic when gradients needed

• Worst case scenario shown

Predicted Growth Rate Spectrum
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XGBoost Step Size
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Training and Inference Speeds

• XGBoost inference is significantly 
faster (~50x)
• surpasses real-time requirements

• XGBoost trains significantly 
faster (~35x)

• All training/inference on local 
workstation with single GPU

Matisse Lanzarone - 21st European Fusion Theory Conference 17/24

Metric XGBoost NN XGBoost
Advantage

Classification
Inference Time

2.76 μs 151 μs ~50x

Regression
Inference Time

3 μs 151 μs ~50x

Regression 
Training Time

3.2 s 114 s ~35x
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Scaling Performance
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Scaling with Training Set Size

• Strange dip in NN performance 
around 3 x 104 training points

• Partially improved after heavily 
increased optimsation

• XGBoost consistently better 
performance

26/09/2025 Matisse Lanzarone - 21st European Fusion Theory Conference 19/24
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Summary
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Summary
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• Compared Neural Networks and Decision Trees to predict growth rates

• NNs and XGBoost achieve comparable predictive accuracy when heavily 
optimised

26/09/2025



Summary
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• ~50x faster inference

• ~35x faster training

• Generally superior across all training 
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Neural Networks

• Smooth predictions, advantageous if:
• Gradients are required

• Training distributions are sparse
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• Compared Neural Networks and Decision Trees to predict growth rates

• NNs and XGBoost achieve comparable predictive accuracy when heavily 
optimised
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• Work completed on local workstation: HPC not necessary though saves time

• Surrogate models viable for similar applications with available training data



Future Work
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Future Work

26/09/2025 Matisse Lanzarone - 21st European Fusion Theory Conference 23/24

• Frequencies

• Quasi-Linear Weights

• Eigenfunctions
Extend Analysis

• Focus on most important inputs Feature Importance

• Optimise choice of training points to maximise performanceActive Learning



Questions?

Thank you for your time.
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The Bottleneck: Turbulent Transport Models

• Turbulent fluxes only depend 
on local plasma parameters

• Profile evolution timescales 
O(1 Hz)

• To well resolve:
• 10-100 radial points 

• 100-1000 Hz frequency

⇒ ~104 -105 simulations per 
second of simulated plasma

⇒ 3-30 hours per second of 
simulated plasma using 
reduced QL models

Matisse Lanzarone - 21st European Fusion Theory Conference 48

Fig. 2: Turbulent Transport Models
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QuaLiKiz, TGLF

GKW, GENE, GS2



Model Architechture

• Model Architecture
• NN: up to 5 layers, maximum of 

250 nodes tapering progressively

• XGBoost: depth of 5-20, number 
of trees from 1-250.
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Steup: Focused and Scaling Studies

• Focused Study
• 105 training points

• Heavily optimised

• Targets future work with higher 
fidelity training data

• Scaling Study
• Investigating how the algorithms 

perform relative to training set size

• 102-107 training points

• Less optimised
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Fig. 6: Optimisation curves for models in the Focused study
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Setup: Classification and Regression

• Stability Classification
• Predict the stability of the mode

• Growth Rate Regression
• Predict the growth rate of the mode

• Training data clips negative growth rates to 0
• Growth rate predictions near this clipping tend to be smoothed

• Solution
• Use a classifier + regressor 
• Train regressor only on unstable points
• Predict growth rates only when classified as unstable
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Input Distribution
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Model Choice
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Fig.7: Variance of 250 best regressors (left) and classifiers (right) due to random initialisation and difference 
hyperparameter combinations with XGB models in green and NNs in blue. The candidates for best models are shown in 
darker shades, with the chosen “best” models as the crosses.

26/09/2025



Best Model Parameters
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Results: Focused Study Initialisation Variance
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Fig.8: Variance of the best regressor (left) and classifier (right) models due to randomly initialised weights in NNs or data 
splits in XGBoost. Smaller spreads are better.
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Results: Focused Study Hyperparameter Variance

Matisse Lanzarone - 21st European Fusion Theory Conference 56

Fig.8: Variance of the 50 best hyperparameter combinations found during optimisation for regressors (left) and classifiers 
(right). Smaller spreads are better.
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Predictive Accuracy: Classification Metrics

• Ranging from 0-1, higher is better.
• Precision

• True Positives / (True Positives + False Negatives)
• i.e. what fraction of positive labels are correctly predicted?
• Higher precision minimises False Negatives

• Recall
• True Positives / (True Positives + False Positives)
• i.e. what fraction of positive predictions are correct?
• Higher recall minimises False Positives

• F1
• Harmonic mean of Recall and Precision
• Generally a good indicator of performance, correlates with accuracy for balanced 

datasets
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Classifier Threshold Study
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Classifier Relative Performance
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XGB Regressor Importance
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Scaling Study: Full Figure
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Neural Networks: Nodes
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Fig. 5: How a neural network node functions

• Model Parameters:
• Wn: Scalar Input weights 
• B: Scalar Bias

• Training adjusts parameters via 
gradient descent

• Activation Function: Sigmoid, ReLU, 
etc…

• Weighted sum of inputs + bias 
feeds into activation function 
giving the output

• Nonlinearities introduced with 
non-linear activation functions
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