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What is the problem?

Higher dimensional (i.e D ≥ 20) unknown objective functions
are difficult to constrain

This issue is compounded when these objective functions
involve expensive to evaluate models or expensive to collect
datasets

If we try and use a generic solution to perform global
optimisation in these scenarios we’re certain to run into issues
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Why is it relevant?

Cosmological likelihoods

Automating the application of machine learning to real-world
problems

Automated radiation therapy treatment planning

Lower environmental impact prospecting

Lighting conditions, material properties or other animation
parameters in computer graphics and animation
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What are we doing to solve it?

Solving this issue requires the combination of a number of
distinct techniques:

Bayesian Optimisation

SAAS - Sparse Axis Aligned Subspaces

Fully Bayesian Gaussian Process

WNIPV - Weighted Negative Integrated Posterior Variance

Combined, these techniques allow us to perform Bayesian
optimisation in high dimensional spaces utilising all available
information from samples in order to quantify the Bayesian
Evidence.
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What is Bayesian Optimisation?

Bayesian Optimisation (BO) is a powerful paradigm for
efficient optimisation of black-box objective functions

At its heart, BO builds a probabilistic model of some unknown
objective function and uses it to select hyperparameter
combinations to evaluate on the true objective function.

BO is specifically catered to expensive to calculate objective
functions or expensive to gather datasets.

5 / 16



What is Bayesian Optimisation?

Bayesian Optimisation (BO) is a powerful paradigm for
efficient optimisation of black-box objective functions

At its heart, BO builds a probabilistic model of some unknown
objective function and uses it to select hyperparameter
combinations to evaluate on the true objective function.

BO is specifically catered to expensive to calculate objective
functions or expensive to gather datasets.

5 / 16



What is Bayesian Optimisation?

Bayesian Optimisation (BO) is a powerful paradigm for
efficient optimisation of black-box objective functions

At its heart, BO builds a probabilistic model of some unknown
objective function and uses it to select hyperparameter
combinations to evaluate on the true objective function.

BO is specifically catered to expensive to calculate objective
functions or expensive to gather datasets.

5 / 16



What is Bayesian Optimisation?

Bayesian Optimisation (BO) is a powerful paradigm for
efficient optimisation of black-box objective functions

At its heart, BO builds a probabilistic model of some unknown
objective function and uses it to select hyperparameter
combinations to evaluate on the true objective function.

BO is specifically catered to expensive to calculate objective
functions or expensive to gather datasets.

5 / 16



What is Bayesian Optimisation?

Bayesian Optimisation (BO) is a powerful paradigm for
efficient optimisation of black-box objective functions

At its heart, BO builds a probabilistic model of some unknown
objective function and uses it to select hyperparameter
combinations to evaluate on the true objective function.

BO is specifically catered to expensive to calculate objective
functions or expensive to gather datasets.

5 / 16



What is Bayesian Optimisation?

Bayesian Optimisation (BO) is a powerful paradigm for
efficient optimisation of black-box objective functions

At its heart, BO builds a probabilistic model of some unknown
objective function and uses it to select hyperparameter
combinations to evaluate on the true objective function.

BO is specifically catered to expensive to calculate objective
functions or expensive to gather datasets.

5 / 16



What’s the deal with Higher Dimensions?

High dimensional BO requires far more function evaluations to
arrive at a “good” surrogate model

One can choose a number of suitable classes to perform this
inference over, however Gaussian processes offer a good
compromise between flexibility and efficiency.

Even given this class of surrogate models, we must still find a
way to reduce the complexity introduced by higher
dimensionality
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How do we deal with Higher Dimensions?

As proposed by Eriksson 2021, we apply Sparse Axis-Aligned
Subspaces Bayesian Optimisation (SAASBO) in order to
effectively “turn off” unimportant dimensions during the
optimisation process.

That is to say, instead of modelling the entire
high-dimensional space directly, SAASBO exploits the
structure of the input space by decomposing it into smaller
lower-dimensional subspaces.

These subspaces are ‘axis-aligned’ meaning each subspace
corresponds to a subset of dimensions in the original space.
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What do we actually want to optimise?

The aim of this optimisation is to find the Bayesian Evidence.
This evidence is a relative measure of how well a model fits
the data.

That is to say, we can only use the evidence to compare how
well two models fit the data.

In our case the evidence is simply the integral of the Gaussian
surrogate model.
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How do we optimise for the evidence?

Given that the output of this optimisation is the value of the
integral over our Gaussian Process, it follows that we’d like
this to be as accurate as possible.

The way this is done is by defining a particular acquisition
function - the Negative Integrated Posterior Variance (NIPV).

In our particular implementation, we weight NIPV by the
function value (WNIPV) effectively biasing the sampler
toward higher function values as these will have the largest
contribution to the integral.
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Step By Step Run Through: Step 1

We initialise the sampler by selecting a few initial random
samples

We then train the fully Bayesian GP on these random samples
to give us a starting point to calculate the WNIPV from
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Step By Step Run Through: Step 2

Apply MCMC to the FBGP to calculate the acquisition
function (WNIPV):

Evaluate the likelihood at that point:
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Step By Step Run Through: Step 3

Train the FBGP on our new sample:
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Step By Step Run Through: Step 4

Once we’ve repeated these steps a few times, we integrate
over the FBGP in order to obtain an indication of the
accuracy of our GP

This process also displays the two stopping criteria used in
this process (Integral Accuracy and current best possible
improvement)

13 / 16



Step By Step Run Through: Step 5

Once these steps have repeated a few more times, our FBGP
looks something like this:

The progress of our stopping criteria:
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Step By Step Run Through: Step 6

This process will continue until such a time that both
stopping criteria have been fulfilled.

When this happens the sampler will do one final integration,
yielding the evidence:
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Looking to the future

Compare to other samplers (Dynesty, CosmoNEST, etc..)

As this method is built to take less samples of the objective
function, we’re looking to show that we can achieve the same
precision on the evidence as other methods, but with less
samples.

Applying this sampler to some cosmological models with
primordial features
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